








6.8 Integration of Dynamic Loading Support into Aspectix and EDAS

a method getFile() that only takes a module implementation advertisement as parame-
ter. Exemplarily, a code transfer service supporting file transfer using a JXTA network is
realised. As the amount of transferred data could be arbitrary large, but a direct usage of a
JXTA Pipe allows only messages of a maximal size of 64 KB, there is a need for segmenta-
tion. For transportation the JxtaSocket and JxtaServerSocket from the JXTA reference
implementation are used which support message segmentation and a bidirectional and re-
liable communication between two peers. Thereby, a file transfer in binary mode is oblig-
atory. On success, it can again be o Lerkd by the requesting peer to support the scaling of
the whole peer-to-peer system (8). Additionally, the persistent caching of the code portion
avoids remote transfers resulting from future requests. As last step, an object-specific fac-
tory is used to dynamically integrated the fetched code bundle into the the running system

9).

6.8 Integration of Dynamic Loading Support into Aspectix and
EDAS

The dynamic loader has to be provided at every node inside every process that requires
the dynamic loading of code. It can be accessed in two ways, either as an internal service
during the binding process of a fragmented object, or explicitly as an initial CORBA service
provided by the local ORB instance. In the first case the dynamic loader is accessed during
the binding of a reference by the responsible profile manager. This profile manager takes
the full-quallified interface name from the reference and forwards this information to the
dynamic loader that is then responsible to load an application according to the process
outlined in the previous section. In the second case an application demands for a locally
not available functionality or a fragment implementation targets its exchange against a
better-suited one like outlined in the following section. Here the ORB is queried for the
dynamic loader via resolve_initial_references() the standard method to ask for well
known services in context of CORBA.

Up to now the described support is fairly independent of the EDAS infrastructures and
can be used to provide dynamic loading of code in context of Aspectix and for arbitrary
distributed applications. For EDAS it is assumed that every home environment and more
important every service environment has its own code repository. This is necessary as
service implementations might be specific for a certain project. To provide such a support
the peer group that is spanned by every service environment is also used as a code peer
group for the associated code repository. As soon a service environment is bound the local
dynamic loader can query the associated peer group for specific implementations.

6.9 Case Study: Extended Multi-User Chat Application

To clarify how to use the dynamic loading infrastructure, the JXTA based multi-user chat
application described in Section |4.5| is extended by dynamic code loading in two ways:
First, the initial fragment implementation is loaded at binding time by the responsible JXTA
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profile manager. Second, a fragment implementation is made exchangeable against better-
suited ones which have to be dynamically loaded as they are locally unavailable.

In addition to the specified development and deployment steps the described extended
advertisements have to be generated. Advertisements and a code archive holding the basic
service code and the initial fragment implementation are published via an instance of the
Code Provider service. Finally, an object reference has to be generated, including the JXTA
profile. This time the reference is not only used to connect the service but also to select
and load the code. At middleware level, the code is dynamically loaded as described in
Section and a fragment is instantiated and initialised. After that point, the fragment
can exchange messages with all other available fragments via a propagate pipe.

private void exchangeFragmentimpl(String desc) {
CodeBundle codeBundle = null;
try {
codeBundle = foxtaHandler.getFoxtaCodeHandler () .getCode(moduleClassiD,
new DescriptionCheckerlmpl(desc));
} catch (NoCodeAvailableException ncae) {
System.out. println (ncae.getMessage () ) ;

}

CodeBundleClassLoader classLoader = null;

try {

classLoader = new CodeBundleClassLoader (codeBundle);

}catch (MalformedURLException e) {

System.out. println (e.getMessage() ) ;

}

Fragment fragmentimpl = classLoader.loadFragment(view, foxtaHandler,
pipeAdvertisement) ;

view . setFraglmpl (fragmentimpl) ;

Fig. 6.4: Fragment implementation exchange (Java)

To outline further benefits of the support for dynamic loading and service integration
based on the fragmented object model, not only a fragment implementation providing the
basic multi-user chat application has been implemented but also two further fragment im-
plementations. One provides a simple logging facility that gives a user the opportunity to
record all user actions and messages. Another one provides a simple bot that can substitute
a user as she is away or act as simple knowledge base of a project or interest group. The
basic feature of the bot is to memorise answers to simple question (e.g., "Q:Where is Hal?,
A: In town").

All three fragment implementations provide the same interface but possess di [erent ex-
tended functional descriptions, i.e., di Lerknt specification advertisements. By default, the
plain fragment providing only the basic chat functionality is loaded and instantiated as its
specification advertisement is included in the object reference. A user can trigger a frag-
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ment replacement via the user interface by submitting special control messages processed
by the local fragment. The same applies for the extended facilities of the logging and bot
fragment implementation.

Figure details the necessary steps to exchange a fragment implementation. Some of
the operations might be executed by di Lerknt components and have been combined in the
fragment method for a better understanding. First, the fragment’s local handler class is
invoked requesting a new implementation handing o [erla custom object to select an ap-
propriate implementation. If a suitable implementation could be determined a CodeBundle
object is returned. Its reference is passed to our custom class loader instance. This loader
possesses not only a method for generic factory creation but also a specialised method to
create and initialise a fragment implementation. Finally, the implementation is exchanged
with the help of the fragment infrastructure provided by the Aspectix middleware.

6.10 Summary

This chapter presented a generic and decentralised approach to dynamically search, select,
load and integrate platform-specific code. Dynamic loading of code is an essential prereq-
uisite when binding fragmented objects and decentralised adaptive services as both require
specific code, which is usually not deployed at the binding system. This is especially true
in the context of EDAS. Concluding, the presented support for dynamic loading gives the
answer of this thesis on how applications could be deployed in a novel global-scale infras-
tructure.

Security issues are beyond the scope of the proposed infrastructure. Dynamic loading
of code always involves security considerations. However, standard security mechanisms
as code signing and a public-key infrastructure can be used for securing the presented
peer-to-peer based dynamic loading service.

Even though the prototype supports the precise selection of platform-specific code, cur-
rently it is assumed that a concrete implementation is more or less self-contained. This
means that either necessary libraries are available at the target platform, or included in the
dynamically loaded code archive. It would be worthwhile to provide support for interde-
pendencies between di [erent implementations. These should be resolved at loading time,
resulting in the dynamic loading of dependent implementations. Along the lines, investi-
gating the OSGi platform [JAIIO5] seems promising as it provides sophisticated code-sharing
mechanisms at the Java virtual machine level, but misses support for remote selection and
loading of code.

123



6 Decentralised Dynamic Loading of Platform-Specific Code

124



7/ Resource Management

One of the four questions that have been aimed to answer by this thesis is: How to manage
the resources for long-running services? So far, decentralised adaptive services are charac-
terised as services that provide fault tolerance using decentralisation and are able to adapt
their distribution according to service and environment demands. This general descrip-
tion was realised by two concrete service models: replicated and peer-to-peer based decen-
tralised adaptive services. Both service models provide support for dynamic distribution,
e.g., by the support of parallel state transfer in case of replicated decentralised adaptive
services. Extending this basis, EDAS o [ers the infrastructure to enable dynamic distribu-
tion and management of services across multiple domains. This infrastructure support
is invigorated and made practical usable by enabling dynamic loading of platform-specific
code. Still missing at this point is the necessary information to adapt the distribution of
decentralised adaptive services according to resources. However, su [cieht resources are
essentially needed to successfully execute services. On the other side the execution environ-
ment has vital interests (e.g., monetary reasons) to control and restrict resource usage to be
able to dedicate resources to projects and users as needed. Thus, narrowing the question
from the beginning, this chapter aims at answering: How to provide support for resource
management of decentralised adaptive services in the context of EDAS?

Consequently, this thesis targets to provide a resource management approach and infras-
tructure support that uses the proposed architecture of Chapter 5 to e [ciehtly distribute
decentralised adaptive services while keeping certain resource constraints. This demands
for five tasks: discovery, monitoring, accounting, assignment and finally usage-restriction
of resources. Monitoring and accounting are addressed by integrating existing resource
management support of the Sun JVM Version 1.5 into the EDAS infrastructure. The two
main contributions of this chapter focus on the issues of discovery, assignment and the
restriction of resource usage. First, a decentralised and fault-tolerant protocol to enforce
global resource quotas is presented. It enables a scalable and e [cieht management of global
quotas across a potentially large set of distributed nodes. For EDAS it provides the basis
to handle and restrict the resource usage of consumable resources, such as transmission
volume. Second, a decentralised placement algorithm is proposed that utilises the EDAS
infrastructure and enables a resource-aware distribution of decentralised adaptive services.
In the context of EDAS it enables the resource management and usage restriction of CPU,
memory, disk space and network bandwidth.

The chapter starts with a brief introduction about resources and discusses at which level
their usage should be managed. Section 7.2 details how to monitor resource usage in EDAS.
Next, it is described how resource usage can be restricted at the level of service instances
and service environments using a decentralised quota management protocol. Finally, Sec-
tion 7.4 proposes an approach to dynamically distribute decentralised adaptive services.
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7.1 Resources and Resource Limits

Generally, one can distinguish between system and conceptual resources [CGSMO03]. Typical
system resources are: memory, disk space, CPU, and network. Conceptual resources are
for example software licences or the number of open files. Furthermore, system but also
conceptual resources can be subdivided in consumable and non-consumable. For example,
CPU rate is non-consumable, but CPU cycles are consumable. The same distinction can be
made for network with network bandwidth and transfer volume. Karmon et al. [KLLSO5]
refer to these resource classes as refundable resources and non-refundable resources, as
once consumed fractions of a resource depending on their type can be refunded to an
application or not, after usage.

To manage and restrict resource usage, EDAS introduces resource management at three
di Cerknt stages: service, node and service-environment level.

At the node level the resource usage of all kinds of system and conceptual resources is
monitored. The entity of monitoring is a service or a fragment for a decentralised adaptive
service. Every service has local limits that restrict the resource usage of resources in the
context of its hosting node. If a service runs the risk at exceeding a local limit, the home
environment starts, depending on the resource type, a resource management process (see
Section[7.3|for consumable resources) and if this does not help, it notifies the service. Once
informed about an imminent limit overrun, a service can react in two ways, either it reduces
its resource consumption or it migrates to another node that provides enough resources
(see Section|7.4).

Considering non-consumable resources each node has node limits that restrict the overall
usage of certain resources at the level of a node. A node limit must never exceed the
physical resource (e.g., disk space) of a node and might be much smaller, e.g., for supporting
local users with the remaining resources. The sum of all local limits of all services at a node
must never exceed the node limit of a resource. Therefore observing and controlling the
local limits will keep the node limits and prevents overload.

At the home environment level, the global resource usage of a service environment and
all its associated services is restricted by global limits. These limits determine the maximum
resource usage of a service environment in scope of a home environment. The sum of all
local limits on all nodes of the institution for a service environment therefore never exceeds
its global limit. Observing and controlling global limits can have monetary (e.g., a project
has paid for a certain amount of arbitrarily distributed resources) or security reasons (e.g.,
by enforcing global limits a program cannot accidentally allocate too many resources).

7.2 Resource Monitoring and Accounting Infrastructure

To enable resource management and enforce local and global resource limits, a monitoring
and accounting infrastructure on top of the resource monitoring features provided by the
Sun JVM 1.5 was implemented.

126



7.2 Resource Monitoring and Accounting Infrastructure

7.2.1 Basic Support for Resource Monitoring

The Sun JVM 1.5 already o [erk monitoring capabilities for CPU and memory usage at the
granularity of a JVM instance. Each resource monitor is realised as a Java bean that can
be remotely accessed via the Java Management eXtensions (JMX) [Mic02]. In addition to
this support, a monitor bean for network bandwidth and transmission volume, given by
a special Socket class, was implemented. It basically supports the accounting of all send
and receive operations of a socket instance. To enable the monitoring the extended Socket
class has to be used by services instead of the original socket implementation provided
by the Java class library. To cover all essential physical resources, a monitoring bean for
disk space can be provided along the lines of the network-monitoring bean. JMX o [Lers the
option to implement additional beans that can monitor conceptual resources as well but
this was not exploited.

However, resource monitoring is not the main goal of the project as other research
projects have already developed extended JVMs [CvEQS8| ISBB* 01, [GLS02] or modified byte-
code [BHVO1) IHBO4] to do resource monitoring of Java applications. Instead, it was aimed
to provide a stable basis for implementing and evaluating the proposed concepts for decen-
tralised adaptive resource management, as addressed by the following sections.

7.2.2 Node Infrastructure for Resource Monitoring

Figure shows the architecture of the prototype that extends the basic EDAS architec-
ture (see Section by resource monitoring, accounting and management facilities. Each
service is executed in its own JVM instance and monitored by an instance of the resource
manager executed in a dedicated management JVM instance. This is achieved by observing
resource usage of the service JVMs by JMX beans for CPU, memory and network. These
beans are accessed via RMI by a sensor/actor pair of the resource manager component. A
sensor periodically collects resource-usage information provided by the management beans
and forwards them to the resource manager. An actor configures the management beans
and notifies services if a limit is reached. The resource manager hosts information about all
monitored services and provides this information to the local home environment fragment.
The resource limits are described as simple policy rules that are managed by an internal
component of the resource manager, the policy manager. A resource policy does not only
define the current resource limits but also when to notify the service about an upcoming
limit overstepping.

The presented infrastructure enables resource monitoring and restriction at the node and
the service level. Furthermore, it o Lerk a good basis for distributed resource management at
the level of home environment and service environment. However, resource limits cannot be
enforced for all types of resources, as there is no support for restricting CPU usage. Thus, if
a service oversteps its CPU limit it either has to be terminated and migrated to another node
or reduce its CPU consumption for example in a cooperative way (e.g., by calling wait()).
A possible solution to this problem o [ers the Multi-User Virtual Machine (MVM) [CDTO3]
that has recently been released by the Barcelona project. The MVM is a special virtual
machine that supports the execution of multiple applications in scope of one JVM instance
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and provides advanced resource management facilities based on isolates [Cza00, ICHS" 04].
However, this option has so far not been exploited.
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Fig. 7.1: Resource accounting and monitoring infrastructure

7.3 Restricting Resource Usage using Quotas

Resources of a distributed infrastructure are in general limited. Therefore, their use has
to be managed and restricted. In most cases, this is achieved by resource quotas either at
project level or at application level. If the resource demands of an application are known in
advance, resource accounting and quota enforcement can be done by a resource allocator
or grid scheduler like they are detailed in Section However, an a priori estimation
of resource consumption is already very complicated for applications executed in a utility
data centre or on a grid. It is almost impossible for long-running services in a global-scale
infrastructure such as the proposed EDAS infrastructure or Xenoserver, as their resource
demands mainly depend on user access.

Dynamic resource demands can be handled and restricted by a separate quota manage-
ment service. A centralised implementation hosts all quotas of a project or an application
and allocates resources to applications via resource leases [GC89]|. Leases assign resources
to applications for a fixed amount of time. If a lease expires the application is no longer al-
lowed to use the resources and has to renew the lease in case the resources are still needed.
This ensures that resources can be safely reassigned even if the lease holder crashes. This
is convenient for non-consumable resources, which can be reused after they are no longer
needed by the current application, like it is the case for memory or disk space. For consum-
able resources such as CPU cycles and transfer volume, which can be consumed only once,
coping with node faults is not so easy and leases cannot be applied.

However, using a centralised service itself has several drawbacks even for refundable
resources. First of all, additional mechanisms (e.g., active replication) are necessary to
provide a fault-tolerant solution. Otherwise, the quota management service represents a
single point of failure. Furthermore, the service can turn into a bottleneck and slow down
the whole system, if the infrastructure scales up, or if an unanticipated high number of
applications are started and stopped, frequently requesting and releasing quotas. Another
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problem can arise due to the lease size. If a lease is too small, an application has to request
additional resources. This might occur even frequently. If a lease is too large, the resource
remains unused on the allocating node and might prevent or delay the execution of other
jobs or applications.

For this reasons a novel decentralised, fault-tolerant, and scalable quota enforcement
protocol is proposed that enables resource restriction for consumable but especially non-
consumable resources. At its core, the idea of dynamic load balancing via di [udion al-
gorithms is utilised. Originally independently proposed by Cybenko [Cyb89] and Bolliat
[Boi9Q], these algorithms have been developed to equally balance load in a multiproces-
sor or cluster system. In the context of EDAS, di [udion is used to balance the information
about free resource quotas of consumable resources. Balancing unused quotas ensures that
all nodes, hosting jobs or applications of a certain project, have local knowledge of free
quotas, enabling a fast resource allocation and deallocation. Whereas the original di [usion
algorithms for load balancing addressed closed systems, the quota enforcement protocol
targets large-scale infrastructures like EDAS. Therefore, special care needs to be taken to
address node faults and fluctuation of nodes in general.

In the following, a brief overview about di [udive load balancing is given, which builds the
foundation of the developed quota enforcement protocol. In Section the basic proto-
col for non-consumable quotas is outlined and subsequently extended to support consum-
able quotas. Section details how the proposed protocol is integrated and used in the
context of the EDAS infrastructure. Section describes results gained via simulations.
Finally, Section gives a short overview about related approaches.

7.3.1 Diludive Load Balancing

Belonging to the nearest-neighbour algorithms, di [udion algorithms represent one of the
most popular approaches for dynamic load balancing in parallel computing. First proposed
by Cybenko [Cyb89] and Bolliat [Bai90], the basic idea behind these algorithms is to di [lse
fractions of load to under-utilised neighbouring nodes, thereby balancing load between all
nodes.

This is achieved by organising nodes in overlapping domains. In a minimal setup, do-
mains comprise two nodes. The di [usion process starts if the load w at one of the nodes—
for example i—exceeds a certain threshold. Then Node i exchanges load information with
other nodes—in our case node j. If w; > wj, then load [%] is migrated to j, thereby
balancing the domain [}} As discrete load is assumed, the minimal unit of load is 1. Con-
sequently, there might still be an imbalance if w; < w; < w; + 1, resulting in further
unnecessary balancing operations. To avoid this problem, one can restrict balancing to dif-
ferences above 1. This introduces a system-wide global load gradient that can be alleviated
by probabilistic migration. This strategy migrates load with a certain probability even if the

imbalance is not reduced.

1The description is taken form Douglas and Harwood [DHO4].
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7.3.2 Dil[udion-based Quota Protocol

A large-scale infrastructure usually assigns virtual resource shares in form of quotas to
projects or even single users. If a user or project submits a job or deploys an application,
quotas are mapped to real resources. As resources are limited and their access potentially
has to be paid, the infrastructure has to manage and control resource usage. This means
that the infrastructure has to enforce that the physical resource usage never exceeds the
quota of a project or user.

In the context of EDAS it is assumed that a domain manager assigns consumable re-
sources in form of quotas to a project represented by a hosted service environment. As
outlined in Section there are two basic levels of control for resource usage: the node
level and the infrastructure level. At the node level, local limits have to be enforced match-
ing local quotas in scope of this section. At the level, global limits further on called global
quotas, have to be enforced. This is achieved by ensuring that the sum of all local quotas,
never exceed a global quota. How the protocol is integrated into the EDAS infrastructure is
detailed in Section

7.3.3 Basic Concept

To outline the basic concept, a simple example scenario is described. There is a project
that runs only a single application, which is spread over three nodes. For briefness, the
di [udive load balancing process of a single resource is examined. However, the concept can
be applied to balance quotas for all resources of a distributed application.

At start-up time of the application, the global quota of the project (180 units in our ex-
ample) is equally split over all supporting nodes (see Figure (7.2} step 1). Furthermore, every
node is a member in at least one group comprising two nodes, as described in Section|7.3.1
These groups overlap, and thus a complete coverage is achieved. In our example, node 1
and 2 build a group, and node 2 and 3 build another one.

As the application starts executing, the resource demand rises to the amount of 10 units
at node 1 and to 50 units at node 3. Step 2 of Figure [7.2| shows that the real resource usage
is mapped to the locally available quota. This means that the local resource demand can be
fulfilled immediately without interaction with other nodes. At node 3, the resource usage
has almost reached the local quota. Now the di [udive quota balancing process starts, as
the free quota has changed by more than a certain threshold at node 3 as well as at node
1. All nodes contact all members of their groups and balance the free quota as long as
the changes to the local free quota exceed the threshold. If the resource demand of the
application is stable, the system eventually reaches equilibrium as shown by step 3. If the
application needs further resources on node 3, the infrastructure is well prepared, as the
amount of free quota has risen to 40, the global free average quota.

There might be situations in which an application spontaneously needs more resources
than allowed by the local quota. It is assumed that the application can either be slowed
down or even suspended. If this is not possible, a local short-term credit can be given,
so the application can proceed to execute. The node then waits for the balancing process
to legitimate the resource usage of the application. If the necessary free quota cannot be
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Step 1: Initialise local quotas and start application

( )
Node 1 Node 2 Node 3
free quota free quota free quota
(60) (60) (60)
\_ J \_ /L J/
Step 2: Application locks resources; qutoa diffusion starts
( Node 1 ) ( Node 2 h ( Node 3
free quota
free quota (10)
(50) free quota
used quota (60) used quota
(10) (50)
. J . J \_ J/
Step 3: Free quotas are rebalanced
( )
Node 1 ( Node 2 Y ( Node 3 h
free quota
(40)
free quota
40
fj ) " free quota used quota
used quota (40) (50)
(10)
. J . J . J

Fig. 7.2: Concept of di [usion-based quota balancing

resolved in a certain time span, the credit is simply withdrawn from the quota. If a new
application should be started and the initial resource demand clearly exceeds the local free
quota, a fictive demand can be generated that, if resolved, enables the safe start of an
application.

At this stage it is assumed that the actually used quota does not exceed the resources
provided by the underlying system. Thus, where to place an application and in case of
exceeding the physical resources of a node how to redistribute it, is not addressed by the
protocol. This as a separate task that can be handled by using a distributed resource alloca-
tor. In context of EDAS the quota management protocol is primarily used for the manage-
ment and restriction of consumable quotas where this is not an issue. The management of
non-consumable resources is handled by a di Lerent approach that is subject of Section|7.4

7.3.4 Protocol Description

In the previous section, the core concept of di [usion-based quota management was out-
lined. This section addresses the details of the basic protocol, thereby paying special atten-
tion to dynamic changes of the node set, which are common in large-scale infrastructures
such as EDAS. As a prerequisite a fail-stop behaviour of nodes is assumed and furthermore
the reliable detection of node crashes.
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Data Structures

Each node possesses the following local variables for every supported project (For briefness
only one resource is considered) :

quota - local resource quota

level - level of the node in the quota routing tree

consumed - used to account consumed quota fractions of non-refundable resources
neighbours - list of connected neighbours, where each entry is a triple of

connection - connection to a neighbour hosting quota
counter - determines the amount of quota transferred across the connection

level - level of the neighbour in the quota tree

Basic Protocol

If a new global quota for a project is granted, a set of nodes is randomly picked from all
available nodes. This is done by a special node called quota manager, which is mainly
used for initialisation and for providing a stable access point. All nodes of this initial set
are connected to the quota manager and supplied with the addresses of all other initially
selected nodes. Each of the nodes randomly connects some of the other nodes thereby
forming a random graph (see Figure [7.3). During this procedure, every node determines its
level in a tree that is formed as a by-product of the connection process. At start-up, only
the quota manager representing the tree root is part of the tree and all other nodes are not
yet connected. During the connection process, the neighbour with the smallest distance
to the top, as determined by its level, is selected as uplink and the own level is set to one
plus the level of the uplink. Thus, all nodes that possess a direct connection to the quota
manager node have a level of one. Later on it is investigated how this information can be
utilised to provide fault-tolerance for consumable quotas and to provide information about
the amount of globally available consumable quota.

After connecting the initial node set, the global quota is injected via the quota manager
by initialising its local quota with the global quota value. Then the di [udion process starts,
as every node randomly balances its quota with all connected neighbours. Neighbours are
basically all nodes a node is connected with. The listing in Figure outlines the basic
balancing process in a python-like programming language. For each neighbour, the amount
of unused quota is determined, then this value is sent to the neighbour via balance().
This method adjusts the quota at the neighbour node and returns the amount by which to
change the local quota. At this stage, only positive quota values are considered. Balancing
is not only invoked periodically, but also by the underlying resource accounting system if
the resource usage changes by more than a certain threshold or if the resource exchange
with another node modifies the local quota. After this initial di Cusion phase, the system
eventually reaches its equilibrium, in which all connected nodes possess an almost equal
part of the quota. Now one or more applications can be started at some or all of the

132



7.3 Restricting Resource Usage using Quotas

def initial_connect(self, nodes):
for node in random.sample(nodes,max_con):
node.connect(self):
self.neighbors.append(node)
if self.level == None or self.level > node.level:
self.level= node.level+1
self.uplink=node

def connect(self,node):
if node not in self.neighbors:
self.neighbors.append(node)

Fig. 7.3: Connecting nodes with each other

def do_balancing(self):
for n in self.neighbors:
free=self.quota—self.usage
# ask other node how to change my quota
self.quota +=n.balance(free)

def balance(self, remote_free):
free = self.quota — self.usage
di = free + remote_free
average = di

self.quota += average — free
return —(average — free)

Fig. 7.4: Simplified basic balancing process

nodes. If nodes other than the initial set should run applications of the project, they simply
connect one of the nodes belonging to network and ask for a random subset of supporting
nodes. This requires some kind of discovery support, e.g., broadcast discovery or a set of
well-know nodes that provide contact information such as used by Gnutella [KM]. For EDAS
a similar approach can be applied (see Section [7.3.6). Once a node set is obtained, these
nodes are connected via the described initial connection procedure.

Extension for Fault-Tolerance

As the protocol shall tolerate node crashes, additional mechanisms have to be provided.
For this purpose, every node maintains a counter for each link to a connected neighbour.
This link counter represents the net amount of quota transferred to the neighbour and is
updated on each exchange of quotas via the corresponding link. If free quota is donated
to a neighbour, the local link counter is incremented by the transferred quota value. The
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def fix_crashedNode(self,neighbor):
self.quota += neighbor.counter
self.neighbors.remove(neighbor)
# check if uplink is concerned
self.replace_crashedNode()

Fig. 7.5: Recovering quota after neighbour crash

receiving node decrements its counter by the same amount. Both counters are adjusted vice
versa if the neighbour provides free quota in the opposite direction. A negative value of the
link counter indicates that a node just received quota from that link.

All connected neighbours of the node detect any node crash and the node is removed
from the neighbour set of all of them. Furthermore, the counter value of the failed connec-
tion is added to the local value. This way, the quota originally held by the crashed node is
reconstructed by all the neighbours. Figure [7.5] shows a listing of the actions a node per-
forms when a neighbour node crashed. It has to be noted that the recovery may temporarily
result in a negative local quota, but the algorithm will balance this with the remaining neigh-
bour nodes. However, not only the quota information has to be reconstructed, but also the
neighbour set has to be consolidated. If a node fails, a new connection should be set up and
if the failed node has been the previous uplink, a new uplink has to be determined. This
uplink can be one of the current nodes if there is one with a lower level than the node. If
there is no such node a new node has to be connected that is nearer to the tree root.

Apart from the fact that this provides an easy and lightweight approach to compen-
sate single node failures, it also o [erk fault-tolerance for multiple node crashes of inter-
connected nodes. Even network partitioning of nodes not belonging to the initial set is
addressed, although a disconnected node set will run out of quota, as a negative quota
is introduced due to the multiple link failures. But this would result only in suspending
all applications and jobs at that node set, and after reconnection the balancing process
distributes the free quota information, so all applications can be resumed.

Extensions for Non-Refundable Quotas

So far, the handling of faults considering only refundable quotas that have a constant global
quota has been described. For non-refundable quotas, additional actions have to be taken,
as their global quota decreases along the lines of resource use. If the same approach were
applied to compensate node failures and all surrounding nodes reconstructed the quota via
the link counter, a project would get back not only the free resources hold by the crashed
node, but also the consumed amount of quota.

To address this fact, each node possesses a consumed counter that is incremented by
the accounting system each time a fraction of a non-refundable quota is consumed. The
information about the consumed quota has to be distributed to prevent the reassignment
of consumed quota. This is achieved by passing the amount of consumed quota to the
uplink node, which in turn passes this information to its own uplink node. This goes on
until the tree root—the quota manager—is reached. Along the way to the tree root, the
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link counters are adjusted to reflect the reduced global quota. The lower node at a link
adds the consumed quota to its link counter; the upper node subtracts the value from
its counter, similar as in quota distribution. Figures and show updated listings of
the balancing process from Figure that takes care of the link counters and passes the
consumed counter up to the root of the tree.

This approach is not absolutely exact because, if a node fails before its locally consumed
quota fraction has been passed to the uplink, it is simply reassigned by the neighbours. This
should be negligible, as non-refundable resources usually can be consumed only at a cer-
tain rate (e.g., CPU speed in case of CPU cycles) and this restricts the amount of consumed
quota as the node periodically exchanges quota information. This is not the only error that
is introduced, but also the information hosted by the crashed node about consumed quota
by neighbours and their children is lost. If the node is higher to the top, the amount of lost
consumed quota information rises. Fortunately, not the project but the infrastructure is
penalised by a node crash, as the consumed quota is reassigned by the compensation pro-
cedure. So, in case of a node failure the infrastructure will eventually grant more resources
than originally remained resources.

Handling Failures of the Quota Manager

Up to this point is has been addressed how to compensate faults of nodes supporting the
project by providing resources. For the quota manager node, additional steps have to be
taken. Apart from managing the initial connection phase, this node represents the tree root
and therefore is the origin of the global quota. Thus, this node has the duty to ensure
the availability of the global quota despite the crash of nodes of the initial set. If a node
of the initial set fails, the quota manager adds the link counter to the local quota value
to compensate the failure. Additionally, it adds a new node to the initial set. In short, it
handles node failures in the same way as any other node.

If the quota manager fails, the other nodes do not take any special actions to compensate
the failure, as a link to the quota manager is marked to be an initial link. Otherwise, the
whole global quota would vanish from the project as it has been injected via the quota
manager node. This is more severe than a disconnected sub network that may run out
of quota due to an missing uplink, as the whole system would stand still until the quota
manager is recovered, whereas in the former case just to a new uplink connection has to be
established. Thus, the whole system can proceed to execute although the quota manager
has crashed. However, the quota manager has to be recovered, as nodes of the primary
node set can fail, causing fractions of quota to disappear.

It is assumed that the state of the quota manager can be recovered e.g. via snapshots and
infrastructures supporting passive replication. If the quota manager node is restarted, all
nodes of the initial set are connected and in case one or more of them has crashed during
the absence the failure handling is started.

This builds the minimal solution to handle failures of the quota manager. Section [7.3.6
addresses how to map the protocol and its requirements to the EDAS infrastructure. EDAS
o Lerk the opportunity to provide the quota manager as a replicated decentralised adaptive
service providing better support for failure handling.
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def do_balancing(self):
for n in self.neighbors:
free = self.quota—self.usage

if n.level < self.level:
# pass the consumed quota up to the root
n.counter += self.consumed
result = n.balance(self.id,free,self.consumed)[0]
self.consumed = 0

else:
# receive consumed quota from lower nodes
(consumed,result) = n.balance(self.id,free)
n.counter —= consumed
self.consumed += consumed

n.counter —= result
self.quota += result

Fig. 7.6: Initiate balancing process for refundable resources

The presented failure handling approach is based on the assumption that node failure
can be reliably detected. If this is not the case in the sense that nodes of the initial set
may not have crashed but are subject to a network partitioning a di Cerknt approach is
required. First of all not only nodes of the initial set treat node faults of the quota manager
di Cerkntly but also the quota manager delays the failure handling of initial set nodes until
a local administrator has verified by out of band information that the node either failed
or are subject to a network partitioning. In the first case the described failure handling
is performed, whereas in the second case all further actions related to the disconnected
nodes are suppressed until the network is healed. These considerations are only relevant
to network partitioning across the initial set and no additional actions have to be taken for
disconnected sub networks of non-initial set nodes.

7.3.5 Simulation

The protocol was evaluated by the implementation of a round-based simulator. In an initial
experiment, a network of 1000 nodes supporting a project that possesses a global quota
of 50,000 units of fictive resources was generated. After the initial di [usion process, every
node holds a local quota of 50. To evaluate the adaptiveness to changing demands, a fictive
load was introduced by starting each run a rising number of applications ranging from O
to 500. Every application had the same resource demand of 100 units. Then the number
of rounds from an unloaded network in equilibrium to reach a state where all application
demands are satisfied (see Figure and the number of rounds to reach the equilibrium
again (see Figure for a neighbour set of maximal 5 and 10 nodes were measured.
During each round the nodes where picked in a random order to balance their quota with
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def balance(self,id, remote_free,consumed=0):

neighbor = neighbors[id]

free = self.quota — self.usage
di C3free + remote_free
average = di

# handle the consumed quota

if neighbor.level < self.level:
consumed = self.consumed
neighbor.counter += consumed
self.consumed =0

else:
neighbor.counter —= consumed
self.consumed += consumed

# balance the remaining quota
if remote_free < 0 and free< O:

return (consumed,0) # nothing left on both sides

elif remote_free < 0 or free < O:
# take care of negative quotas
#[...]

else: # there are free resources on both sides

self.quota += average — free
neighbor.counter —= average — free
return (consumed, —(average—free))

Fig. 7.7: Extended balancing process for non-refundable resources
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all their neighbours. As Figure[7.8(a) shows, the demand is quickly satisfied for wide ranges
of the simulation, usually within one or two rounds. Up to a resource utilisation of 98% the
demand is satisfied in less than 10 rounds for 10 open connections. For 5 open connections
this is still the case for 92% resource utilisation. On reaching the global limit, it takes longer
and longer to satisfy the demand. This is expected, as small fractions of free quota may
strand in less connected areas of the network and randomly move around until they reach
a demanding node. The total number of rounds to reach the equilibrium is, in general,
much higher and varies in cycles. This is the result of the strong equilibrium condition
where any pair of nodes has a maximum quota di Cerence of one unit. In a more relaxed
and realistic setting where the equilibrium condition is met if any pair of neighbours has
maximum quota di Cerknce of one unit, the equilibrium state is reached much faster and
the peaks disappear. The last fact has been verified by a recently finished prototype [DisO7].

To delay the time-consuming phase when reaching the global limit it is useful to choose
a small resource unit. Finally, it might be reasonable to consider small fractions of quota
as waste. Thus, an application can be notified that a resource request cannot be satisfied
instead of probably unsuccessfully waiting for numerous rounds.

7.3.6 Integrating Quota Management into EDAS

This section targets the integration of the presented quota management protocol into the
EDAS infrastructure. Non-consumable resources have to be provided by the underlying
hardware. The quota management protocol is not su [Ccieht to give guarantees for these
kinds of resources. Consequently, Section presents a di Cerknt approach based on pre-
defined fixed-size resource bundles. However, consumable resources can be easily managed
with the presented protocol. For example, the protocol can be applied to manage the over-
all network transmission volume of the service environment, in the context of supporting
home environment. Thus, a project mentioned by the protocol description matches a ser-
vice environment that is supported by a home environment and as earlier stated a global
quota matches a global limit (see Section [7.1] for global limit).

The protocol is realised as a peer-to-peer based decentralised adaptive service nhamed
quota management service. If a new service environment is bound by a home environment,
quotas are assigned to a newly instantiated quota management services.

The quota management service is implemented by a JXTA service that according to the
protocol connects all nodes of a home environment that host services of the associated
service environment. This is achieved as resource managers (see Section bind the re-
sponsible quota management service as soon as a service instance is created. This way a
resource manager knows about the free quota and can handle quota requests via the quota
management service.

The protocol can be implemented in a straightforward way with two extensions. The
first extension concerns the failure handling of the quota manager. The SES of a service
environment is responsible for the quota manager node; this includes a recovery of the
manager. One replica of the SES binds the quota management service. This replica is
determined by being the current coordinator of the group communication framework. To
ensure fault tolerance, the quota manager service periodically hands over its state to the SES
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that is transmitted via the group communication. If the coordinator replica fails the group
communication framework automatically selects a new one and the quota management
service is recovered by this replica. It binds the quota management service and injects the
state snapshot. Thus, passive replication is used to provide a fault-tolerant quota manager.

The second extension a [ecks the join procedure of nodes. According to the protocol de-
scription, discovery mechanisms are required to connect to the network. Fortunately, JXTA
o Lerk the option to search for JXTA services via their advertisements. Therefore, a node
that hosts a new service just needs to bind the associated quota management service that
spans its own peer group. (The reference of the quota management service can be obtained
from the service environment.) Once joined the peer group the local quota management ser-
vice fragment can use the JXTA discovery service to search for other JXTA service instances
(quota management service fragments) that belong to the quota management service. Fi-
nally, it connects some of them according to the protocol.

7.3.7 Related Approaches

Resource management in grids, peer-to-peer networks, and other general infrastructures
for distributed applications is a popular area of research. However, quota management and
especially protocols and algorithms for decentralised quota management have rarely been
addressed so far.

GWiQ-P [KLLSO5] is a decentralised quota enforcement protocol based on the construc-
tion of a spanning forest for distributed resource location. Each node in which the resource
demand exceeds the local quota forms a root of a tree; unused quota, represented by re-
source coins, is transferred to the root of these trees. In contrast, the presented protocol
uses di [usion of unused quota, which balances the available resources even before nodes
run out of local quota. GWiQ-P, similarly to the presented approach, uses counters on links
for handling failures, but it does not address in detail the problems raised by consumable
resources in failure situations.

Pollack et al. [PLG"06] recently proposed a microhash inspired approach that provides
lower overhead and better scalability than current centralised quota tracking services. A
quota server acts as a bank that issues resource vouchers to clients. Clients can spend
vouchers to allocate resources on arbitrary nodes of a cluster system. Vouchers are only
valid for a certain time in order to handle failed nodes and to ensure that clients do not
overuse their quota. Although this approach o [ers more flexibility than other centralised
quota management services, knowledge about the resource demand of client seems to be
needed. Otherwise a client might request too much or too less vouchers. Whereas the first
case wastes resources the second case leads to more voucher requests that might cause
load at the quota server.

7.3.8 Summary

The presented protocol o [erks a novel decentralised and fault-tolerant approach for quota
management in large distributed systems. It provides good support for non-consumable as
well as for consumable resources. The presented simulations have shown the usability and
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scalability of the protocol. Recently, a JXTA-based prototype was implemented [DisQ7] that
provides similar results. As outlined, the integration of the protocol into EDAS can be easily
achieved and the quota management for consumable resources can be used in the context
of EDAS.

7.4 Decentralised Application Placement

As earlier stated decentralised adaptive services should be able to adapt their distribution
according to resource requirements. This is necessary due to changing user demands re-
sulting in di Cerkent resource requirements of a service and as a consequence of changing
availability of resources provided by supporting entities. Accounting these facts the fol-
lowing section describes a protocol for a resource- and distance-aware online placement of
distributed and possibly replicated services that fits especially the needs of decentralised
adaptive services. This was achieved by investigating related approaches in closed and open
system. Consequently, the proposed protocol takes properties of both categories into ac-
count. Approaches targeting closed systems usually require an accurate global view (e.g.,
utility computing) that is not available for the placement of decentralised adaptive services
in a wide-area setting. On the other side, projects are explicitly supported by home envi-
ronments that dedicate a fixed set of resources to projects. Thus providing an open system
best-e [ark approach for resource management where every party can acquire resources
(e.g., PlanetLab) misses essential mechanisms for admission control.

Guaranteeing certain amounts of non-consumable resources does not help much if the
resources are arbitrarily distributed over a huge number of servers. As projects would like
to place services that consume a certain amount of resources and services cannot be split
into multiple parts, a node has to be found that provides the needed resources as a whole.
Thus, just guaranteeing resources as a sum might require a global search covering all nodes
and in the worst case fails as free resources are arbitrarily scattered over a large set of
nodes. Even if a server providing su [cieht resources is found, this might be no longer the
case at the time of the service deployment as another project might already have allocated
them. Consequently, only guaranteeing the availability of resources does not provide a
solution. For this reason, the proposed approach guarantees that certain resource bundles
that approximate the estimated resource demand of services are available in scope of a
home environment, but provides best-e [ork support for additional requirements regarding
distribution and network-related QoS requirements.

The remainder of this section is structured as follows: First the problem of application
placement in open but also in closed systems is investigated. Then an approach is presented
to categorise and partition resources of nodes to determine how many resources can be
assigned to projects while preserving a certain degree of fault-tolerance and single out node
fluctuation. Finally, a distributed placement protocol is outlined that utilises the proposed
two-stage architecture of EDAS to search.
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7.4.1 State of the Art

Application placement has recently been investigated in several research areas like: grid
computing, peer-to-peer computing, novel global-scale infrastructures, and especially util-
ity computing. The first three areas target open systems with high dynamics, where mul-
tiple users concurrently access resources that are subject to changes. Utility computing
in contrary aims at the reliable provision of large scale applications in the context of big
computing centres. This is achieved via detailed capacity planning and requires not only
mechanisms to exclusively dedicate resources to applications but also information about all
available resources and application workloads [RCAMO6]. This is further on considered as
resource management in closed systems. Resource management in open as well as in closed
distributed systems usually follows a similar basic workflow. The same applies for the pa-
rameters that are taken into account for the distribution of applications, more precisely the
assignment of resources to applications. Despite these similarities, existing systems han-
dle the actual application placement process di Lerkntly, at least when comparing open and
closed systems.

Basic Resource Management Workflow

Resource management in grids, but also in novel global-scale infrastructures [PACRO3,
HHalP03] and testbeds for distributed applications [WLS™02], is usually split in several
steps addressed by di Cerent components (see Figure [ROLVOS6]). There is either a dedi-
cated service for resource discovery, collecting information about all available resources or
a resource registry that is directly informed by resource providers. To compute a task or
distribute an application, a user has to provide information about the required resources.
This information is used by a resource allocator or a grid scheduler to map the require-
ments on the available resources. In a final step, the job or application is deployed on the
selected nodes.

A similar workflow is applied for deploying applications in utility farms. However, the
available information-basis, used to decide how to distribute applications, is in general
larger and there are tighter QoS constraints. Due to the QoS restrictions, an o [Cinél capacity
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planning process and mechanisms for resource isolation are required. So far, these systems
tend to over-provision to meet demand peaks but recent research projects try to improve
resource utilisation by more sophisticated planning processes at various time-scales and
the provision of specialised workload managers [RCAMO6].

Parameters A [edting Application Placement

As detailed, the basic approach for resource management is quite similar in all considered
environments. The same applies for a basic set of parameters that are taken into account
to map an application on resource-providing nodes, but varies for additional parameters
like QoS requirements and time. This has two main reasons: application demands and
feasibility in terms of complexity of the placement. In the following, an overview about the
parameters that might be taken into account for application distribution and the way they
influence application distribution.

Resources System resources are taken into account by nearly all infrastructures, as they
are a key to successfully execute an application. In context of utility computing infras-
tructures, system resources can be dedicated and accounted at a very fine-grained level
[SGST05].

PlanetLab [PACRO3| in contrary o [erk as previously mentioned a weak notion of norm
resource-bundle named sliver that provides enough resources for one user to execute an
application. However, so far there are no resource guarantees for all system resources.
Thus, not only the bare resources are taken into account for the placement process in
PlanetLab, but also quality metrics like load [OAPAOQ5S].

For grid computing, conceptual resources often play an important role as expensive soft-
ware licences are usually attached to certain nodes. Thus applications might need a node
possessing a licence for a certain program.

Distance Three kinds of distance can be considered for application placement:
¢ Network distance
e Geographical distance
e Logical distance

Long-range network distance is typically defined by message round-trip delay. Such a
metric is useful to place several parts of an application within some network proximity for
performance reasons.

Geographical distance is useful if a service should be placed near its users, for fault-
tolerance or juridical reasons. For example, an instant messaging service should be placed
on a node in the North of America as most of its users live there. This shortens the request-
response times in the average case.

Finally, some systems consider logical distance as collocation and dislocation. An ap-
plication might be composed of several sub-components: For example, a three-tier web-
application consisting of a web-server, an application server, and a database or as another
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example an actively replicated service provided by a number of identical replicas. In case
of the three-tier web-application, it might be valuable to place two or even all three com-
ponents on the same node, if this is possible. Collocating components is useful if they are
tightly coupled and heavily communicate with each other. Thus, the first example has a col-
location requirement. For the replicated service all replicas have to be placed on di Lerént
nodes for fault-tolerance reasons. This can be expressed by a dislocation requirement. In
most cases, collocation is optional whereas dislocation is mandatory at least if fault toler-
ance is the reason for the collocation requirement.

Network distance is usually essential for application placement on the PlanetLab and
similar infrastructures but is also addressed in the context of grid applications, e.g., the
placement of large data replicas to enable a fast access. Geographical distance can be
combined with network distance as done by SWORD [OAPAQ5|] and is mainly important for
wide-area application placement. Both kinds of distances are secondary to utility computing
as applications are placed on closely connected compute farms. However, utility comput-
ing requires local network capacity planning to prevent bottlenecks and optimise network
utilisation. Logical distance is usually implicitly treated by infrastructures performing wide-
area placement of distributed application because application components with collocation
preferences are simply treated as one unit and only one unit can be placed on a node
[OAPAOS5, ISCHHOS5]. For utility computing, and also cluster systems, these requirements are
explicitly handled as they might strongly influence application performance.

Time Time is a crucial parameter for application placement and influences placement de-
cisions in multiple ways. First, the lifetime of an application might be bound as this is usu-
ally the case for grid computing applications or applications in a testbed infrastructure like
Emulab [WLST02]. Second, the resource usage of an application is often time-dependent.
An application workload might have di Cerent requirements depending on month, week-
day, daytime or other periodical metrics. If there are such fluctuations one can change
resource assignment, and consequently the placement of an application, for utilisation rea-
sons [RCAMOG]. In both cases, time increases the complexity of the planning and placement
process and requires a scheduler component. For utility computing most of the planning
process can be handled o Cindélas application workload and available resources are known a
priori. Sometimes, the workload prediction of an application might be wrong or resources
fail (e.g., due to a node crash). In these cases a partial online replanning process is required.

Problem Description

After investigating the parameters that influence application placement in distributed in-
frastructures, this section addresses the possible variants of the application placement
problem and discusses its current solutions. Thereby one can distinguish between open
and closed systems as they have di [erknt basic conditions.

Application Placement in Closed Systems Starting with the most basic variant of a place-
ment problem, named basic application placement problem (BAPP): There is a set of nodes,
each node providing di Cerent amounts of resources. Then, there is a set of applications,
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each application requiring di Cerent amounts of resources. The applications should be
placed on the nodes so that the amount of required resources of the applications placed
on each one of the nodes does not exceed its provided resources. The optimisation goal
is to utilise as much resources as possible. This problem description matches the multidi-
mensional knapsack (MKP) problem, which is a strongly NP-hard combinatorial optimisation
problem [KPPO4].

This basic problem definition has been extended by Urgaonkar et al. [URSO4]. They pro-
posed the application placement problem (APP) that takes collocation and dislocation con-
straints of applications into account. However, they only considered a single resource sce-
nario. They claim that even this problem is NP-hard and may not admit a polynomial-time
approximation scheme (PTAS).

A more general variant, the resource assignment problem (RAP) has been investigated by
Zhu et al. [ZSW™'03|. They do not only try to place applications on a given set of servers but
also optimise the network distance and utilisation in a data utility centre.

All three placement problems and other similar ones have been addressed in the context
of closed system where a global view is available. There are several general approaches to
solve these placement problems. First of all, heuristic algorithms like they are proposed
for the MKP or in case of the APP [URSO4]]. Other approaches are to employ linear integer
programming [Wol98] using a constraint solver [SGS*05] or by applying genetic algorithms.
Due to the NP-hardness of these problems finding a suitable solution strongly depends
on the problem size and is resource- and time-intensive. Thus, these approaches are only
suitable for systems of limited size and a low rate of changes or in case of o [inel planning.

Application Placement in Open Systems For open systems usually the aim is not to find
an optimal distribution considering a global optimisation goal, like the overall resource
utilisation, but rather to find a su LCcieht distribution for an application having certain re-
quirements. This relaxed form of a placement problem can be named the open system
placement problem (OSPP).

To solve this problem, information about the available resources has to be gathered.
This information usually represents only a partial view that might even be outdated due to
system dynamics. However, this view is queried to find a set of nodes matching a given ap-
plication placement request. Sometimes, there might be multiple su [cieht answers. Then,
the application can refine the query, rate the answers, or choose randomly one answer.
During the actual deployment it might turn out that the demanded resources are no longer
available. In this case, a di Lerent answer has to be evaluated, or the initial query process is
restarted.

Related Approaches: Closed Systems

For closed systems, two research projects will be presented, both representing protagonists
for a group of related projects. Sharc [URSO4] primarily targets resource management in
shared commodity cluster systems for three-tier applications. The Quartermaster [SGS*05]|
project in contrary addresses large-scale IT applications in scope of utility data centres.
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Sharc At its core, Sharc provides a resource management layer on top of standard op-
erating systems that provide some notion of quality of service like reservations [JRR97]
as o [erkd by Solaris and other operation systems. Every node of a Sharc cluster hosts a
nucleus component that consists of a resource manager component and a fault-tolerance
component. The resource management component is responsible for the management of
resources in scope of a node. The fault-tolerance component is provided to tolerate node
faults, link faults and failure of the control plane.

The control plane is needed if an application is placed on a Sharc cluster. For resource
allocation the application has to be described in a simple specification language. This lan-
guage o [erk to specify an application that is composed by multiple components called
capsules each having di Lerknt resource requirements. An application can explicitly allow
resource trading of reserved but currently not allocated resources. This way, the resource
management component is able to dedicate these resources to capsules on the same node
that currently have higher resource demands. The actual placement of applications is per-
formed at runtime by a heuristic algorithm with linear runtime [URS04) [USO4]. Sharc con-
siders only two resources CPU and bandwidth, for the placement process and only one at a
time.

The Sharc project is only one of several systems targeting the resource-aware distribution
in commodity clusters. The cluster reserves system J[ADZ00] but also Chase et al. [CAT01]
provided resource management infrastructures in cluster environments. The main di [er}
ence between these two approaches and Sharc is the actual management of only one re-
source namely CPU. However, according to the authors both systems can be extended to
support further resources.

Quartermaster Quartermaster [SGS™05] has been designed and implemented by HP Labs
as an integrated set of tools for the reliable provisions of large-scale applications in the
context of enterprise IT environments. Its tool chain addresses policy-based resource com-
position to speed up the design of applications and resource providing environments and
to reduce system design errors [SSMJ0O4]. At runtime, Quartermaster provides algorithms
for scheduling and capacity management targeting complex resource usage pattern and
time-dependent resource demand changes [RCAAO05]. Finally, the tool set supports fine-
grained resource assignment by a placement solver that uses CPLEX, a commercial solver to
do o Cindabut also online planning of resource allocation and placement [ZSW'03].

In contrary to the shared cluster systems, Quartermaster addresses resource planning
and management more comprehensively as applications and resources are described and
modelled before the deployment. This enables to buy and integrate more hardware for
new applications before deployment time if the exiting resources turn out to be not su =1
cient. The placement solver follows also a more compressive approach as not only CPU and
bandwidth are considered but also other resources and QoS requirements.

Summary In contrary to resource management in cluster systems, the resource manage-
ment in utility data centres starts before an application is deployed. This o [erk the op-
portunity of an o [inél planning process that can take more time. However there is still a
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need for an online placement process to address node faults and demand peaks. For the
online problem, two general approaches have been proposed using heuristic algorithms or
employing integer programming and a solver.

Related Approaches: Open Systems

Whereas closed systems are described more for completeness reasons, the following open
systems are closely related to EDAS and the decentralised application placement approach
presented in this section. As mentioned earlier, SWORD but also Xenosearch follow the
basic resource management workflow outlined in Section Both systems are in the
following briefly summarised, together with their related projects. Finally, a small set of
other open systems is presented that take a more decentralised approach to do application
placement.

SWORD and PlanetLab As mentioned in Section PlanetLab [PACRO3] is a planetary-
scale testbed for distributed algorithms, protocols and applications. It consists of a number
of educational institutions and companies each of them providing a set of nodes running
an enhanced Linux operating system that provides support for resource isolation [BBC™04].
Such an isolate is named a sliver and represents a resource bundle that should fit the av-
erage needs of an application. A researcher can get a slice of the PlanetLab denoted by a
set of distributed slivers for a period of several months to perform experiments. So far,
researchers have to select nodes on their own to setup slivers to build a slice for their
experiments. This is cumbersome and time-consuming since the nodes should usually be
located in certain geographical or network distance. If there are popular selection patterns
this leads to overcrowded nodes and usually distorts measurements.

The SWORD project [OAPAQ5S] aims at providing a distributed resource allocator simpli-
fying the node selection process. This is achieved by providing a query language to specify
resource and distance requirements for groups of nodes. Additionally, one can describe
how these groups should be interconnected and where they should be located. The au-
thors refer to CoDeen [PWPT04] a content distribution network as a good example for these
requirements as it needs small clusters of tightly coupled nodes at certain geographical
locations that should be well inter-connected.

To answer such queries, SWORD resembles a distributed query processor consisting of
nodes organised by a distributed hashtable (DHT) algorithm [DBK* 01, [RDO1]. DHT algo-
rithms map arbitrary data to keys. These keys can be mapped to nodes that are responsible
to store the key and the data. Consequently, one or more nodes are responsible for a cer-
tain part of the keyspace. The DHT algorithm thereby has to ensure that keys can be found
despite changes of the node set. SWORD modifies the generation of the keys by encoding
resource attributes and values in the keys. This o [erk a basis for doing attribute-basd range
searches.

To query data in a DHT system it has to be inserted in the first place. In context of SWORD
several monitoring services o Lerkd by the PlanetLab have been used to provide all kinds of
resource information about the nodes. This information insertion process represents a key
point of the system. If the resource information is updated too seldom it might be outdated.
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On the other hand frequent updates lead to high tra Cc_10ppenheimer et al. [OCP*06]|
therefore did extended experiments to evaluate the update rate of several resources based
on traces of the PlanetLab. The results indicated that some resource information is subject
to quick changes whereas other information can be updated at a more coarse time scale.
The latter applies for inter-node latency and bandwidth.

Complex queries, especially if they include range requests, might result in more than
one answer. To select the best or a set of best answers the requesting application or user
can provide penalty functions per attribute. These functions are evaluated by an optimiser
component inside a SWORD node that received a query. The selection process is an NP-hard
problem and its duration can be restricted by a timeout.

Xenosearch and Xenoserver As detailed by Section[5.1.3|the Xenoserver platform [HHalP03]
can be roughly compared to the PlanetLab in its structure.

The Xenoserver platform has a similar demand for a resource allocation engine like
SWORD that allows an application or user to select a set of nodes that fulfil certain re-
quirements. Xenosearch [SHO3! ISCHHO5] and SWORD share the same basic concepts. Both
provide a query language to describe resource requests consisting of interrelated node sets.
In contrary to SWORD, a request is first pre-processed by a query-simplifier component be-
fore a distributed index is queried that is build up by the resource information provided
by all resource-donating nodes. The results are preliminary and have to be evaluated by
an optimiser component that selects the best answers that are passed to the requesting
application. From an application perspective, the Xenosearch provides a distance notion by
the keywords near and far to collocate or dislocate applications in a wide-area setting. This
seems to be convenient for many application demands.

Other Related Approaches Ilamnitchi and Foster [IFO1l] proposed the usage of decen-
tralised peer-to-peer request forwarding strategies to handle resource request in a grid
infrastructure. In contrary to SWORD or Xenosearch that are based on DHT algorithms,
such an approach is not limited to well-known attributes but o [erk support for full-text
searches and is in general more resilient to peer churn. The downside of decentralised
peer-to-peer techniques is the higher network load due to request flooding.

At HP Labs, researchers [AGKTO2, IGAKTO04] investigated several approaches to solve
placement problems not only in a closed scenario like described for Quartermaster but
also in a wide-area setting where multiple sites cooperate to distribute applications. First
they outlined that the accuracy of a placement decision depends on the time the planning
process takes. If resource e [Cieht placement and strong QoS requirements are mandatory
they propose the usage of integer programming like outlined in context of closed systems.
However, this approach is usually not suitable for an open system where a accurately global
view is not available. Therefore they proposed three di Lerent approaches:

e Ant-based control algorithm
e BLE-based algorithm

e Agents in overlay networks
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The ant-based control algorithm has an initial principal that is called a service manager.
This manager has to place an application consisting of multiple services on a set of nodes.
It initially creates a set of agents, places them in scope of the infrastructure together with
the list of services comprising the application. The ants move from one node to another
and map a service on each node they visit. Each node has a local pheromone table that is
updated by evaluating which services would fit to the resources of the current node. These
tables are exchanged among the neighbourhood and build a background for further migra-
tion decisions. At the end the service manager evaluates based on an objective function
which ant o [erk the best distribution.

The BLE-based algorithm resembles ideas from Broadcast of Local Eligibility used for the
coordination of robots [WMO1]. All nodes are organised in a cluster and communicate with
each other via broadcast messages. Distribution and redistribution of applications is eval-
uated in so-called decision cycles. All nodes broadcast a list of services they host and new
services that should be placed. Afterwards, each server evaluates if new services can be
hosted using an objective function. In a next step all nodes publish their evaluation results.
Finally, every node knows, based on the published results, which service should be hosted
and which migrated to di Lerent nodes. As such a cluster approach using broadcast does
not scale, the authors suggest using gossiping algorithms for e [Lcieht communication and
the introduction of cluster hierarchies. A similar approach targeting the adaptive resource
management for applications with multiple end-to-end QoS guarantees like predictable la-
tency and jitter has been proposed by Repantis et al. [RDKO5]. This work proposed a more
detailed inter-cluster protocol and targets the transmission and transcoding of multimedia
streams.

The agent-based algorithm can be compared to the ant-based one as entities travel through
the network to evaluate a set of suitable locations. However, in contrary to the ant approach,
the agent moves from one node to another and evaluates each time how to place all ser-
vices in one step on the current node and its neighbourhood. To guide an agent to locations
where enough resources are available the authors suggest to use an overlay network sup-
porting range queries to search for node sets with appropriate resources.

Malek et al. [MMRMOS5] proposed a decentralised redeployment algorithm based on auc-
tions. A component that should be deployed or redeployed is auctioned by the local system
that acts as both auctioneer and bidder. Furthermore, all nodes of the local domain can bid
for the component. As a node can only participate in one auction a component might be
auctioned multiple times to find the currently best solution. This is the case when further
auctions determine the same winner.

Summary All presented approaches target a decentralised solution requiring only a partial
system overview to distribute or redistribute applications. SWORD and Xenosearch provide
more or less distributed query engines on top of a set of nodes building an enhanced peer-
to-peer network. These index-carrying nodes have to be filled with information by all nodes
providing resources. Both systems assume a set of more or less stable nodes. Furthermore,
it is anticipated that the resource availability changes moderately and according to Oppen-
heimer et al. [OCP*06]| this is the case at least according to experiments on the PlanetLab.
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Except for the agent-based approach proposed in [GAKTO4], all other systems require
less infrastructure and target a more decentralised approach that aims at an incremental
improvement of distribution. It is complicated to compare the remaining three approaches
among each other. However, it seems clear that the ant-based algorithm is in general appli-
cable to place applications with arbitrary resource demands. In some cases, rare resources
may be hard to find. The BLE-based algorithm might be only useful for applications with
standard resource demands as the search scope is more or less limited to the local clus-
ter and therefore seldom conceptual resources (e.g., a special software licence) are hard to
find. However, it might be possible to enhance the algorithm by propagating resource class
information among clusters or hierarchy levels. Finally, the described auction algorithm
[MMRMO5] does not scale for large domains where many nodes bid for the same compo-
nent and many auctions take place at the same time.

Finally, with the exception of SWORD and Xenosearch, geographical location as is not
explicitly treated but rather implicitly as a QoS requirement.

7.4.2 Resource Partitioning of Nodes

The prerequisite for the presented placement protocol is an approach to pre-partition the
resources o Lerkd by a node. This happens before a node joins its associated home environ-
ment. For every system resource like memory, disk, network and CPU four coarse-grained
resource size classes were defined: small, medium, large and extra large. The exact size of a
resource size class depends on the implementation platform, the services and the available
nodes. In context of EDAS targeting decentralised adaptive services a classification as out-
lined by Table [7.1] was identified. Thereby, the resource demands of typical Java services,
and the resource settings of commercial hosting services such as Amazon Elastic Compute
Cloud (Amazon EC2) |[Amal] as well as the settings of PlanetLab, were taken into account.
In general, the first two resources, memory and disk are mandatory to successfully execute
a service whereas the second two resources, network and CPU, have a strong influence on
service quality. After the prioritisation: memory, disk, network, CPU the di [Cerent resources
are combined by size classes descending from extra large to small. An average machine
in a laboratory might o Cerlthe following resources 4 GB memory, 160 GB disk, 4 Gflops,
1 GBit/s. These resources can be partitioned according to the resource size class table into
four resource sets. Such a resource set will be further on called a resource bundle.

Resource small medium large extra large

memory 125 MB 250 MB 500 MB 1GB
disk 4 GB 8 GB 16 GB 32 GB

network 10 Mbit/s 50 Mbit/s | 100 MBit/s | 250 Mbit/s
CPU 125 Mflops | 250 Mflops | 500 Mflops 1 Gflops

Tab. 7.1: Resource size class table

The pre-partitioning of resources provides the benefit to enable the assignment of re-
sources as coarse-grained sets. Thus a project can instantly decide if a service can be

150



7.4 Decentralised Application Placement

mapped to a resource bundle or not. This oLers already a weak form of local resource
guarantees that is further on improved for a distributed setting to alleviate the process of
application placement.

The drawback of a pre-partitioning of resources is the introduction of fragmentation. In
a worst-case scenario the amount of o [erkd resources varies strongly across the di [erent
kinds of resources. For example, a node o LCerk only a small amount of memory but large
quantities of disk, network, and CPU. According to the partitioning process, maybe only
one bundle can be mapped and all other resources not covered by this bundle are not
further taken into account and are therefore wasted. However, this is not an issue, as
most current nodes possess a balanced resource set to execute average applications and
services. On the other side, the introduced resource size classes and the bundles formed
by their aggregation should satisfy the resource demands of average services. Taking both
facts together, a carefully chosen resource size class table should produce good results
despite resources are wasted.

7.4.3 Gaining Global Knowledge about Available Resources

To reliably assign resource bundles to projects and to guarantee their existence, the amount
of globally available resources has to be determined in advance. Otherwise, it might be
possible to accidentally overbook resources and grant resource bundles to projects that
simply cannot be provided. Despite the fact that resources o [ered by a single node are
fairly static, determining the amount of globally available resources is not that easy as the
node set of a domain is subject to changes. Nodes may join or leave a home environment
at any time ( e.g., due to host crashes or maintenance reboots).

To establish global knowledge about the available nodes and the resources, the home
environment is extended. Every node that joins its associated home environment provides
the information about the o [Cerkd resource bundles to the locally bound home environment
fragment. The fragment wraps this information into a custom resource advertisement and
publishes it in scope of the peer group of the home environment. This way the resource
information about all nodes should be accessible via the peer group and can be collected
using the JXTA discovery mechanisms. This is done by the HEMS (see Section that
periodically searches them. As every advertisement has a lifetime, advertisements have to
be republished on a regular basis and advertisements of crashed nodes will be eventually
removed from the result set as they expire. Still, there might be non-expired advertise-
ments even though the node has already dropped support. One way to reduce the impact
of such false positives is to reduce the lifetime of advertisements, which would increase
the network load because they have to be republished more frequently. Additionally, nodes
that voluntarily shutdown can explicitly notify the HEMS; and also other nodes that detect
a crashed node can inform the HEMS. Once discovered by the HEMS, every resource adver-
tisement is inserted into a local database and removed if the node is no longer available.
This way the HEMS has a global knowledge about all available resources not including very
recently joined or crashed nodes, so the absolute amount of all available resources is not
exactly known.

Such short-term inaccuracies are only a minor problem; the more important question is
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how much resources can be reliably assigned to projects without accidentally overbook-
ing. This might happen if all resources of nodes included in the database are assigned to
projects and some nodes crash or simply leave as they shutdown for maintenance reasons.
To prevent such a problem resource fluctuation has to be singled out from the assignment
process. This is achieved by estimating the maximal number of nodes n that simultane-
ously leave the home environment while no other node joins or rejoins the network. In a
next step one can withdraw that number of nodes from the database and gains the amount
of resources that can be safely assigned by summing up the bundles of the remaining nodes.
The question is which nodes should be removed from the set of available nodes as nodes
can provide di Lerknt amounts of resources. A conservative approach would be to remove
the n most providing nodes. This brings up the question how to determine the maximal
number of simultaneously leaving nodes.

In general, this number is domain-dependent as it strongly relates to what kind of nodes
provide the resources, e.g., desktop computers in an o Cce_ br machines in a local computer
pool environment or dedicated machines in a server room, and how they are managed.
According to Oppenheimer et al. [OCP*06] only two-third of all machines in the PlanetLab
are functioning at any one time. This might build a lower bound and in general higher
values can be expected in better administrated environments (e.g., companies). Instead of
specifying an exact number, a percentage of nodes that can fail or leave at a time is more
useful and helps to adapt to long-term changes of the domain size. For instance this is the
case if a new computer pool is added to the home environment.

More sophisticated mechanisms than declaring a static fraction of nodes that simultane-
ous can fail are conceivable as there might be nodes that will fail more frequently than other
ones. An option might be to keep uptime statistics that can lead to di [erent estimations of
simultaneously leaving nodes [ADSO06|.

7.4.4 Assigning Resources to Projects

In Section |5[it was already outlined that a project is represented by a service environment.
At the home environment level, a project is represented by a replicated decentralised adap-
tive service, the SES (Section [5.3). If a home environment o [erb resources, it starts such a
service and notifies it about the resources that have been assigned to the project by passing
a resource bundle list and quotas for non-refundable resources like transmission volume.
The bundles are withdrawn from the total number of unassigned resources managed by
the HEMS. This way it is known how many resources can be used by a project and how
they are arranged. However, it is not known which nodes will provide the resources and
therefore has to be determined at runtime. The SES connects itself to the JXTA peer group
of the service environment and further on responds to resource queries like described in

Section [7.4.6]

7.4.5 Providing Distance Information

To enable a network and geographical distance-aware service placement every SES needs
appropriate distance information. Therefore a SES has to know its GPS coordinates. This
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information should be provided by the local home environment and has to be initially set
by the domain manager.

At start-up of an SES, every other SES of the associate service environment is connected
and the network delay is determined by an all-pair-wise ping as proposed by Stribling ref-
erenced by [OAPAOQO5]. This information is updated from time to time but according to
Oppenheimer et al. [OCP06] it should be fairly stable. All nodes of a home environment
approximately should have the same geographical location and share the same network.
Thus, the ping values can be used to determine the network distance between two home
environments. This is useful for service placement as outlined in the following section.

7.4.6 Placement of Services

Recapitulating, every SES instance has information about its geographical location, net-
work distance to other supporting home environments and, most important, its granted
resources. If a service should be initially distributed or redistributed, a query is sent to
all SESs of a project. This query can include geographical location, network distance, dis-
location/collocation and resource requirements. At the implementation level this can be
achieved by using a propagate pipe provided by the JXTA middleware. The query is an-
swered in a two-stage process. First, it is evaluated, if a home environment is a potential
candidate to host the services that have to be placed. Second, one or more of the candi-
dates are selected from the response set and the actual service placement is performed.
The first step representing a preselection process that should reduce unnecessary network
tra [cahd workload at the home environment level. The second step verifies if the selected
home environment o LCerk suitable places for execution if there are extended requirements
like collocated or dislocation.

Searching for Candidates of Service Placement

In the most basic case, a service consists of a single component that should be placed on
a node providing su [cieht resources. An application wishing to distribute such a single
instance service connects the local SES that submits the query to all connected SES.

On reception of such a placement request, a SES instance consults its bundle list and if
a su Lcieht bundle is available that provides at least the requested resources, a response
is returned. This response includes information about the total amount of currently free
resources in scope of the answering domain. This o [Lerk the necessary information to rate
all resource providers. A heavily loaded domain is rated lower than one that still has plenty
of resources available. The reason is that the o [Cerkd resources may be taken by another re-
source requester. This is less likely if there are a lot of free resources available. Requesting
a set of bundles to place several services at a time that should be located at one domain can
be handled the same way as requesting a single bundle.

However, a query can be more specific, e.g., include a geographical location and a distance
range or a certain internet address and a network distance. The first case can be handled
in a straightforward way as every SES posses its geographical location and is therefore able
to determine if its home environment matches a distance requirement or not. In the sec-
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ond case, the network distance to the provided internet address has to be determined at
run-time by measuring the message round-trip delay. This might cause a denial of service
attack like behaviour if a service environment is supported by a vast number of home en-
vironments. To alleviate this issue each supporting SES should randomly delay its distance
measurement. Another solution o Lerk the usage of network coordinates like proposed by
Ng and Zhang [NZ02]. Furthermore, there can be queries that require several interconnected
bundle sets that should be in a certain network distance to each other. Then a SES checks
if one or more of the resource requirements of the required resource bundle sets can be
met by the local resources. If this is the case, the distance requirements are evaluated by
comparing the distance information to other service SESs. Should one or more distance
requirements match other SESs, an appropriate response is returned. It includes for each
of the matching resource sets a vector of domains that are reachable within the required
distance. At this point it is not known, if the other domains provide su [cieht resources.
Consequently a client has to wait for the answers of the supporting domain. If a response is
received a matching process has to be performed. This post-processing step at client-side
requires combining the di Cerent answers and rate the best ones. This might be complex
and should be performed by using an optimiser similar to the approach taken by SWORD
and Xenosearch.

Finally, there might be collocation and dislocation requirements for single bundles or
whole sets. It is anticipated that these kinds of requirements are only useful if several
services or service components should be placed within one domain. Thus it is assumed
that a bundle set has to be provided by one domain. To decide if a domain o [erk su [cieht
resources it is not enough to consult the bundle list but it has to be verified if the resource
bundles are spread over di [Cerent nodes or collocated as required by the placement request.
This is addressed by the second step of the placement protocol, detailed by the following
section. Thus in the first place a response is returned if there are su [cCieht resources
available regardless if these resources are collocated or dislocated.

Performing Service Placement

Up to now the SES reports the possibility that a certain placement request can be fulfilled
by a domain or in case of complex multi-set queries that a domain can at least partly fulfil
a placement request.

After the first phase, an application has a list of answers and has to select appropriate
candidates for the second phase of the placement process. A candidate domain or candidate
domains are connected via their SES and the domain specific part of the original query is
reissued. The SES has the duty to search for appropriate places for service placement
and reduces the amount of free resources according to the requested amount of bundles.
The search is performed again using a JXTA propagate pipe that connects all nodes of the
home environment. Nodes that provide su [ciehtly free bundles answer by returning their
generic peer factory reference and their free resources. The application can then select
the appropriate nodes and issue the service creation by invoking the responsible generic
factory. Thereby, first the resources are acquired by the resource manager from the SES
and if all resources can be granted as requested, the service instantiated and started.
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7.4.7 Summary

In contrary to previous work targeting open systems the proposed approach o [ers guar-
antees for resource availability by introducing resource size classes and bundles. Further-
more, this work assumes that projects represented by service environments are explicitly
supported by domains assigning resources. Consequently, the resource management pro-
cess and especially the placement protocol address these circumstances by providing an
own search scope and infrastructure for every project for finding appropriate domains. At
the level of a domain, all projects share the same infrastructure to search for nodes provid-
ing appropriate resources. This divides the query load according to the proposed two-level
hierarchy and their responsibilities.

Despite this fact, all searches at service environment but also at home environment level
rely on broadcast searches using mechanisms provided by the JXTA middleware. This might
introduce scalability problems for very large domains or service environments. As JXTA
has been designed to integrate all kinds of protocols the integration of scalable broadcast
mechanisms is possible for example using probabilistic broadcasts and gossip based com-
munication protocols. Another opportunity would be to integrate indexing mechanisms
to implement range-based queries like proposed by SWORD and Xenosearch. Finally, the
proposed protocol and its underlying approach address the issues of a resource-aware dis-
tribution of decentralised adaptive services but a concrete evaluation that is part of ongoing
work is missing at this point.

7.5 Summary

This chapter targeted to enhance EDAS by resource management support to enable a re-
source aware distribution. This is achieved by o [erlng a monitoring and accounting infras-
tructure based on the mechanisms provided by the Sun JVM. Utilising this infrastructure
it was described how to enforce global resource limits in scope of a home environment by
the proposed decentralised quota management protocol. Especially for the management of
consumable quotas, this protocol is a promising approach.

Finally, the management of non-consumable resources was outlined. The proposed so-
lution makes use of the two-level architectural hierarchy composed by service and home
environment. The protocol picks up relevant parameters for an e [cieht and location-aware
service placement. Furthermore, mechanisms to reliably assign resources to projects but
also to restrict their usage were proposed. Both issues are not addressed by current open
system placement approaches.
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8 Conclusion

This thesis aimed at answering the four questions posed in the introduction chapter regard-
ing aspects of novel global-scale infrastructures for long-running services:

e How do new service models look like?
e What is a suitable architecture for these systems?

¢ How to manage the resources for long-running services?

How to dynamically deploy and redeploy services?

The last question, how new service models for long-running services should look like
was expatiated at first by proposing decentralised adaptive services as a flexible and de-
centralised alternative to traditional object-oriented client/server services. The initial start-
ing point is represented by the Aspectix middleware that at its core provides an extended
CORBA ORB, supporting the fragmented object model. Based on this support two service
models were proposed, named replicated decentralised adaptive services and peer-to-peer
based decentralised adaptive services. The usefulness and applicability of both service mod-
els was verified by the implementation of two basic services for distributed development
namely a decentralised version control system and a multiuser chat application. Further-
more, the EDAS architecture builds a use case for decentralised adaptive services.

EDAS provides a distributed execution and management environment for CORBA based
services and especially for decentralised adaptive services. This is supported by two main
components: the home environment managing the resources provided by nodes of a do-
main and the service environment providing an distributed execution scope for services
spanning multiple domains. Summarising, EDAS builds the answer, found in scope of this
thesis, regarding the question what is a suitable architecture for a distributed infrastructure
for long-running services.

The basic EDAS architecture was extended by the support for decentralised dynamic load-
ing of platform-specific code and the support for resource management. The latter can be
subdivided in three di Cerknt parts: resource monitoring and accounting; usage restriction
via quota management for consumable quotas and finally support for resource assignment
of non-consumable resources including resource-aware service distribution. The first ex-
tension is the answer to the question how services in the context of dynamic global-scale
environments can be deployed. The second extension gives an answer to the question how
the issue of resource management can be solved in such systems.
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8.1 Main Contributions

Active replication of object-oriented services has previously been addressed by various re-
search projects. Unlike these approaches, replicated decentralised adaptive services utilise
the fragmented object model for the implementation. This has two main advantages. First
of all, it allows transparent integration of replication at client side and, based on the profile
manager support provided by the Aspectix middleware, it requires no changes to the ORB
implementation. Second, and even more important, by using the fragmented object model
and semantic annotation at the interface level, custom code generation is enabled. This
o Lerk a very flexible way for client-side programming and enables the implementation of
complex fault-tolerant services like demonstrated by the implementation of a decentralised
version control system.

As replicated decentralised adaptive services should be able to migrate at runtime and
thereby completely change their set of hosting nodes, special emphasis was put on the pro-
vision of an extended support for migration. Time-bound object references o [Lerla concept
to reliably bind services despite migration and provide support to keep track of distribu-
tion changes without requiring a central location service or concepts like request forwarding
proxies. As migration of replicas usually requires a state transfer that delays message de-
livery and therefore extends request response time especially if the service state is rather
large, extended support for state transfer is needed. In scope of this thesis, a stream-based
state transfer interface and parallel download algorithms were developed. This enables the
transfer arbitrarily large application states from all members of a replication group to a
joining node.

Peer-to-peer based decentralised adaptive services o [erlin contrary to other related ap-
proaches a very lightweight and lean integration of peer-to-peer techniques into the CORBA
middleware and CORBA-based application. The contribution is here the mapping of a JXTA
service to a CORBA interface and the transparent integration into the middleware by using
the profile manager concept o [erkd by the Aspectix middleware.

EDAS resembles the architecture of a grid infrastructure in the context of a object-oriented
middleware. Both expose the concepts of domains that provide resources and projects that
utilise resources of multiple domains. Furthermore, the EDAS infrastructure is based on
decentralised adaptive services and therefore o Lerk flexibility and fault-tolerance as there
are no central, non-replicated components.

On top of this basic infrastructure the support for decentralised dynamic loading of
platform-specific code is provided. In contrary to other related approaches almost all steps
for the provision and the integration of code were decentralised. This was mainly achieved
by the extension of JXTA-provided mechanisms for service description.

Finally, EDAS was extended by resource management facilities to manage and restrict re-
source usage in the scope of home and service environment. The presented work provides
two main contributions: first, the decentralised quota management protocol that, based on
di [udion and extended mechanisms, is scalable and fault-tolerant; second, an application
placement protocol utilising the architecture of EDAS and the introduction resource bun-
dles. The latter reduces the problem complexity and search e [ark to find a suitable location
for a service or a groups of service components.
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8.2 Limitations and Future Work

All questions posed at the beginning of this thesis have been processed. However, the
answers are given from a middleware-centric perspective and have to be considered as one
way to answer them.

Whereas the decentralised adaptive service models and large parts of the EDAS infras-
tructure are fully implemented and validated by applications, this is not the case for the
placement protocol. Here, further research is necessary (e.g., to evaluate the scalability
properties of the protocol).

Parts of this work like the decentralised dynamic loading infrastructure or the di [udive
quota management protocol are fairly independent of decentralised adaptive services and
EDAS. Therefore it would be worthwhile to evaluate these concepts and techniques in the
context of di Lerent environments, like the Globus Toolkit for the quota management pro-
tocol or the dynamic loading of OSGi bundles in case of the dynamic loading infrastructure.

The proposed decentralised adaptive service model and EDAS o [Lerlonly weak security
mechanisms. The only exception builds the binding process for time-bound references. In
general it is assumed that the utilisation of standard mechanism like access control using
certificates or code signing will solve most of the security issues. Despite these facts an
exhaustive analysis and the integration of these mechanism has to validate this.
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Kurzfassung

In den letzen Jahren wurden zahlreiche Forschungsinitiativen gestartet um mit dem expo-
nentiellen Wachstum an Rechenkapazitat, Anzahl der verfuigbaren Systeme und vor allem
Information zu Recht zu kommen. Hauptziele dieser Unternehmungen sind die verbesserte
Verwaltbarkeit und Nutzung der zur Verfuigung stehenden Ressourcen.

Ziel dieser Arbeit ist die Nutzung verteilter Ressourcen zur skalierbaren und dauer-
haften Bereitstellung von langlaufenden Diensten. Um dies zu erreichen stellt die Arbeit
Entwicklungs- und Infrastrukturunterstutzung fir replizierte dezentrale adaptive Dienste
und Peer-to-Peer basierte dezentrale adaptive Dienste bereit. Beide Dienstmodelle vermei-
den zentrale Komponenten und unterstitzen die dynamische Verteilung von objektorien-
tierten Diensten gemal dienstinterner und dienstexterner Anforderungen.

Replizierte dezentrale adaptive Dienste werden durch ein Framework unterstutzt, wel-
ches die flexible Entwicklung von fehlertoleranten Diensten unter Verwendung von aktiver
Replikation ermoéglicht. Im Gegensatz zu existierenden Ansatzen wurde das fragmentierte
Objektmodell verwendet. Dieses ermdglicht eine einfachere Unterstitzung von fehlertolera-
ten Diensten im Kontext von Standardmiddleware, wie am Beispiel von CORBA gezeigt wird.
Weiterhin erhélt das entwickelte Framework weitgehend die Flexibilitat fragmentierter Ob-
jekte durch die Einfuhrung von semantischen Annotationen auf Ebene der Dienstschnittstel-
le fur eine maRRgeschneiderte Codegenerierung. Dies ermdglicht die Entwicklung von kom-
plexen fehlertoleranten Diensten wie am Beispiel eines verteilten Versionskontrollsystems
validiert wurde. Um die dynamische Verteilbarkeit von replizierten dezentralen adaptiven
Diensten zu unterstutzen wurde ein spezielles Objektreferenzkonzept entwickelt, welches
einen sicheren Bindeprozess trotz Ortswechsel des Dienstes gewéhrleistet und Techniken
bereitgestellt, die einen schnellen Transfer von grof3en Dienstzustidnden ermdglichen.

Peer-to-Peer basierte dezentrale adaptive Dienste ermoglichen die Nutzung verteilter Res-
sourcen unter Verwendung von Peer-to-Peer Mechanismen. Dies wurde durch die Integration
der Peer-to-Peer Middleware JXTA in CORBA unter Verwendung des fragmentierten Objekt-
models erreicht. CORBA Anwendungen haben nun die Mdéglichkeit Objekte zu binden, die
intern Peer-to-Peer basiert interagieren und damit das Potential haben besser zu skalieren
und fehlertoleranter zu sein als traditionelle Klient/Server Objekte.

Die beiden vorgestellten Dienstmodelle bilden die Basis fur die entwickelte Infrastruktur
Environment for Decentralised Adaptive Services (EDAS), welche es ermdéglicht Dienste zu be-
treiben und zu verwalten, die Uber mehrere administrative Doméanen verteilt sein kdnnen.
Die Verteilung von Diensten und das Binden von dezentralen adaptiven Diensten im Allge-
meinen erfordert die Instanziierung von einer objektspezifischen Implementierung deren
Code nicht am Zielort vorliegen muss. Als Konsequenz bietet EDAS Systemunterstutzung
zum dynamischen Laden von plattformspezifischem Code an. Im Gegensatz zu verwandten
Arbeiten werden heterogene Systeme betrachtet und es sind alle Schritte des dynamischen
Ladens, wie Suche, Auswahl und Transfer des Codes dezentral gelost. Weiterhin bietet EDAS
Konzepte zur verteilen Ressourcenverwaltung. Es wurde ein Protokoll zur dezentralen und
fehlertoleranten Einhaltung globaler Ressourceschranken und ein Protokoll zur ressource-
gewahren Verteilung von dezentralen adaptiven Diensten entwickelt.
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Einleitung

In den vergangenen Jahren wurden zahlreiche Forschungsinitiativen gestartet, die sich mit
dem exponentiellen Wachstum der Anzahl von Rechensystemen, Rechenleistung und vor
allem auch Information beschéftigten. Verwaltbarkeit und die bessere Ausnutzung von Res-
sourcen bilden die Hauptziele dieser Unternehmungen.

Verwaltbarkeit hat verschiedene Auspragungen, zielt aber in der Regel darauf ab von
der Komplexitat der verwalteten Systeme zu abstrahieren, so dass Nutzer sich darauf kon-
zentrieren kdénnen, was sie erreichen wollen und nicht wie dies geschehen soll. Aktuelle
Forschungsprojekte von grof3en Hard- und Software-Herstellern wie Sun Microsystems, HP
und Microsoft beschaftigen sich deshalb mit der Frage wie einzelne Systeme, aber auch
ganze Serverlandschaften sich autonom administrieren kdnnen. Dieses Ziel beinhaltet sehr
komplexe Problemstellungen wie die Erkennung von Fehlern und ihre automatische Behe-
bung, sowie eine automatische Ressourcenverwaltung und Optimierung von Systemen zur
Laufzeit.

Neben der Verwaltbarkeit spielt die Verbesserung der Ressourcennutzung eine sehr wich-
tige Rolle, da mit existierenden Mitteln unter Umstanden komplexere Aufgaben gelost wer-
den kdnnen ohne dass zusatzliche MaRnahmen notwendig sind. Ein sehr gutes Beispiel
hierfur bildet die Wiederentdeckung des Peer-to-Peer Computing. Ausgangspunkt dieser
Entwicklung bildete 1999 Napster, ein Programm zum verteilten Austausch von Musikdatei-
en. Bis heute bildet Peer-to-Peer Computing eines der aktivsten Themen im Forschungsbe-
reich verteilte Systeme. Neben dem Tausch von geschitzter Musik, welches oft als zentrale
Triebfeder gesehen wird, ermoglicht es Benutzern ungenutzte Ressourcen einem Projekt
oder einer Gemeinschaft zur Verfligung zu stellen. Ein prominentes Beispiel bildet hier SE-
T1 [SWB™97], das die Suche nach auRRerirdischem Leben zum Ziel hat, aber auch andere Pro-
jekte wie zum Beispiel ePost, einem Peer-to-Peer basierten E-Mail System [MPHDOG6], belegen
die Anwendbarkeit von Peer-to-Peer Mechanismen. Die Grundidee von Peer-to-Peer Compu-
ting im Gegensatz zum herkdmmlichen Klient/Server Ansatz ist, dass nun alle Teilnehmer
gleichermalien Information anbieten und abrufen kénnen. Die Nachteile eines solchen Vor-
gehens sind die Konsequenzen einer Ublicherweise hohen Fluktuation von Teilnehmern, da
durch fortlaufende Anderung der teilnehmenden Rechner sich auch das Ressourcenangebot
verandert. Aktuelle Systeme adressieren diese Problematik durch massive Replikation von
Daten und die konsequente Dezentralisierung aller Aufgaben. Die Dynamik der Systemteil-
nehmer ist aber nur ein Teilproblem. Viel zentraler ist die Frage wie Peer-to-Peer basierte
Systeme gesichert werden kdnnen, da in der Regel jeder Teilnehmer potentiell die Mdglich-
keit hat das System anzugreifen [Dou02, |ISCRDO4]. Aktuell wird erforscht wie man diese und
verwandte Probleme beheben kann, dennoch ist festzustellen, dass schon jetzt Peer-to-Peer
Applikationen, vor allem fur die Verteilung von Dateien, weit verbreitet sind.
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Ein weiterer Trend in verteilten Systemen bildet Grid Computing, welches darauf abzielt
aus einer beliebigen Anzahl von Rechnern und Speichersystemen einen groRen Verbund zu
bilden. Zielsetzung sind hier die verbesserte Ressourcennutzung durch einen einheitlichen
Zugri Cauf alle Systeme, sowie die automatische Abwicklung von rechen- und datenintensi-
ven Applikationen. Erweiterte Unterstitzung flr Ressourceverwaltung ist hierbei essentiell,
da es sonst nicht méglich ist e [zieht und automatisch komplexe Applikation mit zahlrei-
chen Teilaufgaben auf ein Grid zu verteilten. Grid Infrastrukturen werden haufig innerhalb
eines Unternehmens genutzt, es gibt aber auch Beispiele von weltweiten Grids die zahlrei-
che Firmen und Institutionen verbinden. Im Gegensatz zu Peer-to-Peer Computing, welches
bisher in der Regel die langfristige Bereitstellung einer Anwendung zum Ziel hat sind In-
frastrukturen fur Grid-Computing wie das Globus Toolkit [Fos05] oder Condor [TTLOZ2] dar-
auf ausgerichtet Unterstutzung fur die dynamische Verteilung und Ausfiihrung von grofRen
Anwendungen, die sich aus vielen kleineren und mittleren, zeitbefristeten Teilaufgaben zu-
sammensetzen, zu bieten. Um dies zu erreichen ist es jedoch ndétig eine Vielzahl von ver-
schiedenen Diensten aufzusetzen und zu warten. Ein Weg um diesen Aufwand zu reduzie-
ren wirde die Einfihrung von Peer-to-Peer Mechanismen bieten, da hier der Fokus auf der
Dezentralisierung von Aufgaben Uber alle teilnehmenden Systeme liegt, was den admini-
strativen Aufwand reduziert und das Gesamtsystem fehlertoleranter macht.

Analog zu den Entwicklungen im Grid-Computing, die auf die Ausfiihrung von daten-
und rechenintensiven Aufgaben ausgerichtet sind gibt es einen Trend grid-dhnliche Infra-
strukturen zu entwickeln, welche den Betrieb beliebiger Applikationen ermdglichen. Eine
der grundsatzlichen Unterschiede zwischen den jetzigen Grid Computing Infrastrukturen
und diesen aktuell entwickelten Plattformen ist die Laufzeit von Applikationen. Traditio-
nelle Grid-Applikationen besitzen auf Grund ihrer Zielsetzung eine begrenzte Laufzeit. Dies
ist in der Regel nicht gegeben fur beliebige Applikation. Hier kann die Laufzeit wesentlich
langer, wenn nicht sogar unbeschrankt sein. Dies erfordert jedoch eine andere Art von Res-
sourcenverwaltung als bisher von Grid Computing Infrastrukturen bereitgestellt wird.

Als einer der ersten Vertreter einer solchen allgemeineren Infrastruktur kann Planet-
Lab [PACRO3|] gesehen werden, welches die Zielsetzung hat eine global verteilte Testum-
gebung zur Entwicklung von verteilten Applikationen bereit zu stellen. Eine weitere sol-
che Plattform bildet Xenoserver [HHalPO3]. Beide Systeme zielen auf die Verteilung von
beliebigen Applikationen Uber eine beliebige Anzahl von weltweit verteilten Rechnern ab.
Sowohl Xenoserver als auch PlanetLab unterstitzen dies, indem sie Applikationen ganze
Betriebssysteminstanzen bereitstellen, wie dies zum Beispiel durch Xen [BDFE'03|] ermog-
licht wird. Dies bildet die Grundlage fur die transparente Verteilung und Ausfihrung von
beliebigen existierenden Applikationen. Solche Plattformen sind jedoch &hnlich wie Peer-
to-Peer Systeme mit einer gewissen Fluktuation der Teilnehmersysteme konfrontiert (z.B.
durch Rechnerausfalle) und zuséatzlich ist der Ressourcenbedarf der betrieben Anwendun-
gen auf Grund von Benutzerzugri [ed schwankend. Dies erfordert die Umverteilung von
langlaufenden Applikationen je nach Ressourcenangebot sowie Intensitat der Benutzerzu-
gri CeJAufgrund dieser Umstande wird es in der Regel erforderlich sein, dass Applikationen
ihrer Verteilung und etwaigen Ortswechseln gewahr sind. Die direkte Konsequenz ist, dass
existierende Anwendungen zumindest fir Verteilung angepasst werden mussen. Es kann al-
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so davon ausgegangen werden, dass es nicht ausreicht neue Infrastrukturen zu entwickeln,
sondern auch Dienste bzw. sogar Dienstmodelle, welche die Mechanismen ausnutzen und
von ihnen profitieren kdnnen

Obwohl es bereits erste Infrastrukturen fur den Betrieb von beliebigen verteilten Appli-
kationen gibt, die zum Teil auch wie im Fall von PlanetLab schon im Betrieb sind, hat die
Entwicklung solcher Systeme erst begonnen. Existierende Systeme beantworten die folgen-
den Fragen bestenfalls teilweise:

¢ Wie sieht eine geeignete Architektur fur solche Systeme aus?
e Wie sind Ressourcen fur langlaufende Dienste bereitzustellen und zu verwalten?

e Wie kann man Anwendungen ausbringen und unter welchen Umstanden erfolgt eine
Umverteilung?

¢ Werden neue Dienstmodelle und Applikationsansatze benoétigt? Wie sehen sie aus?

Ziele der Arbeit

Ziel dieser Arbeit ist es alle im vorangegangenen Abschnitt aufgeworfenen Fragen zu bear-
beiten und zumindest teilweise zu beantworten. Im Gegensatz zu PlanetLab und Xenoserver
soll im Rahmen dieser Arbeit keine Plattform fur beliebige existierende Anwendungen ge-
scha e werden, da der Autor die Meinung vertritt, dass es zwingend erforderlich ist, dass
Anwendungen ihrer Verteilung und etwaigen Umverteilungen gewahr sind. Folglich sollten
Ausfihrungsplattform und Anwendungen aufeinander abgestimmt sein.

Um dies zu erreichen und die Entwicklung entsprechender verteilungsgewahrer Dienste
zu erleichtern muissen Dienstmodelle und Entwicklungsunterstiitzung angeboten werden.
Jedoch ist es nicht nur nétig, dass Dienste Uber ihre Verteilung Bescheid wissen, sondern es
muss ihnen auch moglich sein diese aktiv zu beeinflussen. Im Rahmen der Arbeit wird die
dynamische Verteilung von Diensten als Form der Adaption gesehen um veranderte Anfor-
derungen des Dienstes und der Ausfihrungsumgebung zu adressieren. Anforderungsande-
rungen des Dienstes sind in der Regel verursacht durch wechselnde Dienstnutzung, kdnnen
aber auch andere Ursachen haben, wie zum Beispiel die Rekonfiguration des Dienstes. An-
forderungsanderungen der Ausfihrungsumgebung begriinden sich normalerweise in wech-
selnder Verfugbarkeit von Ressourcen. So kann es zum Beispiel sein, dass Wartungsarbeiten
an einem System vorgenommen werden mussen und es deshalb fir eine gewisse Zeit nicht
zur Verfugung steht. Es kann davon ausgegangen werden, dass sowohl Dienstanforderun-
gen als auch Anforderungen der Ausfuhrungsumgebung sich fortlaufende &ndern, unter
Umstanden sogar periodisch. Zusammenfassend werden Dienste im Rahmen dieser Arbeit
als adaptive Dienste bezeichnet, wenn sie ihrer Verteilung gewahr sind und diese entspre-
chend interner und externer Anforderungen dynamisch anpassen kénnen.

Ausfalle von einzelnen Rechnern sind in grof3en verteilten Systemen an der Tagesord-
nung und mussen von langlaufenden Diensten toleriert werden kénnen. In der Regel wird
dies erreicht durch Replikation. Je nach verwendetem Ansatz kénnen Rechnerausfélle den-
noch den Verlust von Daten oder den kurzzeitigen Ausfall des Dienstes bedeuten. In der
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Langzeitperspektive bleibt der Dienst jedoch verfiugbar. Im Rahmen der Arbeit wird davon
ausgegangen, dass alle Dienste eine gewisse Anzahl von Knotenausfallen tolerieren kon-
nen. Diese Anforderung wird durch den Begri [Cdés dezentralen Dienstes erfasst. Ein solcher
Dienst ist Uber mehrere Rechner verteilt und verwendet Replikation um einzelne Rechner-
ausfalle tolerieren zu kdnnen.

Nimmt man die beiden vorgestellten Anforderungen zusammen ist es das Ziel dieser Ar-
beit Dienstmodelle und Konzepte zur Entwicklung und zum Betrieb von dezentralen adapti-
ven Diensten bereitzustellen. Diese Dienste sind in der Lage eine Reihe von Rechnerausfallen
zu tolerieren und kénnen ihre Verteilung gemalf eigener als auch externer Erfordernisse an-
passen. Dieses Ziel erfordert Techniken zur Replikationsunterstitzung sowie Mechanismen
zur dynamischen Verteilung.

Gleiches gilt fur eine Infrastruktur, die den Betrieb von dezentralen adaptiven Diensten
unterstutzt. Sie sollte ebenfalls dezentral und adaptiv sein. In der Basis kann dies erreicht
werden indem man die Infrastruktur auf dezentralen adaptiven Diensten aufbaut. Jedoch
ist die Bereitstellung zusatzlicher Mechanismen notig. Eine essentielle Anforderung fur die
verteilte Ausfuhrung von Diensten bildet die dynamische Bereitstellung von Programmcode
am Ausfuhrungsort, da man nicht davon ausgehen kann, dass jeglicher Code an allen Orten
des verteilten Systems vorgefunden werden kann. Mindestens ebenso wichtig ist das Res-
sourcenmanagement in einem solchen System. Es erfordert die dynamische Bestimmung
der Ressourcennutzung von Diensten, die Bereitstellung von Mechanismen zur Ressourcen-
zuteilung, sowie die Begrenzung ihrer Nutzung. Zusammengenommen bildet das Ressour-
cenmanagement die Basis flr eine ressourcengewahre Verteilung von Diensten.

Wissenschaftlicher Beitrag

Als Implementierungsbasis fur dezentrale adaptive Dienste wurde das objekt-orientierte
Entwicklungsparadigma gewahlt, da es die Strukturierung und Entwicklung von beliebi-
gen Applikationen ermdglicht und im speziellen fur die Entwicklung von verteilten An-
wendungen geeignet ist. Standard Middleware, welche das objekt-orientierte Entwicklungs-
paradigma unterstitzen wie Common Object Request Broker Architecture (CORBA) [Obj04],
.NET [MWNOZ2], Java Remote Method Invocation (Java RMI) [Wal98|] und die ICE Plattform [Hen04]
werden héaufig fur die Entwicklung komplexer verteilter Systeme genutzt. Alle diese Platt-
formen sind auf die Entwicklung von Klient/Server Applikationen zugeschnitten, verfiigen
jedoch Uber verschiedene Mechanismen zur Modifikation der Interaktion zwischen Klient
und Server. Weitergehende Unterstutzung, wie Mechanismen zur Selbst-Optimierung oder
Mechanismen fur Skalierbarkeit, Fehlertoleranz oder Dienstqualitat werden nicht angebo-
ten. Um diese Anforderungen, die speziell in dynamischen Systemen auftreten zu adres-
sieren, unterstutzt das Aspectix Projekt die Entwicklung und den Betrieb von fragmentier-
ten Objekten [Sha86, MGNS94]. Dies wurde fir die CORBA Plattform durch einen flexible
konfigurierbaren Referenzmanager erreicht, der von dem Aspectix Object Request Broker
(ORB) [RHKS03, [HKRS05] zur Verfiigung gestellt wird. Ahnliche Unterstiitzung ist fir die
Java RMI Middleware durch die Entwicklung der FORMI-Bibliothek [KKSHO5, [KDH* 06| ver-
fugbar. Fragmentierte Objekte bieten weitreichende Unterstiitzung fir echt verteilte Ob-
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jekte. Dies geht deutlich Uber Anpassungen der Aufrufbehandlungen in einem Klient/Ser-
ver System [BMVO3, |ObjO1] hinaus und uUbersteigt auch die Fahigkeiten von Smart Pro-
xies [KKOO, ISMS02] indem es einzelnen Objektanteilen maglich ist gleichberechtigt mitein-
ander zu interagieren. Im Rahmen dieser Arbeit wurde der Aspectix ORB und die zugehdrige
Unterstutzung fur fragmentierte Objekte gewahlt um dezentrale adaptive Dienste und ei-
ne Plattform fur ihren Betrieb anzubieten. Jedoch kénnen die erlangten Ergebnisse auch
mit Hilfe von FORMI auf Java RMI Ubertragen werden und sind ebenfalls auf die .NET In-
frastruktur Ubertragbar. Das fragmentierte Objektmodel, so wie es von dem Aspectix ORB
unterstutzt wird bietet die Moglichkeit beliebige verteilte Objekte zu implementieren, da es
die interne Verteilungsstruktur eines Objektes nicht festlegt. Ziel dieser Arbeit ist es basie-
rend auf dieser rudimentéren Unterstitzung Mechanismen fir die Entwicklung von dezen-
tralen adaptiven Diensten bereitzustellen. Dezentrale adaptive Dienste kénnen so nahtlos
in Standard Middleware Infrastrukturen einpassen werden. Dies ermoglicht es ein traditio-
nell entwickeltes Klient/Server Objekt durch einen dezentralen adaptiven Dienst, einfach
durch Zuweisung einer Referenz, auszutauschen.

Entwicklungsunterstitzung fur dezentrale adaptive Dienste

Zwei Arten von dezentralen adaptiven Diensten wurden im Rahmen dieser Arbeit ent-
wickelt: Replizierte dezentrale adaptive Dienste und Peer-to-Peer basierte dezentrale ad-
aptive Dienste. Diese Unterscheidung ermdglicht es den verschiedenen Anforderungen von
Diensten bezuglich Fehlertoleranz und Skalierbarkeit gerecht zu werden.

Replizierte dezentrale adaptive Dienste

Replizierte dezentrale adaptive Dienste basieren im Kern auf dem Konzept der aktiven Re-
plikation [Mul93]] und bieten somit einen hohen Grad an Fehlertoleranz. Aktive Replikation
geht davon aus, dass Objekte oder Dienste deterministisch Gber eine Menge von Rechnern
repliziert werden kénnen unter Verwendung eines Gruppenkommunikationssystems, wel-
che die total geordnete Zustellung von Nachrichten ermdglicht. Im Gegensatz zu bisherigen
Arbeiten [Maf95, MMSN98| [Fel98| [GNSY00, MMVBO0O, IFHO2, RBC* 03] bietet das entwickelte
Framework fur replizierte dezentrale adaptive Dienste erweiterte Mechanismen fur Dienst-
mobilitdt an um den Anforderungen einer global verteilten Ausfihrungsumgebung gerecht
zu werden. Zusatzlich wird ein flexibles Programmiermodel, basierend auf semantischen
Annotationen der Dienstschnittstelle angeboten welches, erweiterte Moglichkeiten zur Kli-
ent/Server Interaktion bietet.

Zwei grundsatzliche Probleme der Mobilitat von Diensten sind ihre Lokalisierung und die
Gewahrleistung eines zuverlassigen Zugri [S1rotz wiederholtem Ortswechsel. In der Regel
sind diese Probleme durch einen allgemein bekannten und immer verfugbaren Ortsdienst
oder die Weiterleitung von Anfragen bzw. einer Kombination aus beiden Ansatzen geldst.
Im Rahmen der vorliegenden Arbeit wurde mit der Entwicklung von zeitgebundenen Ob-
jektreferenzen ein neuer Ansatz entwickelt. Hierbei erhalten Referenzen eine Lebenszeit
innerhalb derer garantiert ist, dass der referenzierte Dienst gebunden werden kann trotz
der Migration einzelner Servicebestandteile. Weiterhin wurde das Konzept durch ein siche-
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res Bindeverfahren erganzt, so dass Dienste sicher gebunden werden, auch wenn frihere
Ausfiihrungsorte des Dienstes versuchen dies aktiv zu verhindern.

Existierende Replikationsinfrastrukturen behandeln im Wesentlichen nur die Kompensa-
tion von Rechnerausféllen durch die Instantiierung neuer Replikate. Grundsatzlich erfor-
dert dies den Transfer des Zustandes von einem der existierenden Replikate zu dem neu
beitretenden Knoten. Bisher wurde dies nur ndtig wenn ein oder mehrere Replikate ausge-
fallen waren und sie deshalb ersetzt werden mussen. Fur replizierte dezentrale adaptive
Dienste ist dies jedoch nicht mehr ausschliel3lich der Fall, da es ihnen méglich ist ihre Ver-
teilung dynamisch zu veréndern. Es wird erwartet, dass dies weit haufiger der Fall ist als
zur Kompensation von Ausfallen. Folglich behandelt diese Arbeit erweitere Mechanismen
zur Erleichterung und Beschleunigung des Zustandstransfers. Die meisten existierenden
Systeme [CMOQ] unterstiitzen einen blockierenden Ansatz bei dem alle Anfragen an einen
replizierten Dienst so lange verzégert werden bis der Zustand komplett zu einem neuen
Knoten Ubertragen ist. Weiterhin transferieren alle dem Autor bekannten Systeme den Zu-
stand von genau einem Replikat zu dem neu beitretenden Knoten. Beide Vorgehensweisen
liegen in der Annahme begriindet, dass erstens die Integration eines neuen Knotens in einen
Replikationsverbund ein seltener Fall ist und zweitens der auszutauschende Zustand rela-
tiv klein ist. Beide Annahmen sind nicht haltbar fir replizierte dezentrale adaptive Dienste.
Der Zustand eines Dienstes kann sehr grof3 sein wie das im Rahmen dieser Arbeit an Hand
eines dezentralen verteilten Versionskontrollsystems gezeigt wird. Zusatzlich wird dynami-
sche Verteilung als MaRnahme zur Adaption betrachtet, was den Zustandstransfer zu einer
haufigen Aufgabe macht. Als Konsequenz wurden Techniken zum nicht-blockierenden und
parallelen Zustandstransfer entwickelt und evaluiert. Der erste Ansatz verbessert die Ver-
fugbarkeit eines Dienstes wahrend der zweite Ansatz den Zustandstransfer beschleunigt
und damit die Integration von neuen Replikaten. Die Konsequenz ist eine verbesserte Feh-
lertoleranz, da Ausfélle schneller kompensiert werden kénnen.

Wie bereits zu Beginn des Abschnitts angemerkt ermoglicht die Integration des fragmen-
tierten Objektmodels in eine Standard-Middleware die Entwicklung von Objekten, die eine
beliebige interne Verteilung besitzen kdnnen. Wenn man nun nur die Unterstitzung des
fragmentierten Objektmodels genutzt hatte um replizierte dezentrale adaptive Dienste be-
reitzustellen wéare dies ein sehr inflexibler Ansatz gewesen, der die Vorteile von fragmen-
tierten Objekten negiert. Im Kern entspricht dies dem Ansatz der meisten Replikations-
infrastukturen, welche lediglich die Erzeugung von erweiterten Stubs and Skeletons zur
replizierten Ausfihrung von Anfragen unterstitzen. Dies ist jedoch unzureichend um den
Anforderungen von komplexen verteilten Diensten gerecht zu werden wie sich bei der Ent-
wicklung eines dezentralen, verteilten Versionskontrollsystems bestatigt hat. Kern der Pro-
blematik bildet die Anforderung, dass trotz der verwendeten aktiven Replikation ein Bedarf
nach einer flexiblen internen Kommunikation besteht. Als Konsequenz ist die Mdglichkeit
der semantischen Annotation der Dienstschnittstelle und ein entsprechender Codegenera-
tionsprozess entwickelt worden. Dies ermdglicht Entwicklern, unter anderem, eigenen Code
in den klientseitigen Stub des Dienstes einzubringen.

Zusammenfassend kann festgestellt werden, dass replizierte dezentrale adaptive Dienste,
basierend auf aktiver Replikation, der erweiterten Unterstitzung fur Mobilitdt und dem be-
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reitgestellten flexiblen Programmiermodell die Méglichkeit bieten komplexe fehlertolerante
Dienste fur dynamische Umgebungen zu entwickeln.

Peer-to-Peer basierte dezentrale Dienste

Wéhrend aktive Replikation die konkurrierende Modifikation von Daten durch mehrere Be-
nutzer eines fehlertolerant Dienstes gut unterstitzt ist dieser Ansatz nicht optimal geeig-
net um grofRe Datenmengen, fur sehr viel lesende Zugri [e,Ibereitzustellen. Anwendungen
mit diesem Zugri [sprofil wie zum Beispiel Dateitausch oder jegliche Art von Namens- und
Ortsdiensten werden mittlerweile haufig mit Hilfe von Peer-to-Peer Protokolle implemen-
tiert, weil sie existierende Ressourcen nutzen und in der Regel skalierbar sind. Als Kon-
sequenz dieses Bedarfs wurde das Konzept der Peer-to-Peer basierten dezentralen Dienste
entwickelt. Hierbei handelt es sich um die Integration der Peer-to-Peer Middleware JXTA
unter Verwendung des fragmenierten Objetmodells. Hier ist der Beitrag nicht mit der Ent-
wicklung einer neuen Infrastruktur gegeben sondern einerseits in der Ergdnzung der CORBA
Plattform durch Peer-to-Peer Mechanismen andererseits aber auch die Ergdnzung der JXTA
Middleware durch Konzepte einer Middleware die entfernte Methodenaufrufe unterstutzt
und damit ein deutlich héheres Abstraktionsniveau anbietet. Die von JXTA zur Verfligung
gestellten Mechanismen ermoglichen die replizierte Bereitstellung von Diensten die unter
einer gemeinsamen logischen Adresse verfigbar sind und damit auf dieser Ebene Dezen-
tralisierung und Fehlertoleranz bieten. Auch Unterstitzung fur Adaption wird durch JXTA
geboten da es Diensten die Mdglichkeit bietet den Ort zu wechseln und Anfragen entspre-
chend an den neuen Aufenthaltsort weiterleitet. Die vorgestellte Integration von JXTA mit-
tels des fragmentierten Objektmodels bildet einen leichtgewichtigen Ansatz, der nicht auf
CORBA beschrankt ist sondern auf alle anderen Middleware Systeme, die fragmentierte Ob-
jekte unterstitzen, Ubertragen werden kann.

Infrastrukturunterstitzung fur dezentrale adaptive Dienste

Nimmt man die beiden vorgestellten Dienstmodelle zusammen ist es nun mdglich Dienste
zu entwickeln, die einer Vielzahl Anforderungen gerecht werden und in dynamischen Um-
gebungen erfolgreich betrieben werden kénnen. Dies zeigt auch die entwickelte Infrastruk-
tur Environment for Decentralised and Adaptive Services (EDAS), welche die Ausfihrung
und Verteilung von dezentralen adaptiven Diensten Uber mehrere administrative Doméanen
hinweg unterstutzt. Kernkomponenten der Ausfilhrungsumgebung bildet das Home Envi-
ronment, welches die Ressourcen aller Rechner einer Doméane verwaltet und das Service
Environment, welches als verteilte Ausfuhrungsumgebung fir die Dienste eines Projektes
oder Gruppierung dient und sich tiber mehrere Doménen erstrecken kann.

Wenn man dezentrale adaptive Dienste und fragmentierte Objekte nutzt erfordert der
Bindevorgang in der Regel das dynamische Laden von objektspezifischem Code. Dies ist no-
tig, da man einerseits nicht jeglichen existierenden Code auf allen Rechnern innerhalb eines
grol3en verteilen Systems installieren kann, andererseits aber auch die Ausfihrungsorte ei-
ner Applikation nicht im Vorfeld kennt. Dieses Problem verstarkt sich im Kontext von EDAS,
da hier einzelne Rechner oder sogar Gruppen von Rechnern dem Gesamtsystem dynamisch
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beitreten kdnnen. Um dennoch die dynamische Instanziierung und Verteilung von dezentra-
len adaptiven Diensten zu gewéhrleisten bietet EDAS eine auf JXTA basierende Infrastruktur
zum dynamischen Laden von Code, wobei wesentliche Schritte wie die Suche und das Laden
von Code verteilt realisiert sind. Dies ist, neben der Verbesserung des Selektionsprozesses,
einer der geeigneten Implementierung der wichtigsten Unterschiede zu bisherigen Arbeiten
des Autors [KHO3]. Im Gegensatz zu verwandten Arbeiten [PKFO5, ISMO5, [PC0O3] ist das ent-
wickelte System nicht auf das Laden von Code einer bestimmten Implementierungssprache
beschrankt und verfolgt einen dezentralen Ansatz.

Wie zu Beginn der Arbeit motiviert ist die Verwaltung von Ressourcen ein wichtiger Be-
standteil von Infrastrukturen zur Ausfuhrung von verteilten Diensten. Dies ist im speziel-
len der Fall fur EDAS und den Betrieb dezentraler adaptiver Dienste. Es wurde betrachtet
wie Ressourceninformationen innerhalb einer virtuellen Maschine fur Java erfasst und be-
schrankt werden konnen. Ausserdem wurde eine Infrastruktur entwickelt, die dies unter
Verwendung von existierenden Mechanismen der Sun Java Virtual Machine (Sun JVM) 1.5
fur alle laufenden virtuellen Maschinen eines Rechners unterstutzt.

Basierend auf der vorgestellten Infrastruktur zur Beobachtung und Protokollierung der
Nutzung von Ressourcen wurde ein verteiltes Quotamanagement Protokoll entwickelt, wel-
che die globale Begrenzung der Nutzung einer Ressource ermdglicht. Im Gegensatz zu bis-
herigen Anséatzen (z.B. durch Leases) ist das vorgestellte Protokoll skalierbar, fehlertolerant
und reagiert adaptiv auf Anforderungsanderungen.

Neben der Ermittlung von Ressourcennutzung und ihrer Beschrankung ist die Unterstit-
zung zur dynamischen Verteilung von Diensten wichtig. Aus diesem Grunde wurden aktu-
elle Ansatze aus den Gebieten Grid Computing, geschlossene Infrastrukturen wie Server-
farmen, sowie o [ede Systeme wie zum Beispiele Ansitze im Kontext von PlanetLab und
XenoServer betrachtet. Basierend auf den Erkenntnissen und den Anforderungen von EDAS
wurde ein eigenes Protokoll zur Platzierung von Diensten, basierend auf zugewiesenen Kon-
tingenten fester GroRRe entwickelt. Im Gegensatz zu verwandten Arbeiten im Bereich von
o [eden Systemen [SHO3,IOAPAO5] ermdglicht diese eine schwache Form von Ressourcenga-
rantien und integriert eine Beschrankung der Ressourcennutzung.

Gliederung

Kapitel |2| gibt einen kompakten Uberblick der fiir die Arbeiten wichtigen Mechanismen der
Aspectix Middleware. Hier sind vor allem die flexible Behandlung von Referenzen und die
Unterstiutzung des fragmentierten Objektmodels zu nennen.

Kapitel |3| behandelt replizierte dezentrale adaptive Dienste eines der beiden in dieser
Arbeit vorgestellten Dienstmodelle. Zu Beginn widmet sich das Kapitel der Betrachtung ver-
wandter Ansatze und stellt dann das entwickelte Framework zur fehlertoleranten Replika-
tion von Diensten basierend auf dem fragmentierten Objektmodell vor. Letzteres bildet die
Basis fur die Vorstellung weiterer entwickelter Mechanismen zur Unterstutzung der Migrati-
on von Diensten wie zum Beispiel zeit-gebundene Referenzen und Techniken zum schnellen
Zustandstransfer. Fir die e [ziehte Implementierung von replizierten dezentralen adapti-
ven Diensten unterstitzt das Framework deterministisches Multithreading und bietet basie-
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rend auf Annotation an der Schnittstelle des Dienstes ein flexibles Programmiermodell an.
Um die Erzeugung und den Betrieb von replizierten dezentralen Diensten zu ermdglichen
wurde des Weiteren eine Basisinfrastruktur entwickelt, welche im Folgenden erortert wird.
Das Kapitel schliel3t mit einer Performanceevaluierung und der Vorstellung eines Demon-
strators, einem dezentralen Versionsverwaltungssystems ab.

Kapitel 4] beginnt mit einer kurzen Einfuhrung in die JXTA Middleware. Im Anschluss
wird beschrieben wie JXTA-Dienste unter Verwendung des fragmentierten Objektmodells in
die Aspectix Middleware integriert werden kdnnen. Dies ermdglicht die Bereitstellung des
zweiten vorgeschlagenen Dienstmodells: Peer-to-Peer basierte dezentrale adaptive Dienste.
Den Abschluss des Kapitels bildet wiederum die Vorstellung eines Demonstrators, eines
Mehrbenutzer-Chat Dienstes.

Kapitel (5| behandelt die Architektur von EDAS und den genauen Aufbau durch die Ver-
wendung der beiden vorgeschlagenen Dienstmodelle. EDAS ermdglicht die Verteilung von
Diensten Uber mehrere administrative Domanen hinweg.

Kapitel [6] beschaftigt sich mit dem dynamischen Laden von Code fur verteilte Applikatio-
nen in einem heterogenen Umfeld im Allgemeinen und fur dezentrale adaptive Dienste im
Speziellen. Ausgangspunkt bildet die Fragestellung wie Programmcode beschrieben werden
muss damit man ihn schnell, e [zieht und skalierbar in einem verteilten System suchen, aus-
wahlen und landen kann. Der anfanglich generelle Vorschlag fur eine Infrastruktur mindet
dann in eine konkrete Implementierung basierend auf JXTA.

Kapitel [7|beschreibt wie Ressourcen von EDAS verwaltet werden damit dezentrale adapti-
ve Dienste ressourcengewahr verteilt werden kdnnen. Zu Beginn des Kapitels wird beschrie-
ben welche Ressourcen betrachtetet werden kénnen und auf welchen Ebenen sie verwaltet
werden mussen. Im Folgenden wird dann eine Infrastruktur zur Erfassung der Ressourcen-
nutzung auf einem Rechner vorgestellt. Dies bildet die Basis flr verteiltes Ressourcenma-
nagement. Zuerst wird ein Protokoll zur Einhaltung globaler Ressourcenlimits vorgestellt.
Danach ein Ansatz beschrieben wie Dienste ressourcegewahr verteilt werden kénnen.

Kapitel 8| resimiert die vorgestellten Kernbeitrage dieser Arbeit und befasst sich mit den
Limitierungen der préasentierten Ansatze sowohl auf Konzeptioneller- als auch auf Imple-
mentierungsebene. Abschliellend werden mdgliche Erweiterungen diskutiert.
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Zusammenfassung

Das Ziel dieser Dissertation war es die in der Einleitung aufgeworfenen Fragen zu beant-
worten:

¢ Werden neue Dienstmodelle und Applikationsansatze benoétigt? Wie sehen sie aus?
o Wie sieht eine geeignete Architektur flr solche Systeme aus?
e Wie sind Ressourcen fur langlaufende Dienste bereitzustellen und zu verwalten?

e Wie kann man Anwendungen ausbringen und unter welchen Umstanden erfolgt eine
Umverteilung?

Die letzte der vier Fragen, ob neue Dienstmodelle und Applikationsansatze benétigt wer-
den und wie sie aussehen kénnten, wurde zuerst behandelt. Das Ergebnis sind dezentrale
adaptive Dienste als eine flexible und verteilte Alternative zu traditionellen objektorien-
tierten Klient/Server Diensten. Den Ausgangspunkt der Arbeit bildeten der Aspecitx ORB
und seine Unterstutzung fur das fragmentierte Objektmodel. Basierend auf dieser Grund-
lage wurden die beiden Dienstmodelle replizierte dezentrale adaptive Dienste und Peer-to-
Peer basierte dezentrale adaptive Dienste entwickelt. Die Verwendbarkeit der beiden An-
satze wurde am Beispiel zweier Dienste eines verteilten Versionskontrollsystems und einer
Mehrbenutzer-Chat Anwendung gezeigt.

Die EDAS Infrastruktur unterstitzt die verteilte Ausfuhrung und das Management von
CORBA Diensten im Allgemeinen und im Speziellen von dezentralen adaptiven Diensten.
Dies wird erreicht durch die beiden vorgeschlagenen Komponenten Home Environment und
Service Environment. Die Aufgabe des Home Environments ist es alle Ressourcen einer ad-
ministrativen Doméne zusammenzufassen und zu verwalten. Ziel des Service Environment
ist es von verschiedenen Home Environments angebotene Ressourcen zu vereinigen um
eine verteilte Ausfilhrung von Diensten Uber mehrere administrative Domé&nen hinweg zu
ermdglichen. EDAS bildet somit die Antwort auf die Frage wie die Architektur flr ein System
zur Ausfuhrung von langlaufenden, verteilten Diensten aussehen kann.

Die sich daraus ergebende Basisarchitektur wurde im weiteren Verlauf der Arbeit um das
dynamische Laden von plattformspezifischem Code und Mechanismen zur verteilten Res-
sourcenverwaltung erganzt. Letzteres kann in drei wichtige Teilaufgaben gegliedert werden:
Beobachtung von Ressourcenverbrauch und dessen Begrenzung auf Rechnerebene; verteilte
Begrenzung von Ressourcenverbrauch und die Unterstitzung fur verteiltes Ressourcenma-
nagement einschliel3lich einer ressourcengewahren dynamischen Verteilung von Diensten.
Die erste Erweiterung beantwortet die Frage wie man Anwendungscode in einem solchen
Umfeld bereitstellen kann. Die zweite Erweiterung behandelt die Frage nach dem Ressour-
cenmanagement fur langlaufende Dienste.
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Kernpunkte des wissenschaftlichen Beitrags

Aktive Replikation und ihre Verwendung zur fehlertoleranten Implementierung von objek-
torientierten Diensten ist bereits in verschiedenen Projekten Gegenstand der Forschung
gewesen. Im Gegensatz zu diesen Arbeiten basiert das entwickelte Framework fur replizier-
te dezentrale adaptive Dienste auf dem Konzept der fragmentierten Objekte im Kontext
der Standardmiddleware CORBA. Dies ermoglicht eine fur die Anwendung transparente Be-
reitstellung von fehlertoleranten Diensten und ist zudem portabler als existierende trans-
parente Ansatze. Weiterhin bietet das Framework im Vergleich zu existierenden Systemen
die Moglichkeit mittels semantischer Annotationen der Objektschnittstelle, eine optimier-
te Behandlung von Dienstanfragen, sowie die Integration von dienstspezifischem Code auf
Aufruferseite. Dies ermdglicht die Entwicklung von komplexen fehlertoleranten Diensten
wie am Beispiel eines verteilten Versionsverwaltungssystems gezeigt.

Um es replizierten dezentralen adaptiven Diensten zu ermoéglichen ihre Verteilung dyna-
misch zu verandern wurden neue Techniken zur Migrationsunterstiitzung entwickelt. Das
vorgestellte Konzept der zeit-gebundenen Objektreferenzen gewdahrleistet das sicherer Bin-
den von replizierten dezentralen adaptiven Diensten unabhéngig von einem global verfig-
baren Ortsdienst oder dem Weiterleiten von Aufrufen durch entsprechende Stellvertreter.
Vorraussetzung fur die Migration eines existierenden Replikats oder auch die Bereitstel-
lung eines neuen Replikats ist ein Transfer des Dientszustandes. Diese Operation kann wie
im Rahmen der Evaluierungen gezeigt wurde bei groRen Zustdanden unndtig lange dauern
und reduziert damit die Verfugbarkeit des Dienstes sowie in gewissem Male seine Fehler-
toleranz. Es wurde deshalb eine Schnittstelle zum datenstrombasierten Zustandstransfer
vorgeschlagen und Algorithmen zum parallelen Transfer entwickelt. Beide MalRnahmen be-
schleunigen den Zustandstransfer speziell bei groRen Applikationszustéanden.

Peer-to-Peer basierte dezentrale adaptive Dienste bieten im Gegensatz zu verwandten Ar-
beiten eine einfache und aus Sicht der Anwendung transparenten Integration peer-to-peer
Mechanismen in CORBA und CORBA-basierte Anwendungen. Der Beitrag liegt hier in der
Abbildung von JXTA Diensten auf eine CORBA Schnittstelle unter Verwendung des fragmen-
tierten Objektmodels und der Bereitstellung eines eigens entwickelten Profilemanagers.

Die EDAS Architektur Gbernimmt konzeptionelle Ideen einer Grid Infrastruktur, bietet
sie jedoch im Rahmen einer objektorientierten Middleware an und ist auf die Ausfiihrung
von langlaufenden Diensten ausgerichtet. EDAS basiert auf dezentralen adaptiven Diensten,
was auf Grund ihrer Eigenschaften dem System eine gewisse Flexibilitdt und Fehlertoleranz
verleiht.

Basierend auf der EDAS Basisinfrastruktur wurden erganzend Dienste zum dezentralen
und dynamischen Laden von plattformspezifischem Code bereitgestellt. Im Vergleich zu
verwandten Systemen sind alle wichtigen Teilschritte des Ladevorgangs dezentralisiert wor-
den und es werden explizit heterogene Systeme betrachtet und bertcksichtigt. Die erstellte
Implementierung erganzt und verbessert existierende Mechanismen der JXTA Plattform.

Abschlie3end wurde die EDAS Infrastruktur um Mechanismen zum Ressourcenmanage-
ment erweitert. Hier sind zwei wichtige Beitrage zu nennen: Es wurde ein dezentrales Pro-
tokoll zur Einhaltung globaler Ressourcenlimits entwickelt. Dieses nutzt Ideen aus dem Be-
reich der dezentralen Lastverteilung und ist skalierbar und fehlertolerant. Weiterhin wurde
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ein Protokoll zur ressourcegewahren Verteilung von Diensten entworfen. Es fuhrt Ressour-
cegebinde verschiedener Grosse ein, die den unterschiedlichen Ressourcenanforderungen
von typischen Diensten gerecht werden und nutzt die vorgeschlagenen Konzepte Home
und Service Envrionement um eine e [ziehte Ortssuche zu ermoglichen. Beide MaRhahmen
zusammengenommen bildet das vorgeschlagene Protokoll eine Alternative zu existierenden
Anséatzen, da es Ressourcenkontrolle und Platzierung e [zieht miteinander kombiniert.

Limitationen der Arbeit und Ausblick

Obwohl alle der am Anfang der Arbeit aufgeworfenen Fragen bearbeitet und beantwortet
wurden bleibt anzumerken, dass die Fragen aus einem objekt-orientierten Middleware Kon-
text beantwortet wurden und das es zu jeder dieser Fragen viele verschiedene Antworten
gibt.

Die beiden Dienstmodelle fur dezentrale adaptive Dienste wurden implementiert und
evaluiert. Auch die EDAS Infrastruktur ist in weiten Teilen verflgbar, dies gilt auch fur
die Unterstltzung der Ressourcenkontrolle und dem dynamischen Laden von Code. Was
an dieser Stelle noch aussteht ist eine Implementierung und Evaluierung des Protokolls zur
dynamischen Verteilung von Diensten. Hier ist weiterer Forschungsbedarf gegeben.

Verschiedene Beitrage dieser Arbeit, wie zum Beispiel die Unterstiitzung zum dynami-
schen Laden von Code oder das Protokoll zum Management von globalen Quotas, sind un-
abhéangig von dezentralen adaptiven Diensten und der EDAS Plattform. Folglich wére ihre
Evaluierung auch in anderen Systemkontexten sinnvoll, wie zum Beispiel der Einsatz des
Quotamanagements im Rahmen des Globus Grid Computing Toolkits oder das dynamische
Laden von Code als Dienst von OSGi.

EDAS und die entwickelten dezentralen adaptiven Dienstmodelle bieten bisher nur ru-
dimentare Sicherheitsmechanismen an. Einzige Ausnahme bildet die Unterstitzung zum
sicheren Binden von replizierten dezentralen Diensten. Aus Sicht des Autors kdnnen je-
doch viele der Sicherheitsproblematiken durch existierende Techniken wie zum Beispiel
Verschlisselung, die Nutzung von Zertifikaten oder das Signieren von Code geldst werden.
Dennoch miussen entsprechende Bedrohungsszenarien erarbeitet werden und eine Validie-
rung erfolgen, um dies zu verifizieren.
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