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Abstract
Operating systems which implement a dynamic pri-

ority mechanism are very common. Nevertheless, it is
very di�cult to develop an accurate analytical model
to evaluate their performance, mainly due to the dif-
ferent forms of dependency between the various con-
stituent parts. In this paper, we introduce a black box
modeling approach which allows us to identify and de-
compose the di�erent functions of the operating sys-
tem into elementary subsystems from which submod-
els are developed. Interactions between submodels are
taken into account while developing the system model.
We then apply this modeling technique to the study of
operating systems with dynamic priorities. In particu-
lar, we investigate the performance of the BS2000 c7

operating system, which implements a dynamic prior-
ity mechanism, by means of a Stochastic Reward Net
(SRN) model. The results are then compared against
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an approximate model in which a static priority mech-
anism is assumed. Real system measurements are also
carried out in order to validate the analytical results.

1 Introduction
Systematic performance evaluation methods (be-

sides straightforward measurement) of computer and
operating systems have acquired more importance be-
cause of increasing system complexity. While many
results and models are available for computer systems,
it is very di�cult to �nd models for whole operating
systems because of the di�erent forms of dependency
between its various constituent parts. An operating
system is a complex system that consists of di�erent
layers (kernel layer, library layer, ...) interacting with
each other. Nevertheless, some main functionalities
can be identi�ed in such a way as to decompose the
system into elementary subsystems, for which mod-
els can be developed separately. A higher level model
can then be used to combine together the subsystem
models. The hierarchical approach, named the black

box modeling approach in [9], can facilitate the devel-
opment of a performance model of a general purpose
operating system in a cost e�ective manner.

The functionalities of a general purpose operating
system can be grouped in the following elementary
blocks: I/O, USER, SYSTEM and KERNEL. The I/O
block models the Input/Output activities of the sys-
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tem like disk access. The USER block provides the
mechanism for the execution of the user's processes.
When a user application is started, an interrupt occurs
and the interrupt number is determined in the KER-
NEL block, which decodes it and activates the appro-
priate interrupt handling routine. This interrupt han-
dling routine is then executed in the SYSTEM block.
For each elementary block an analytic submodel is de-
�ned, whose degree of accuracy depends on the pur-
pose of the analysis. Di�erent modeling techniques
can also be used, in order to properly capture the be-
havior of the system. Generally speaking, it is not
possible to say which of the various blocks are the
most relevant, as their importance varies according to
the goal of the analysis. In the following, we concen-
trate on the modeling of one priority mechanism im-
plemented inside the USER block. The priority mech-
anism is of crucial importance because it guarantees
that high priority jobs have shorter response times
than lower priority jobs. Possible priority strategies
are:

dynamic priorities : In this mechanism priorities
can move up and down. This prevents a job from
starvation if its priority is only a bit lower than
the priority of all other jobs in the system. If the
job is not in service its priority increases and at
a certain point its priority is so high that it gets
the CPU ([2, 11, 12, 16]).

static priorities : In this mechanism priorities al-
ways remain the same. Very often a mixture be-
tween preemptive and nonpreemptive static ser-
vice strategies can be found [7, 8, 10, 11, 12, 13,
16].

Several authors have developed analytic approxima-
tions for priority strategies. In [1] a method is in-
troduced to analyze systems with a pure preemptive
or nonpreemptive service strategy. In this case it is
assumed that priorities are constant. In [2] analyt-
ical solution techniques for di�erent dynamic prior-
ity systems are introduced, assuming that priorities
only increase but never decrease. In this paper we
concentrate on increasing-decreasing dynamic priori-
ties as this type of priority assignment is commonly
used in real systems. Thus the previous static pri-
ority based results can not be applied due to the as-
sumption that in our case priorities can be increased
and decreased. The problem with dynamic priority
systems is that it is nearly impossible to give an ex-
act mathematical equation because the priority in-
crease/decrease depends on the dynamic behavior of
the job. Because of this dependence, modeling dy-

namic priority systems is di�cult and it is therefore
necessary to make additional assumptions like a linear
priority increase/decrease for the sake of tractability.
An example of an operating system that uses dynamic
priority strategy, and on which we focus our attention,
is BS2000. Its priority mechanism assumes that, as
soon as a job is in the CPU, its priority is decreased
by a hyperbolic function of time and if the job is wait-
ing in the queue, its priority is increased linearly with
waiting time.

Following the Black Box modeling approach, we
develop a performance model of BS2000 by the use
of stochastic reward nets (SRN's), [4], which allow a
compact speci�cation and automatic solution of Petri
net model with rewards associated with the di�erent
reachable markings. In particular we give a detailed
model for the priority mechanism of the USER context
(USER box) in which we assume that the increase and
decrease of priorities follows a linear function. For the
other contexts (black boxes) simpler models are given
because we are mainly interested in the way the pri-
ority mechanism is related to system performance.

With this SRN model, we analyze di�erent system
aspects. At �rst we analyze the dynamic movement
of jobs between di�erent priority classes. Then, as we
wish to properly dimension di�erent parts of the sys-
tem, an analysis of the time a job spends in di�erent
contexts is carried out. We also compute the mean re-
sponse time as a function of the number of CPU's in
the system to determine the number of CPU's needed
in order to satisfy the response time criterion. Our nu-
merical results are also compared to real system mea-
surements and a good match is found. Finally we com-
pare static and dynamic priority systems to determine
if the additional overhead of dynamic priorities pro-
vides a concomitant bene�t in terms of performance
and conclude, that a mixed priority strategy (static,
dynamic) is well suited. For very short jobs (transac-
tional load) it is better to have static priorities while
for very long jobs (scienti�c applications) a dynamic
priority strategy is better suited.

The paper is organized as follows. In Section 2 the
black box representation of a general purpose operat-
ing system is introduced. In Section 3 we focus on the
dynamic priority system of BS2000. BS2000 and its
dynamic priority mechanism is introduced in Section
3. The SRN model is discussed in Section 3.2 and nu-
merical results from the SRN model are then used to
predict the system behavior and some results are also
compared to real system measurements in Section 4.
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2 Black Box Model of a General Pur-

pose Operating System

In this section we introduce a black box model for
a general purpose operating system. In the macro-

kernel approach all system routines are performed in
the kernel and as soon as a system routine is started
the system stays in the kernel until the routine is �n-
ished. In this sense the CPU is blocked by the kernel
context and no other job can work even if the per-
formed job can also be performed by lower level hard-
ware (DMA, ...). It is therefore desirable to do only the
basic work in the kernel context and all other work be
performed by lower level hardware. Then the system
kernel is blocked much less time and the system can
do more useful work. This approach, where the kernel
context performs only the basic work of a system call,
is called micro-kernel approach [7]. In this approach,
the kernel determines only the interrupt number and
initiates the corresponding routine in the system con-
text. After that the kernel context is left. Consider,
for example, the case of a page fault in the system. In
the case of a micro-kernel system, the system traps to
the system kernel, performs the corresponding routine
to load the new page and goes back to the interrupted
program. But it is not necessary for the CPU to stay
all the time in the kernel context because as soon as
the location of the page is found and the new page is
loaded into the main memory, the CPU can do some
other useful work. While older operating systems use
the macro-kernel approach, newer operating systems
use the micro-kernel approach. In the following we
assume a micro kernel general purpose operating sys-
tem. As mentioned above, the di�erence compared
with a macro kernel system is, that only basic inter-
rupt handling and error recovery is done in the kernel
while the rest is done outside the kernel. The interac-
tions between the di�erent boxes constituting a micro
kernel system are shown in Fig. 1. In this represen-
tation a job stays only as long as really necessary in
the kernel box. Furthermore the modeler can choose
which boxes are inside the CPU and which are out-
side the CPU. It is also possible that some parts of
a box are inside the CPU and some parts of a box
are outside the CPU. If we consider for example the
I/O box then we can model the disk system as not
needing the CPU and the unit that sets up the I/O
as a state within the CPU (but both sets of states are
parts of the I/O box). By specifying the internal be-
havior of the black boxes and the priority mechanism,
it is possible to model a general purpose micro-kernel
operating system (monoprocessor and multiprocessor
case).

kernel box

- interrupt handling

IO boxp_sys

- set up IO

- memory access

- disk access
- error recovery

user box

system box

perform system

calls

arriving jobs finished jobs

p_io

p_end

p_user

Figure 1: Black box model for a micro-kernel oper-
ating system

3 Operating Systems with Dynamic

Priorities
Having developed the black box representation of

operating systems, we illustrate how to apply this rep-
resentation to a real operating system with dynamic
priorities. As an example of an operating system with
dynamic priorities we consider BS2000 [14]. BS2000
is a general purpose operating system which runs on
the Siemens 7.500 system family. This operating sys-
tem can be installed on a wide range of computers
ranging from a PC to mainframes. In comparison to
UNIX [7], BS2000 supports three di�erent processing
modes to meet the application requirements. These
three processing modes are

� transaction processing

� dialog processing

� batch processing

The transaction processing mode is gaining more im-
portance as many commercial software products are
based on distributed database access. In this case, mu-
tual exclusion, that is provided by the transaction pro-
cessing mode, is needed. Consider for example ight
reservation databases of airlines. These databases are
distributed all over the world and it must be granted
that an already taken reservation can not be over-
booked by another person. In order to support this
mechanism, BS2000 o�ers the so called transaction
processing mode. To model this operating system, we
�rst introduce the task scheduler PRIOR to show how
the priority mechanism works. For more information
on the system see [9, 14, 15].

3.1 The Task Scheduler, PRIOR
The user has the possibility to give each application

an external priority. This external priority is then
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used by PRIOR to compute the internal priorities for
activation and initiation. This computation is done in
several steps:

� Split the tasks into categories where each category
consists of tasks with the same load characteris-
tic. BS2000 o�ers 12 di�erent categories. Four
of these categories are prede�ned by the system.
For each category the system administrator can
use three parameters to inuence the selection of
a category.

� Computation of the priorities. The user can as-
sign to each of his applications an external prior-
ity EPRI, ranging from 0 to 255. This external
priority is used to compute the internal priority
IPRI:

IPRI =

8>>>>>>><
>>>>>>>:

1 + (256�EPRI) � SUM+WI
2�SUM

if EPRI > 127

256� EPRI
if EPRI � 127

WI = weight of category i
SUM = sum of all category weights

The internal priority is used to compute the work-
ing priority VPRI which again is used for activa-
tion and initiation.

V PRI =

(
IPRI�ET
CPU�CF

if EPRI > 127

IPRI if EPRI � 127

ET = Elapsed time since last activation
CF = Convergence factor
CPU = CPU time since last activation

This can now be transformed as follows:

V PRI = IPRI � ET
CPU�CF

= IPRI
CF

� CPU+WT
CPU

= const �
�
1 + WT

CPU

�

=) VPRI(WT;CPU) = const �

�
1 +

WT

CPU

�

Here WT is the accumulated waiting time of a
job and CPU is the CPU time that a job has
already consumed since its last activation. When
a job is running, the accumulated waiting time
WT remains constant and V PRI is a hyperbolic

function of CPU time. On the other hand, when
the task is waiting, the accumulated CPU time
remains constant and V PRI is a linear function
of WT.

A graphical representation of the priority behav-
ior is shown in Fig. 2. When the job is waiting
(WT ) its priority is increased and as soon as it
is working (CPU) its priority is decreased. The
longer the job stays in the system, the atter the
curve becomes.

WT

Time

VPRI

CPU

Figure 2: Possible behavior of the priority of a job

As can be seen, the priority schema of BS2000 is very
complex because of the increasing and decreasing pri-
ority mechanism. It is nearly impossible to analyti-
cally model this schema in all its detail but in the next
section we will show how to model the BS2000 system
when we make some assumptions and restrictions to
the priority schema.

3.2 Modeling BS2000 with SRN
In this section a model for BS2000 with a state

space based approach is given. Because of the sys-
tem complexity, it is impossible to construct the state
space by hand. Therefore we use SPNP (= Stochastic
Petri Net Package) [5] to model BS2000 with stochas-
tic reward nets. SPNP facilitates the system descrip-
tion, constructs the state space and solves the under-
lying system of equations. With SPNP steady state
as well as transient system analysis is possible. The
basic model of BS2000 job can be seen in Fig. 1. It
is very easy to determine the di�erent boxes of our
black box representation and there is a 1:1 mapping
from our black box representation to the BS2000 job
model.

3.2.1 System Assumptions

� Jobs start and �nish in the kernel context. In the
case of BS2000 this context is called SIH (System
Interrupt Handling) context.
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� The system is open with arrival rate �arrival. To
prevent the state space from becoming in�nite we
assume a maximum number K of jobs in the sys-
tem. In our case the maximum number of jobs in
the system is 10.

� Context switches within the CPU are assumed to
take place in zero time, although it is easy to relax
this assumption.

� Jobs waiting for service increase their priority.
Since it is not easy to model the real increase-
decrease of priorities, given in Fig. 2, we approxi-
mate the hyperbolas by linear functions as shown
in Fig. 3.

time

priority class

∆ δ ∆ ∆ δ δ δ ∆ ∆

Figure 3: Linear approximation of the priority
mechanism

� As soon as a job gets the CPU it works until it is
preempted or it �nishes.

� We assume only one user job class.

� Within the contexts we assume the priority order
SIH > SYS > USER.

� All jobs are assumed to be of preemptive type.
That means that as soon as a job with higher
priority arrives, the job in the CPU is preempted
if its priority is lower.

� Only jobs waiting in the USER context increase
and decrease their priority (dynamic priorities).

� The fact that during day time only 5 percent of
the arriving jobs are batch-jobs [15], we assume
that we do not have batch jobs in the system dur-
ing day time. During night time this assumption
is not possible because most of the jobs are then
batch jobs. It is of course possible to introduce
another job class for batch jobs in our model but
this would increase the computation time consid-
erably. Our model is based on day time data.

3.2.2 Stochastic Reward Net Model

The black box model of BS2000 (see Fig. 1) can di-
rectly be mapped to the SRN model given in Fig. 4
(a SRN is an extension of a SPN). Some of the fea-
tures provided by the SRN notation such as guards

and variable cardinality arcs are used for a more com-
pact description of the model [4]. A guard is a marking
dependent function that can be associated with a tran-
sition. This function is evaluated if the transition sat-
is�es all the input and inhibitor conditions in a given
marking M. The transition is considered enabled only
if the guard function is TRUE. A variable multiplicity

arc de�nes a functional dependency of the multiplicity
of an input, output or inhibitor arc on the marking. It
means that the number of tokens needed in an input
place for a transition to �re or the number of tokens
deposited in an output place when a transition �res
may depend upon the current marking. We indicate a
variable multiplicity arc with a zigzag symbol on the
arc.

In this model (see Fig. 4) the arrival of jobs at
the system is represented by the transition tarrival.
To limit the number of states in the state space, a
maximum number K of jobs in the system must be
given. If this number is reached, no other jobs can
enter the system. A guard function can thus be asso-
ciated to the transition tarrival which returns TRUE
only if the total number of jobs in the SIH, SYS, I/O
and USER contexts is less or equal to K. Fig. 5 shows
the guard function associated with transition tarrival,
assuming only two priority classes. We use the nota-
tion #(P ) to indicate the number of tokens in place
P . Note that the USER context is expanded in Fig.
6. A token in place CPU indicates that the CPU is
available. All the contexts need the CPU to be acti-
vated. This is modeled through the immediate tran-
sitions t CPU sih, t CPU sys, t disk, T1; : : : ; Tn. As
soon as a new job enters the system, it is processed in-
side the SIH context. Transition t SIH ser represents
the processing time.

When the SIH context is left, a token is put back in
the CPU place to indicate that the CPU is now free.
At this point the job can:

� move to the I/O, where it is served FCFS. When
the I/O is done the CPU is informed by an in-
terrupt. Therefore the token is given back to the
SIH queue to wait for further service. I/O is work-
ing independently of the rest of the system which
means that CPU and I/O can work in parallel.

� move to the SYS context, where a system call is
performed. At this point the token is moved to
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CPU

IO

SYS

SIH

SIH context

decision

DISK

TS

USERser

USER context

P0

S1

t-arrival

t-disk t-disk-ser

t-CPU-sih

SIH-ser

t-SIH-ser

t-pre

t-CPU-sys

SYS-ser

t-SYS-ser t-SYS

t-end

t-CPU-USER

t-USER

SYS context

Figure 4: Petri net model for BS2000

enabling_type ftarrival()

{

int tot;

tot=#(SIH)+#(SIHser)+#(SYS)+#(SYSser)+

#(DISK)+#(P1)+#(P2)+#(PL)+#(PP1)+#(PP2);

return(tot==K ? 0:1);

}

Figure 5: Guard function associated to transition
t arrival

the SIH queue and has to wait until a token is in
the CPU place. As soon as there is a token in
the CPU place this token is taken away and a job
is served in the SIH context. If during this ser-
vice time a job arrives in the SIH context, the job
currently served in the SYS context is preempted
because it is assumed that jobs in the SIH con-
text have higher priority than jobs in the SYS
context. The token that indicates the preempted
job is moved to the SYS queue and a token is

put back to the CPU place to indicate that the
SIH job can have the CPU now. If no preemp-
tion occurs, the job (token) that was just served
is moved back in the SIH queue and also the to-
ken that represents the CPU is moved back to the
CPU place.

� move to the USER context. This context is given
here as a black box and shall be described in more
detail in the following section. Up to here we can
assume any kind of micro-kernel general purpose
operating system because nothing has been said
about the characteristics of the USER context.
To model BS2000 we choose a dynamic priority
system with the assumptions made above.

� leave the system because it is done.

The decisions to which context the job switches after
it is served in the SIH context is done in the place
decision. With a certain probability the job can move
to the contexts SYS, I/O or USER respectively. This
probability can be given in the program as a variable.

As we can see in this system representation, we do
not consider the system as one big complex system
but use a hierarchical approach to represent the sys-
tem and it is up to the modeler what level of detail he
wants to use for the di�erent boxes. In our case, apart
from the USER context all other contexts are modeled
in a very simple way. It is of course possible to give
a more detailed description for each box but we are
mostly interested in the dynamic priority structure of
the system. Therefore we give a detailed model for the
USER context but if we are more interested in the I/O
behavior we can for example give a simpler model for
the USER context and a more detailed model for the
I/O context. In this way this hierarchical representa-
tion of the system as a SRN with di�erent black boxes
is very exible because we can decide which box we
want to study in more detail and then model this box
in more detail. It is also possible to consider several
system aspects at the same time in the model (like dy-
namic priority system and I/O behavior). In this case
we have to give detailed models for several boxes but
the state space of the system will probably be very big
so that it is necessary to use hierarchical system solu-
tion techniques [6]. Note that by varying the number
of tokens in the place CPU it is possible to change
the number of CPU available. Therefore it is possible
to model a monoprocessor and a multiprocessor op-
erating system with only some minor changes in the
SPNP program.
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3.2.3 Description of the USER Context

TH2

TP

P1 P2

T1

S1

T2

PP1

TS T5

PP2

S2 S3

T12

S5

T4

S4

P0

T13

PL

CPU

CPU

SIH

CPU

CPU

t-USR

RS1 RS2

TH1

Figure 6: Petri net model for the user context of
BS2000 assuming two priority classes

In Fig. 6 the detailed picture of the Petri net of the
USER context is shown. The �gure makes reference to
the system with two priority levels that will be solved
in the next section. The description provided in the
following assume an n priority classes systems. We
did not provide a �gure for the general case, since its
clarity and e�ectiveness should be questionable. We
believe that the following description provides a clear
enough idea of the procedure to follow in the general
case.

The USER context can be entered from place de-

cision through the �ring of the immediate transition
tUSER. We assume that jobs in the system belong to
n di�erent priority classes, indicated as priority 1, pri-
ority i, : : :, priority n (with priority 1 > priority i >
priority n). The priority class to which an arriving job
belongs is determined according to a probabilistic dis-
tribution, (random switch), modeled by the immediate
transitions RS1; RS2; : : : ; RSi; : : : ; RSn.

Place Pi models the queue of priority class i (i =
1; : : : ; n). Place PL represents a macro-state in which
all the jobs with priority lower than n are stored.

Transitions Ti (i = 1; : : : ; n) are enabled when there
are not other jobs being served inside the USER con-
text. Thus, these transitions can be enabled only if the
total number of tokens in places PP1; : : : ; PPn is equal
to zero. Assuming only two priority classes, a guard

function as the following can be used: Moreover, as

int fT1T2() {return((PP1)==1 ||

#(PP2)==1 ? 0:1);}

Figure 7: Guard function for transition T i (i =
1::::n)

the USER context has a lower priority than the other
contexts, it can get the CPU only when there are no
jobs to processed by those contexts. For this reason,
transition Ti (i = 1; : : : ; n) is assigned a lower priority
than transitions t CPU sys and t CPU sih.

As soon as the generic transition Ti �res, a token is
removed from place CPU, indicating that the CPU is
going to be used to process a USER context job.

Jobs are sequentially processed according to their
priority. The inhibitor arcs from place Pi to transition
Ti+1 (i = 1; : : : ; n� 1) guarantee that priority class i
jobs are processed always before priority class i + 1
jobs.

A token in place S1 indicates that the CPU is being
used in processing a USER context job whose priority
is identi�ed as i if a token is in place PPi.

Transition TS models the slot of time assigned to
a job. We assume that each processing time slot the
priority of the running job is decreased by 1 while
instead the priority of the jobs waiting to be served is
increased by 1. When the processing time is elapsed,
a token is put in place S2 and two tokens in place S3.

When the number of tokens in place S2 is equal to
a prede�ned value PI, then transition TP is enabled
and the priority of the non processed jobs is increased
by 1. The arcs entering and departing from this tran-
sition are variable multiplicity arcs that remove from a
priority class as many tokens as they �nd, transferring
these tokens to the immediately higher priority class.
By varying the value PI, di�erent priority changing
mechanism can be implemented.

The value obtained decreasing the number of to-
kens in place S3 by one indicate how much the pri-
ority level of the running job has been reduced: in
fact a new token is put in S3 each time transition TS
�res. Transition T4 or T5 are enabled according to
this value, to the priority of the job being served and
on the priority level of the jobs waiting to be served.
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Transition T4 indicates the probability Ppre that a job
preempted by higher priority jobs remains still inside
the USER context. In this case 1� Ppre is the �ring
probability of the immediate transition T12 modeling
that the job exits the USER context. Transition T5
models instead the probability Pcycle that a job cycles
again in the CPU. In this case transition T12 has a
�ring probability equals to 1� Pcycle.

Assuming two priority classes, the following are the
guard functions associated with transitions T4 and T5,
respectively: Transition THi (i = 1; : : : ; n) are en-

int fT4() {

if (#(S3)==0 || #(S1)!=0) return(0);

else {

if (#(P1)>0) return(1);

else {

if (#(P2)==0) return(0);

else {

if (#(pp1)==0) return(1);

else {

if ((#(S3)-1)==2) return(1);

else return(0);

}

}

}

}

}

int fT5() {

if (#(S1)!=0 || #(P1)>0 || #(S3)==0 ||

(#(S3)-1)==N || #(SIH)>0) return(0);

else {

if (#(P2)==0) return(1);

else {

if (#(PP1)==0) return(0);

else {

if (#((S3)-1)==2) return(0);

else return (1);

}

}

}

}

Figure 8: Guard functions associated with the tran-
sitions T4 and T5

abled according to the original priority of the pre-
empted job and on the number of CPU cycles it al-
ready had. These transitions put a token to a priority
queue according to the �nal priority of the processed
job, which is evaluated as the di�erence between its
original priority and the number of tokens in place S3

decreased by 1. Place PL is a macro queue which is
entered by all the preempted jobs whose �nal priority
is theoretically less than n. If only two priority classes
are assumed, the following guard functions can be de-
�ned for the transitions TH1 and TH2: In such a case,

int fTH1(){return(#(S4)==1&&#(PP1)==1 ? 1:0);}

int fTH2(){return((#(PP1)==1 && #(S4)>1) ||

(#(PP2)==1 && #(S4)>0) ? 1:0);}

Figure 9: Guard functions for the transitions TH1
and TH2

place PL is entered by all the priority 1 jobs that were
processed for more than 2 CPU cycles, and by all the
priority 2 jobs requiring at least one CPU cycle.

A token is put in place CPU when transition THi

(i = 1; : : : ; n) or T13 �res to release the CPU. When a
job leaves the USER context (�ring of transition T13)
it immediately enters the SIH context, as modeled by
the arc going from transition T13 to place SIH.

The following �gure illustrates the guard functions,
the transition-priority relationship and the variable
arc functions for the two priority class model described
in Fig. 6. An extension of the presented model to sev-
eral priority classes (= job classes) is straight forward.
For each new job class j we have to add a new place
pj in the Petri net shown in Fig. 6.

4 Results
In this section we present the results obtained solv-

ing the Petri net model of the BS2000 operating sys-
tem. The following table shows the parameters that
are used. We indicated with s io, s sys, s user and
s sih the �ring time (expressed in msec) of the tran-
sitions t disk ser, t sys ser, TS and t SIH ser, respec-
tively. p io, p sys, p user and p end represent the dis-
tribution of probability to leave the place decision.

�arrival = 0:005 pio = 0:05 sio = 20
psys = 0:40 ssys = 1:0
puser = 0:54 suser = 1:0
pend = 0:01 ssih = 0:5

For the meaning of the di�erent transition probabil-
ities see Fig. 1. At �rst transient and steady state
behavior of the system is shown. Then the results for
the dynamic priority system are compared to a BS2000
system with static priorities. It should be noted that
the network is not analyzed for liveness, boundedness,
etc.
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Transition Guard
Tarrival see Fig. 5
T1,T2 see Fig. 7
T4 see Fig. 8
T5 see Fig. 8
TH1 see Fig. 9
TH2 see Fig. 9
TP #(S2) = PI

Transition-Priority Relationship
(t-sys, t-end, t-USER, tDISK) >
t-pre > t-CPU-SIH > t-CPU-SYS >
(T1, T2, T4, T5, TH1, TH2, RS1, RS2, T12, T13) >
(TS, t-arrival, t-SIH-ser, t-SYS-ser, t-DISK-ser)

Arcs Var.Arc
Functions

PP1 ! T13 #(PP1)
PP2 ! T13 ^ PP2 ! TH2 #(PP2)
S3 ! T12 ^ S3 ! T4 #(S3)

^ T4 ! S4
PL ! TP ^ TP ! P2 #(PL)
P2 ! TP ^ TP ! P1 #(PPL)
T2 ! S3 2

Figure 10: Guards, variable arc functions and
transition-priority relationship

4.1 Transient Analysis
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Figure 11: Number of jobs in the queues over the
time for the arrival rate 1.0

At �rst we considered transient analysis to �nd out
how long does it take for the operating system to reach
steady state and how the jobs move between di�erent
priority classes over time. The result is shown in Fig
11. It can be seen that within some seconds the system
reaches steady state. If we compare this time to the
time it takes to boot the system then the transient
behavior of the system can be neglected. Therefore
the steady state assumption for our models is justi�ed.

Furthermore it can be seen that for our chosen values
after a very short time most of the jobs move to the
highest priority queue. This depends of course a lot
on the initial distribution of the jobs over the priority
classes and the system parameters. But in our case
nearly no jobs are waiting in the lowest priority queue.

4.2 Steady State Analysis
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Figure 12: Variation of the number of CPU's

Very interesting are the results for varying the num-
ber of CPU's in the system. One could assume that
the higher the number of CPU's, the lower is the mean
response time. But this is of course not the case as can
be seen in Fig. 12 because the higher the number of
processors the more the system is I/O bound and the
system has to wait for �nishing an I/O. For our chosen
parameter values the mean response time for a low ar-
rival rate is nearly constant if we increase the number
of CPU's. For a high arrival rate, the mean response
time drops down considerably when we add a second
or third CPU but it is not worth to have more than
three processors because the mean response time de-
creases only a little. The results for this plot are also
compared to real system measurements and it can be
seen that our model results are very close to the mea-
sured results. This shows, that only adding CPU's to
the system helps to increase the system performance
values up to a certain point but after that it is use-
less to add more CPU's. To increase the system

performance even more without changing the number
of CPU's we have to know, in which context (USER,
SYS, SIH) a job spends its most computation time. If
we have this information we can use it to optimize this
part of the system. In Fig. 13 and Fig. 14 these values
(which we got from our petri net model) are shown for
the given parameter set. It can be seen that the longer
the service time for a USER job, the more time the job
spends in the USER context. This is because of the
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Figure 13: Percentages, a job spends in the di�er-
ent CPU contexts
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Figure 14: Percentages, a job spends in the CPU or
I/O

type of workload that we have chosen for our system.
As said before, we assume a transaction processing en-
vironment and in this environment jobs spend most of
their time in the USER context. As soon as a trans-
action starts only some kernel commands are needed.
The rest of the transaction is performed outside the
kernel in the USER context. If we want to increase
the performance for a system with a high service time
we have to increase the performance of the USER con-
text because almost 95 percent of its CPU time a job
spends in the USER context. In this case it is useless
to increase the performance of the I/O because as can
be seen in Fig. 14 most of its time a job spends in the
CPU (assuming a long service time). The lower the
service time becomes, the more time a job spends in
the I/O and for very short service times the job stays
about 50 percent of its computation time in the I/O.
In this case it is worth to increase the performance of
the I/O because as we can see in Fig. 14 the CPU is
idle for about 50 percent of the computation time of
a job. The reason for that is that a job is processed
at the CPU very fast but as soon as an I/O has to be

done it takes a long time because the I/O is magni-
tudes slower than the CPU.

4.3 Erlang Distribution

phases arrival rate t � #states
1 2 3.734 1.900 22780
2 2 3.693 1.917 45550
4 2 3.674 1.925 91090
6 2 3.667 1.928 136630
8 2 3.664 1.930 182170

Figure 15: Results for di�erent distributions

Of course, one can claim that the assumption of expo-
nential distribution for transition TS is not very real-
istic. Therefore we analyze the Petri net using a phase
type distribution. In Fig. 15 the results for this exami-
nations are shown. It can be seen that there are nearly
no di�erences in the performance values for through-
put and response time as we increase the number of
phases However the number of states is increased con-
siderably as the number of phases is increased. Similar
results were obtained when analyzing the UNIX oper-
ating system [8].

4.4 Comparison of Di�erent Models

When we look at the complex priority strategy of
BS2000 then the question arises if it is worth to use
this complex priority mechanism for any kind of ap-
plications or if it is better to have a mixture between
static and dynamic priority mechanism and to switch
between them depending on the kind of application
running on the system. In Fig. 16 it can be seen,
that for jobs with long service requirements dynamic
priorities o�er a slightly better system throughput
while for very short jobs the system with static pri-
orities o�ers a much higher throughput. This result
depends of course a lot on the speci�c system parame-
ters but as a conclusion we can say that in the case of
a pure transaction processing environment static pri-
orities are better suited than dynamic priorities. Fur-
ther investigations on di�erent parameter sets showed
that we get areas where static priorities are better
suited and areas where dynamic priorities are better
suited. Therefore we conclude that it is useful to use a
mixed priority strategy (static-dynamic priorities) to
improve the system performance. Depending on the
actual workload of the system, parameters should be
set by the system so that the priority mechanism has a
more static or dynamic character. The static dynamic
priority results were computed with the analysis tool
MOSES [3].
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Figure 16: Throughput for the arrival rate 0.005

4.5 Conclusion

In this paper we have shown how to model dynamic
priority operating systems using stochastic Petri net
techniques. In order to specify the system, we had to
make some system assumptions where the most impor-
tant assumption was the approximation of the priority
schema using linear functions. For the system speci-
�cation we used SPNP. The way to model the sys-
tem was quite straightforward because after the black
box models for micro kernel system were developed,
BS2000 could be mapped to the micro kernel black
box by specifying the internal behavior of each box.
This black box again can be transformed in a Petri
net very easily. In this paper emphasis was put on
the priority schema of BS2000. Therefore we had to
give a more detailed model for the USER box. It is
also possible to concentrate more on another part of
the system, like I/O, by specifying this black box in
more detail. In this sense our model is very exible
and it depends on the modeler on which part of the
system he wants to concentrate on. For the plots we
have chosen only two priority classes but we also gave
a more general Petri net model with n priority classes
and it is up to the modeler to choose the number of
priority classes.
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