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Abstract. Object- and memory management are central components of an
operating system for an object-oriented system. This paper describes the
functionality of the components object store, object cache and object space
and the perspectives resulting from this model for an object- and memory
management. If the operating system itself is designed in an object-oriented
manner, the question is how to manage the operating system objects. The an-
swer is a hierarchical structure, which will be explained with the example ob-
ject-store. The possibility to provide objects with operating system function-
ality within the scope of an application leads to an open operating system ar-
chitecture. The interaction between application system and operating system
may result in reflective and recursive relations between objects.

1 Introduction

File system and memory management are two important elements of traditional op-
erating systems. The concept ofpersistent objects makes a file system in an operat-
ing system for object-oriented applications obsolete — a conventional file can be
substituted by a persistent object with methods likeread, write andseek. The file-
system is replaced by the object management. Objects have to be stored on disk stor-
age like ordinary files, but at execution time, they have to exist in main memory,
too. Thus, object- and memory management are important parts of an operating sys-
tem for an object-oriented system.

Object management and memory management of an object-oriented operating
system are implemented with objects — which themselves have to be managed. A
layered construction of the operating system will be proposed to avoid the cycle in
this argumentation. In addition, such a system offers a simple possibility for adding
enhancements and modifications: it is possible to instantiate objects which imple-
ment the functionality of an object management and which manage application ob-
jects. Furthermore, the propagating of specific object-interfaces in lower operating
system layers may make it possible to influence algorithms and strategies of the op-
erating system. Operating systems, being enhanceable or adaptable for the needs of
specific applications, are calledopen operating systems.

Object- and memory management are arranged into the componentssecondary
storage, main memory management andorganization of virtual address spaces. Sec-
ondary storage is used asobject store while main memory serves as cache for those
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parts, which are actually needed for the execution (object cache). To be able to ex-
ecute an application, the objects have to be mapped into virtual address spaces (ob-
ject spaces).

Object store and object cache may be placed on different nodes in a distributed
system. Moving objects between different object caches is imaginable and may be
a basis for object migration mechanisms.

New administration strategies, protection mechanisms, support for fault toler-
ance etc. may be added to a system by instantiation of new object stores, object
caches or object spaces.

The introduced object- and memory architecture is a model for operating system
components, built according to thePM system architecture. Within the PM project
at the department of computer science (IMMD IV) of the University Erlangen-Nu-
ernberg we develop foundations of object-oriented operating systems and applica-
tions in distributed systems. The PM system architecture deals with the structure of
object-oriented operating systems being adaptable to special needs of applications
and to hardware architectures.

Chapter 2 will give a short introduction into the two main parts of the PM project:
PM object model and PM system architecture. Chapter 3 reviews aspects of memory
management structuring as it can be found in existing traditional and modern oper-
ating systems. The organization of the management of secondary storage, main
memory and virtual address spaces as well as the tasks of these operating system
components, are outlined in chapter 4. How these concepts may be structured ac-
cording to the PM system architecture is demonstrated by an example in chapter 5.
The paper ends with a short note about a prototype implementation, a conclusion
and some remarks about topics to be investigated in the future.

2 The PM Project — An Overview

Within the PM Project we examine object-oriented structuring and programming of
operating systems and applications for distributed systems. The topicsPM object
model — an object-oriented programming model for distributed systems — andPM
system architecture — structuring of open, object-oriented operating systems — ac-
tually form the two focal points of our project [7]. The work is part of the project
B2 “Design and Implementation of an Hardware-Architecture- and Application-
Class-Adaptable Multiprocessor-Operating-System” of the Sonderforschungsbere-
ich 182 “Multiprocessor- and Network-Configurations”.

2.1 PM Object Model

The following topics are actually treated within the framework PM object model:

• Structuring Mechanisms for a programming language, which allow a separated
description of types and classes to elaborate the differences between the de-
scription of object properties and interfaces and the implementation of such ob-
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jects. Furthermore the concept of inheritance is reduced to aggregation by which
improvements in the cases of dynamic object replacement and orthogonal dis-
tribution of objects have been achieved [6].

• Configuration — To achieve a high degree of reusability it is not desirable to
bring into the programming phase of classes information about the kind of rela-
tionships between objects and their distribution in the scope of one application.
The relations between objects and the distribution of the objects should be de-
scribed in a separate step — the configuration of an application. A separate con-
figuration language has been developed to achieve this [5].

• Synchronization — Concurrency within objects is regarded as a fundamental
concept of the PM object model. The works on the topicsynchronization deal
with the problem of how to separate the implementation of the synchronization
and the implementation of the classes — again with the aim to avoid restriction
of reusability wherever possible [9].

2.2 PM System Architecture

The structuring-concepts, offered by an object-oriented programming model, are
very helpful in designing an operating system, but are not sufficient to bring order
into the complexity of such a software system — additional structuring guidelines
are needed.

The PM system architecture describes the construction of an operating- and run-
time support system by the means ofmeta-layers and the interfaces between an ap-
plication system and meta-system.

By the construction with several meta-layers the abstractions of the programming
model are developed step by step. The power of the abstractions is increased from
layer to layer. The PM operating system layers are programmed based on the PM
object model [7]. Each layer can
be regarded as an application
layer in the sense of the object
model, where a subset of the ab-
stractions of the object model
are available, but are partly less
powerful. The underlaying layer
— implementing theses abstrac-
tions — is called meta-layer
(Fig. 2.1). The implemented ab-
stractions are calledmeta-ab-
stractions [17] (see also the
meta-space concepts in Apertos
/ Muse [13], [14], [15], [16]).
From the standpoint of an appli-

Fig. 2.1 Application layers and meta-layers
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cation object, the objects within the meta-layer aremeta-objects. The level of ab-
straction for programming operating-system mechanisms increases, according to
the position of the programming in this meta-stratification. In this way program-
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ming comfort is improved and adaptation, enhancement and maintenance of operat-
ing-system software becomes easier.

Based upon a complete implementation of all abstractions of the PM object mod-
el, it is possible to realize objects which implement improvements of this object
model or which implement a run-time support system for a totally different pro-
gramming model. Such objects form a new meta-layer for a new application layer.
The operating system becomes expandable this way (Fig. 2.2).

A common PM object model for application layer and meta-layer — although
with restrictions within the meta-layer — makes the interfaces inside the meta-layer
available for the objects at the application layer (Fig. 2.2). By this, the possibility

for applying application specific modifications to the meta-system — and thus to the
operating system — can be provided. The operating system becomes anopen Sys-
tem.

Object-oriented structuring, meta-layering and the concept of an open operating
system, where operating-system objects are protected by the means of the invoca-
tion interfaces and not by incompatible interfaces, are the essence ofgeneral pur-
pose operating systems, which will be adaptable both to application demands and to
different hardware architectures.

Two special cases of interaction between application system and meta-system
have to be emphasized:Reflection — an application object communicates with its
meta-object and thus influences its own implementation — andmeta-recursion —
an object uses an abstraction which it implements itself.

3 Memory-Management Architectures

3.1 Traditional Operating Systems and Micro-Kernels

For traditional operating systems, the tasks of memory management can be grouped
into three categories:

X Y

Fig. 2.2 Application-specific meta-layer and open meta-layer-interface
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• Secondary storage (normally realized by file systems and swap spaces)

• Main memory management

• Management of virtual address spaces (often joined tightly with the notion of a
process)

In modern operating systems designed for high portability (e. g. MACH [11] or
Chorus [2]), one has to distinguish within a memory management system between
an architecture-dependent part, which should be as small as possible, and an archi-
tecture-independent part.

Furthermore in micro-kernel architectures there exists a kernel-predefined part of
the memory management system and optionally additional components implement-
ed in application space (e. g.external pagers in MACH [12]). External memory
management modules are much easier exchanged or adapted to special demands of
applications.

A further criterion for classifying memory management architectures is the co-
operation between main memory and secondary storage. A concept, widely distrib-
uted in older operating systems, isswapping: Pages or segments of main memory
are transferred toswap space if main memory runs short. Newer operating systems
consider the main memory ascache for data stored on secondary storage. Generally
all data needed for the execution of an application is placed on secondary storage
and is transferred, as needed, to main memory at execution time. It is shifted back
to its place on secondary storage once the main memory runs short or the execution
terminates (file mapping concept).

3.2 Object-Oriented Operating Systems

Object-oriented systems allow further simplifications. Applications consist of a set
of cooperating objects. Some of these objects should outlive the execution of the ap-
plication — they are calledpersistent objects. Persistent objects make the notion of
a file obsolete. A traditional file is a normal persistent object with methods like
read, write or seek. The part of the file system within the operating system is sub-
stituted by the management of persistent objects — the object store.

The concept of a virtual address space is not much different from such a concept
in traditional operating systems. In some systems it is separated from the notion of
activity — the thread concept (e. g. in Clouds [3]) in contradiction to systems like
UNIX, where a process is the unification of a thread and a virtual address space.

The cooperation between main memory management and object store can be
grouped into two categories:

• Persistent objects are deactivated, frozen and transferred to the object store.
Normally this is achieved by explicit statements in the users program (see e. g.
Arjuna [4]).

• Main memory is considered as cache for objects which are placed in an object
store.
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3.3 Conclusion

The aspects of different memory management systems mentioned in the above sec-
tions can be combined to a horizontal and vertical structuring:

• Horizontal division:
– Secondary storage management
– Main memory management
– Management of virtual address spaces

• Vertical division:
– Architecture-independent components (as few as possible)
– Architecture-independent management
– Programming model dependent interfaces (e. g. to support the notion of an

object)

4 Structure of the PM Object- and Memory Management

This chapter describes abstractions for the three components identified in the hori-
zontal division in the previous section. How important it can be to enhance or mod-
ify such operating system mechanisms will be demonstrated by examples of very
different demands from applications. An implementation of theses abstractions can
serve as an operating- and run-time support system for an object-oriented program-
ming model, like the PM object model. Besides this, it will be possible to support
other programming models or emulations of other operating systems, based upon
the described mechanisms.

4.1 Object Store

In the phase of programming and configuring objects, demands for the storage man-
agement of these objects are defined as well. Organization and storage of objects
should be handled according to these demands and should not be influenced by de-
mands coming out of the hardware architecture or the execution environment of the
application (e. g. a distribution configuration for the objects of the application).

Object stores are introduced for accomplishing the described tasks in a PM sys-
tem. The functionality of an object store covers the following topics:

• Management and storage of classes, instances and their states in a certain qual-
ity for a certain or uncertain time period.

• Management of object groups which have been linked statically at compile time
(calledsystem objects or distribution units).

• Creation of object groups out of single objects and/or other object groups ac-
cording to certain criteria.

• Management and interpretation of attributes and management directives (con-
figuration, protection demands, execution experiences, statistic data, etc.) of
objects and object groups, which describe instructions for the object storage.
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• Management of attributes and management directives for the organization of the
mapping of objects or object groups into an execution environment and for the
execution itself, but without interpreting them.

Besides these objectmodel-oriented functionalities, object stores have to imple-
ment mechanisms, known from base layers of file systems in traditional operating
systems:

• Buffering in- and output
• Management of secondary storage
• Control of the disk-hardware

The specific demands for object store functionality may be very different for var-
ious applications:

• fast storage
• stable storage
• long term storage
• short term storage
• architecture-independent storage-format
• efficient in- and output of large amounts of data
• efficient in- and output and storage-utilization for small data-units
• special protection-mechanisms
• no protection-mechanisms

These examples give distinct illustrations for the reason of demanding that an ad-
aptation to the individual needs of an application has to be made possible. Often the
particular criteria are not compatible and it is necessary to make compromises —
however such compromises often have to be very different for different demands.

4.2 Object Space and Application Space

The organization of objects of an application inside object stores is not proper for a
concrete execution of the application. Data may not be available in the main mem-
ory of a node of the distributed system and the execution of operations and the ad-
dressing of data by a processor require mapping into a virtual address space of the
node of the processor.

Additionally, if there is not just a single node but a distributed system available
for the execution of an application, it will be necessary to plan and coordinate the
distribution of the application objects within that distributed system. The object
store defines a location for each object. These predefined locations of several coop-
erating objects are not necessarily compatible with the criteria
 given for an efficient execution under consideration of all directives (like protec-
tion, configuration load balancing, etc.).

Thus an execution environment is necessary, which allows to organize all objects
of an application in a manner which is proper for an optimal execution. Tasks of
such an execution environment may be, among others:
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• Representation of objects in a format appropriate to the demands of the execu-
tion control allowing a highly efficient execution.

• Organization of resources and objects in a manner guaranteeing that all direc-
tives made about object relationships (e. g. about protection of the objects) are
met. Such directives may be stored in the object store together with the objects.

• Providing mechanisms to support method invocations between objects which
have not already been bound at compilation time.

The most common abstraction of such an environment is called anapplication
space. Application spaces are location-transparent things which may accommodate
objects of applications. Configuration-attributes of such objects give directives to
an application space. These directives explain how to distribute the objects to node-
specificobject spaces which build an address- and protection-spaces.

The main task of an application space is the planning and coordination of the ob-
ject-distribution during the execution-time of the application. The basis for these
decisions are the configuration information and protection demands of the applica-
tion objects and data; determined by the operating system at execution time.

Thus, an application space has to deal with the following topics:

• Creation of object spaces
• Finding the object stores of application objects
• Finding and — if necessary — creating object caches (see section 4.3) for ap-

plication objects
• Run-time-control for an application

– Which objects are mapped into which object spaces?
– Initiation of object-migration because of dynamic reconfiguration- or load

balancing mechanisms

Object spaces can be considered as an abstraction of virtual address spaces. In-
side an object space, application objects are supplied with run-time support which
is specific to the programming-environment.

Examples for such run-time support are:

• Dynamic binding for local method invocations
• Forwarding of non-local method invocations by RPC-mechanisms
• Transformation and forwarding of instructions of the programming environment

for the operating- and run-time support system (checkpoints, transaction results,
instructions to initiate object migration)

• Dynamic loading of target-objects in case of a method invocation
• Supervising of local method invocations for certain objects

It is imaginable to have even different object- and application spaces, depending
on the hardware architecture and the environment needed for a certain application
— some examples:

• Forward planning of the mapping of objects into object spaces to avoid fault sit-
uations in the case of method invocations
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– for applications whose distribution can be statically ascertained and which
do not need dynamic changes of its distribution during execution time

– for hardware-architectures, which do not support an efficient trap-handling
(e. g. several of the modern RISC-Processors [1])

• Lazy evaluation techniques for avoiding unnecessary mapping of objects into
object spaces in the case of dynamic object-migration during execution time

– for applications whose object-distribution can not be statically ascertained
– for hardware-architectures, which support an efficient trap-handling

Thus, it should be possible to have different realizations of object space and ap-
plication space, depending on the needs of the respective application.

4.3 Object Cache

Application space and object space are only responsible for the mapping of objects
into nodes and then into regions of virtual address spaces of those nodes. They are
not responsible for transferring and positioning the objects into the main memory
of the respective node. Of course, an execution of operations of objects is only pos-
sible, if the code and data are available in the main memory and addressable by the
processor.

Mechanisms to manage the main memory of a node, for transferring objects be-
tween main memory and object store and for the supply of information, needed for
a valid mapping within an object space are still missing.

The cooperation between main memory management and object store should be
realized according to thefile mapping concept (see section 3.1). Thus, the main
memory acts as a cache for the object store and that is why it is calledobject cache.
As in all page- or segment-oriented memory-architectures, it is possible to cache ob-
ject data in units of segments or pages — so it is not necessary to keep all objects
of an application completely inside the object cache during the whole execution
time.

An object cache is not bound to a specific application. Its most important tasks
include the following topics:

• The guarantee of the protection attributes, which are stored in the object store
together with the object (Which object spaces are allowed to map the object?)

• Caching of often-needed management data of the object to reduce the accesses
to the object store and to improve execution time

• Mapping of objects into object spaces
• Update of object-images in the object stores
• In- and output of objects or parts of objects between main memory and object

stores

Especially to be able to adapt the cache-algorithms to special properties of object
or object-data (e. g. large, coherent data-regions for images), it can be advantageous
to have different implementations of object caches, adapted to the specific proper-
ties of the applications (different paging-strategies, larger blocks for I/O, etc.).
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4.4 Conclusion and Perspectives of the Model

With the PM object- and memory management, objects are created and stored into
object stores. To be able to invoke methods of an object during the execution of an
application, objects are mapped into object spaces. Real addressing of object-data
by the means of a processor-instruction is only possible if the data is available in
main memory of the respective node. Main memory acts as cache for object data in
an object store. (Fig. 4.1)

While object cache and object space always have to reside on the same node (col-
location relationship, see [5]), the object store may reside on a different node within
the distributed system.
It is imaginable to cache objects in several object caches on different nodes of the
distributed system. This can be seen as a realization ofdistributed shared memory
on the basis of objects. Of course it will be necessary to run cache-coherence-pro-
tocols between such object caches to avoid inconsistent object-states. Besides the
caching of an object into several caches it may also be possible to move objects be-
tween caches on different nodes. This is equivalent to an object-migration at run-
time and may be a basis for the implementation of dynamic load-balancing mecha-

Fig. 4.1 Object store, object cache and object spaces — overview
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nisms. Mapping of an object into several object spaces is equivalent to the concept
of shared memory in traditional operating systems. (Fig. 4.2)

These outlined examples demonstrate how a lot of operating system mechanisms
for distributed systems can be covered conceptionally with the introduced model for
an object- and memory management system.

5 Construction of the PM Object- and Memory Management
within the PM System Architecture

The structure of object store, object cache and object space described above corre-
sponds on the whole to horizontal division of a memory management, as described
in section 3.3. The PM system architecture (see section 2.2) defines guidelines of
how to build such components in an object oriented manner. This will be illustrated
in the following by the example “object store”.

To express it simply: an object store is a meta-object, which is capable of storing
application objects. Analogous of this concept, an object cache is a meta-object,
which is able to cache objects. In addition, an object space is a meta-object which
acts as an execution environment for objects. These meta-objects are a part of an
object-oriented constructed operating system.

5.1 Hierarchical Meta-Systems — Example Object Store

Naturally the question arises of how, for instance, the objectobject store is stored.
As objects can only be stored in object stores, an object store — this time an object
of the next lower meta-layer — is needed to accomplish this task. As already men-
tioned in section 2.2, the power of the abstractions should decrease, the lower the

Fig. 4.2 Caching of an object in two object caches and
mapping of an object into two object spaces
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meta-layer is in which it is implement-
ed. In the case of an object store this
can mean, for instance, that there are
no protection mechanisms implement-
ed or that objects inside such an object
space are not allowed to change their
size dynamically. Even this simpler
object store can be implemented as an
object and it is stored in an even sim-
pler object store — a meta-object in the
next lower meta-layer (Fig. 5.1).

While all the higher object stores
are realized as architecture-indepen-
dent objects, it is imaginable to have a
lowest object store which implements
the architecture-dependent functions
and which is implemented outside the
object-oriented programming model.
However, although it is able to store
objects and has an interface like an or-
dinary object, it is not really an object
— and thus it does not need to be
stored in an object store. Instead it may
come into existence during the boot-
phase of the system.

Fig. 5.1 Example of a meta-hierar-
chy of object-stores

Obj.Store A

simpler OSt

pseudo OSt

…

Object X
application
layer

highest
meta-layer

lower
meta-layer

deepest
meta-layer
(architecture-
dependent
implementation)

The exampleobject store shows how operating system components can be con-
structed by using the object-oriented paradigm. It also shows how the abstractions
provided by the operating system for the object-oriented programming model are al-
ready used for the operating system objects themselves — even if with reduced
functionality. The number of meta-layers an operating system will have is not fixed.
The number can be different, even between applications on the same node. It is pos-
sible to create an object, within the context of an application, which fulfills the func-
tionality of an object store. Other objects of the same application may be stored in
that object store — this means, that an additional meta-layer exists for that applica-
tion. Just like this the number of meta-layers may be different for different function-
groups of the operating system.

The structuring of memory management systems, as described in section 3.3, can
be adopted only with restrictions. Of course it is desirable to separate architecture-
dependent and architecture-independent parts of the implementation. But to be able
to implement the operating system itself by using an object-oriented programming
model, it is necessary to have it supported already by the lowest layer of the oper-
ating system.
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5.2 Open Operating System Architecture

As it has already been mentioned in section 5.1, it is possible to create objects with-
in the context of an application, which do offer operating system functionality to
other objects of that application. In this way, the operating system can be adapted
to special demands of certain applications without interfering with other applica-
tions. Thus, the operating system is hierarchically expandable (Fig. 5.2).

5.3 Reflection

In a system in which application objects and operating system objects may interact
the possibility arises that an application object invokes methods of an operating sys-
tem object, which implements just that application object — and is thus a meta-ob-
ject.

As application objects and operat-
ing system objects can be imple-
mented by using the same object-
oriented programming model, it is
possible for application objects to
invoke methods of objects of the
operating system — under the
condition that the application ob-
ject has a reference for the operat-
ing system object. With such a
method-invocation, the applica-
tion object may transfer referenc-
es to those application objects
which may be used by the operat-
ing system object to realize its
services — if it is programmed to
do so. Thus, the used application
objects serve to realize operating
system functionality — they be-
come indirect parts of the operat-
ing system (Fig. 5.3).

The border between applica-
tion system and operating system
fades away in this way. The pro-
tection of the operating system is
no longer achieved by encapsulat-
ing it into a kernel but by a pro-
tected method-invocation and by
not giving away references to op-
erating system objects to unautho-
rized entities.

Fig. 5.2 Enhancement of the operating
system by providing objects with
operating system functionality at
the application layer
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This would mean, given the example of the object store, that an object interacts
with its own object store. In the context of such an interaction the object can give
directives to change its own storage structure — for instance by a migration into a
different object store which implements redundant storage. As an extreme example
the application object would also be able to delete itself.

Interaction with the meta-system — that means with the actual implementation
— is calledReflection(see also [10] or [8]).

In systems which allow interactions between application objects and meta-ob-
jects, reflection is not an additionally introduced mechanism but implicitly avail-
able. The example above already suggests which consequences can arise from un-
controlled use of reflection. Therefore, the possibility for an explicit description
method is demanded for the PM system to be able to describe the use of reflection
within an application.

5.4 Meta-Recursion

Another interesting effect arises if cycles result out of the interaction between an
object and its meta-system. This means an object becomes its own meta-object. Giv-
en again the example of the object store: An object with the functionality of an ob-
ject store is created in the context of an application. Subsequently this object con-
tacts its object store and initiates its migration into another object store — and pass-
es its own reference as target-object-store-reference. The result would be that the
object will manage itself afterwards. All this may not be critical at execution time,
as long as the object is cached in an object cache. It seems clear that swapping out
the object to the object store will have undesirable consequences. This would be
comparable to the situation arising in a traditional operating system if the part which
is responsible for paging were to be paged out.

The details of how to use meta-reflection in operating system programming have
not been examined, yet.

6 Prototype-Implementation

We have developed a prototype of the components object store, object cache and ob-
ject space based on MACH and have gained first experience with the proposed mod-
el. The prototype allows storage of objects, dynamic mapping in one or several ob-
ject spaces and migration between object spaces. The object cache is implemented
as external pager to the MACH kernel and the object store uses normal files to store
its data.

To support objects being dynamically mapped into several object spaces, code
and data have to be position-independent. Furthermore, special glue-code for meth-
od-invocations is needed. The first simple test-applications were generated by mod-
ifying the assembler-code. To be able to run larger applications we are currently de-
veloping a modified C-compiler to generate appropriate executables.
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7 Conclusion and Future Work

We proposed a model of an architecture for an object- and memory management for
an object-oriented operating system. The components object store, object cache and
object space form abstractions for the management of secondary storage, main
memory and virtual address spaces, as it can be found in traditional operating sys-
tems.

We have outlined how it is possible to realize mechanisms like distributed shared
memory, shared memory and object-migration on the basis of these abstractions.

By realizing the different components as hierarchical meta-systems, it will be
possible to increase programming comfort for the implementation of large parts of
the operating system functions because even if the abstractions are not fully devel-
oped in lower layers of the operating system, the implementation can be still done
on the basis of an object-oriented programming model and its abstractions. In con-
trast to this, the implementation of most other operating systems has to be done on
the bare hardware.

In future work reflection and meta-recursion will be treated in more detail. Very
importantly the description of reflective or meta-recursive relations between objects
by constructs of the programming model has to be investigated.

Through the possibility of bringing new meta-objects into the system a new fla-
vor of relationship between objects has come into being: one object implements the
state or the behavior of another. Existing protection mechanisms cover only the con-
trol of normal object-relationships (one object invokes a method of another). Con-
cepts which answer, for instance, the question “which object cache may cache which
objects?” are not yet known. Future work in the PM project will try to give an an-
swer to this problem.
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