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Michael Golm

The Structure of a Type-Safe Operating System

The architecture of traditional operating systems relies on address-based

memory protection. To achieve flexibility at a low cost operating system research

has recently started to explore alternative protection mechanisms, such as type

safety. This dissertation presents an operating system architecture that completely

replaces address-based protection with type-based protection. Replacing such an

essential part of the system leads to a novel operating system architecture with im-

proved robustness, reusability, configurability, scalability, and security.

The dissertation describes not only the design of such a system but also its pro-

totype implementation and the performance of initial applications, such as a file

system, a web server, a data base management system, and a network file server.

The prototype, which is called JX, uses Java bytecode as its type-safe instruction

set and is able to run existing Java programs without modifications.

The system is based on a modular microkernel, which is the only part of the

system that is written in an unsafe language. Light-weight protection domains re-

place the heavy-weight process concept of traditional systems. These domains

are the unit of protection, resource management, and termination. Code is orga-

nized in components that are loaded into domains. The portal mechanism—a fast

inter-domain communication mechanism—allows mutually distrusting domains to

cooperate in a secure way.

This dissertation shows that it is possible to build a complete and efficient gen-

eral-purpose time-sharing operating system based on type safety.
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CHAPTER 1 Introduction

This dissertation describes the architecture of a new class of operating systems: systems that
are structured from the ground up to use a type-safe instruction set as their sole protection mechanism.
In a type-safe instruction set instructions (operations) are applied to typed operands that refer to typed
data entities. Strict rules describe what types of operands can refer to what types of data entities and
what operations can be applied to them.

Using a type-safe instruction set instead of the traditional address-based protection has a num-
ber of advantages. The robustnessof the system is improved because many kinds of programming
errors can be detected at an early stage in the development by using the type system. An improved
robustness has a positive effect on the securityand reliability of the system, although I will show in
this thesis that additional mechanisms are needed to maintain a secure state. The type-safe instruction
set is a very fine-grained protection mechanism that allows to create fine-grainedprotectiondomains
and enables an incremental extensibilityof the system. The system design contains a communication
mechanism that can be used for highly-efficient but unprotected communication inside a protection
domain and for slower communication across protection boundaries. Because the programmer can
use the same abstraction for intra-domain and inter-domain communication program module bound-
aries become independent from protection domain boundaries. The system can be configuredaccord-
ing to its intendeduseon a scale that is bounded by the two extremes of placing each module in its
own protection domain or placing all modules in the same domain. Systems that are dedicated to a
very specific task, such as file-server appliances, benefit from the performance advantages of running
all code in the same protection domain. Systems that run untrusted and potentially malicious code,
such as an agent execution platform, benefit from the ability to spawn fine-grained protection do-
mains. These systems must be able to completely isolate the untrusted code, which means restricting
accessto informationthat is available on the host as well as restrictingaccessto resources. All these
features must be realized without incurring excessive performance overhead compared to traditional
operating system architectures.

1 Motivation

All hardware components of a computer have become more powerful in recent years: the ac-
cess time of disks decreased while the throughput and capacity increased, CPU speed increased,
memory access time decreased and memory capacity increased, accompanied by a steady reduction
in hardware prices. This development enabled the ubiquitous use of computers for dedicated purpos-
es, such as mobile devices, and lead to improved capabilities of general-purpose systems. While ex-
ploiting these capabilities software became more complex. To manage this complexity new software
engineering techniques and methodologies have been developed. Examples for these techniques and
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methodologiesareobject-orienteddesignandimplementation,component-basedsystems,anddesign
patterns.But thesedevelopmentshadlittle impacton operatingsystems.Althoughthereareobject-
orientedoperatingsystems[38][80] andcomponent-basedsystems[71], systemsoftwareis still com-
plex, difficult to comprehend,andexpensive to changeandextend.Differenttechnologiesfor appli-
cationdevelopmentandkerneldevelopmentmake the interactionwith thekernelcumbersomeand
inefficient. Reuseof designsandcodebetweenkernelandapplicationis difficult if not impossible
and usually requirestwo different interfaces[56]. This leadsto several complicationswhen the
boundarybetweentheapplicationandtheoperatingsystembecomessmallerordisappears.Examples
for suchsystemsareapplication-specificoperatingsystemsfor databases,suchasOracle’s “Raw
Iron” databasesystem,or operatingsystemsfor special-purposehardware,suchasroutersor mobile
consumer devices.

1.1 Robustness, security , and reliability

Complexity is theworstenemyof robustness,security, andreliability. Althoughcurrentsystemshave
reachedaconsiderablelevel of complexity weassumethatsystemswill evenbecomemorecomplex
in the future.Themosteffective medicinefor complexity is theprincipleof divide-and-conquer. A
large system, such as an operating system, must be split into smaller, comprehensible parts.

1.2 Configurability , reusability , and dedicated systems

A general-purposeoperatingsystemis optimizedfor aspecificworkload.Usingit for adiffer-
entpurposeleadsto aphenomenoncalledmapping dilemma [104].A mappingdilemmaarises,when
abstractions(modules,systems,services)areusedin awaynotanticipatedby thedesignerof theab-
straction.Therepeatedlycitedexampleis awindowing systemwhereaheavy-weightwindow is used
to implementonecell of aspreadsheetprogram.While this leadsto ashortandconcisespreadsheet
program,theperformanceandresourcerequirementsrendertheprogramunusable.Therearemany
examples for mapping dilemmas in current operating systems:

Database. High performancedatabasesdonotusethefile systemabstractionof currentserveroper-
atingsystems,becausetheon-diskfile layoutdoesnot matchthefile-usagepatternof databasesys-
tems.Stonebraker et al. [169] describetheperformanceproblemswhenrunningtheINGRESdata-
baseontopof aUNIX file system.They solvetheproblemsby usingadatabase-specificbuffer cache
and disk layout.

Web proxy. GabberandShriver [70] describea similar situationfor cachingwebproxies.Usinga
specializedfile systemlibrary they wereableto achievea6-10timesperformanceimprovementcom-
pared to a web proxy that uses a general-purpose file system.

NFS. It is difficult to useastandardUNIX systemasahighperformanceNFSserverbecauseof the
general-purposenatureof thenetwork stackandthefile system.To achievehighestperformance,the
network code,thevirtual memorycode,andthefile systemcodemustbe integrated.Examplesare
Auspex’s functionalmultiprocessingsystemNS5000[92], [94], Network ApplianceNetApp filers
[93] [184], and IBM’s HA-NFS [21].
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Multimedia. Multimediaapplicationsneedaccessto resourcesin shortburstandwith minimal jitter.
This kind of service is not be provided by a general-purpose scheduler [137].

All of theabovesystemsarededicatedto aspecificpurpose.A reusabilityframework is acrit-
ical requirementfor thecost-effective constructionof thesededicatedsystems.Differentexecution
environmentsandimplicit assumptionsleadto badreuseinsidetheoperatingsystemandbetweenop-
erating system code and user level code.

1.3 Extensibility and fine-grained pr otection

Besidesbeingableto configurededicatedsystemsit shouldalsobepossibleto extendthesystemat
runtime.An extensibleOSis notcompletelycreatedatbuilt timebut containsmechanismsthatallow
to add or replace system functionality at run time.

A specialform of extensibility arehot pluggability andhot swappability. Hot pluggability
meanstheextension,hotswappabilitymeanstheexchangeof asystemcomponentduringnormalop-
erationandwithout theneedto restartthesystem.Hot swappabilityallows to updatea systemcom-
ponentwith a new version.Systembussesfor embeddedsystems,suchasCompactperipheralcom-
ponentinterconnect(CompactPCI),allows to exchangehardwareduring normalsystemoperation.
Theexchangeof hardwarecomponentsusuallymustbefollowedby anexchangeof driversoftware,
whichmustbehotswappable.Hot swappableOScomponentsused,for example,in telecomswitches
to allow systemupdateswithoutshuttingdown theswitch.Severalresearchprojectsinvestigatedhot
swappability. Examplesincludethe Synthetix[179] systemthat useshot-swappabilityto replacea
general component with a specialized component, and the K42 OS [96].

Mostoperatingsystemstodayareextensibleusingloadablekernelmodulesbut thiscomplete-
ly lacksprotection.Thecombinationof extensibility with protectionis oneof themajoradvantages
of amicrokernel-basedsystemthataddersto amulti-serverapproach.SpreadingtheOSfunctionality
among many servers means that a part of the functionality can be replaced by replacing a server.

2 Design objectives

To provide the described properties the system design has the following objectives:

Support for context-independent code. A flexible definition of protectionand trust boundaries
mustbe possible.This allows reuseof codebetweendifferentprotectiondomains.Even OS-level
code,suchasdevice drivers,file systems,andnetwork protocolhandlers,shouldbe reusablein an
application context.

Separation of concerns. Codethatimplementsacertainfunctionalityshouldbeseparatedfromcode
thatmanagesresourcesor enforcesa certainsecuritypolicy. This is anessentialrequirementfor re-
usability.

Shared-nothing. As hardware,especiallyCPUandmainmemory, constantlybecomescheaperand
morecapableit becomesmorecost-effective to run applicationson onehostthat formerly required
separatehosts.In orderto keeptheillusion of separatehoststheoperatingsystemmustallow to com-
pletelyisolatesuchapplications.They shouldnot contentfor resourcesandshouldnot shareany re-
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sources.Typicalexamplesfor contentionin traditionalsystemsarethefile system’sbuffer cacheand
the working set of a process.

Application-specific resource management.Thereis no singleresourcemanagementstrategy that
isoptimalfor all applications.Thusapplicationsshouldbeableto implementtheirownresourceman-
agement.

3 Contributions

Theassumptionthatunderliesthisdissertationis thattherootof thedescribedproblemsis the
address-basedprotectionmechanism.I believe that this mechanismis not ableto copewith current
problemsandthatit shouldbereplacedwith amoreflexible protectionmechanism:typesafety. The
contribution of this dissertationis anoperatingsystemarchitecturethatsolely relieson a type-safe
instructionsetfor protection.Thisarchitecturehasbeenimplementedandtheprototypeis ableto run
non-trivial applications,suchasa file system,a network file system,a relationaldatabasesystem,a
webserver, anda window manager. Theperformanceof theseapplicationsindicatesthatthesystem
is usable even with today’s hardware that is optimized for address-based protection.

This dissertationcontainsthefirst design,implementation,andperformanceevaluationof a
multi-user timesharing operating system that relies on type-based protection1.

4 Dissertation outline

Thenext chaptergivesanoverview of theresearchin operatingsystemarchitectures.Thedis-
cussionfocusesonprotectionmechanisms,extensibility, andflexibility . Chapter3 explainstheover-
all architectureof JX.ThefollowingchaptersdescribetheJXoperatingsystemin detail.Eachchapter
concentrateson oneaspect,describesthedesignandimplementationandevaluatesthespecificpart
of thesystemusingmicro benchmarks.They describeprotectiondomains(Chapter4), thecommu-
nicationsystem(Chapter5), the componentarchitecture(Chapter6), CPU scheduling(Chapter7),
andmemorymanagement(Chapter8). As theseconceptsaretightly interrelatedit is sometimesnec-
essaryto usea detail that is explainedin oneof thefollowing chapters.A forwardreferenceis pro-
vided in sucha circumstance.Chapter9 describesthe architecturalsupportfor device drivers.The
securityimplicationsof thesystemdesignarestudiedin detailin Chapter10.Chapter11surveysre-
latedwork in Java-basedoperatingsystemsandresourcemanagement.Chapter12evaluatesthefunc-
tionality andperformanceof thesystem.Thefinal chaptergivesaconclusionandperspectivesfor fu-
ture work.

1. It is notpossibleto statesuchaclaimin thisgenerality. Thuswestatethatwewerenotableto find thedescription
of sucha systemin any of themajoroperatingsystemjournals,conferenceproceedings,or workshopproceed-
ings.
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CHAPTER 2  Background

By reviewing previous operating system research we attempt to understand the shortcomings
of previous architectures and learn from their ideas. This chapter first gives an overview about the
main trends in system architecture and then describes several protection mechanisms that have been
used in operating systems. Protection is a very central part of the OS and to a largely determines the
OS structure. Consequently, most projects that attempted to build extensible and flexible operating
systems devote much effort to the protection mechanism. Other important aspects of extensible and
flexible operating systems are resource management and modularization.

1 Operating system architectures

Since its early days operating systems struggled for an architecture with a modular structure
that increases robustness and allows to adapt the system to new requirements (see Dijkstra [58], Par-
nas [143], and Haberman [78] for the early discussions about OS modularization). Current systems
and research projects follow five architectural roads: monolithic systems with an internal component
structure, microkernels with modularization of the system into protected services, object-oriented
systems that emphasize ease of development and maintenance, single address-space systems with
emphasis on performance and data sharing, and finally language based systems.

1.1 Monolithic systems

Even operating systems that are called monolithic usually have a modular structure and can be ex-
tended.

UNIX. Modern UNIX systems can be extended by using so-called modules. The module mechanism
is used for device drivers but can also be used to load new file systems. Usually there is a defined in-
terface between the kernel and the module that informs the module when it is activated and deactivat-
ed. The module implements functions of a specific function table, such as functions for network de-
vices. This makes the module mechanism very similar to the inheritance mechanism of object-orient-
ed systems. Modules run in the same address space as the system kernel and therefore require the
same level of trust as the kernel. They can not be used for untrusted extensions and bugs in extension
modules affect the whole system.

Windows NT/2000/XP. Microsoft Windows uses an extension mechanism called Component Object
Model (COM). It is an object-oriented interface between components that can be written in different
languages. As all components run in one address space there is no protection between them.
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1.2 Microkernels

Themajordrawbackof themodulemechanismsthatis usedto extendmonolithicsystemsis thelack
of protection.Microkernelsattemptto solvethisproblembeplacingcomponentsin differentaddress
spaces.

Early systems. The conceptof a microkernel was developedin the late 1960’s. Hansenand col-
leaguesbuilt oneof thefirst microkernelsanddescribedits philosophy in an influentialpaper[81].
Themicrokernel,callednucleus,makesnoassumptionsaboutthekind of applicationsthatrunon it.
Thenucleusprovidestheprocessabstraction,client-server-stylecommunicationbetweenprocesses
(IPC), creation,control, andremoval of processes.IPC betweenprocessesis doneusingmessage
passing.Every processhasa messagequeueandmessagebuffersaremaintainedin thenucleusin a
commonpool.Denialof serviceattackson thispoolarepreventedby limiting thenumberof buffers
aprocesscanusesimultaneouslyandby allowing aserverto usethereceivedrequestbuffer for send-
ing the reply. Thedesignersof Hydra [190] arguefor a separationof policy andmechanism[115].
This influencedothersystemdesignersto attemptto build “policy-free” kernels.Theexternalpager
mechanism of Mach is one example.

Mach. TheMachmicrokernel[99] hasgainedmuchpopularityandis still usedtoday, for example
asthefoundationof ApplesMacOSX/Darwin [8]. Similar to theearlymicrokernelsMachprovides
a few, hardware-independentabstractions:tasks,threads,memoryobjects,messages,andports.Op-
eratingsystemfunctionality, suchasfile systemsandnetwork protocolsrunsasaserver, calledtask.
A taskcommunicateswith othertasksandthemicrokernelby sendinga message to a port1. During
port communicationthreadsareswitchedbut the timesliceis handoff from the client to the server
thread.Machversion3 usescontinuations[55] to save memory. A continuation is a functionthat is
executedby a re-scheduledthreadanda datastructurethatencapsulatesthestateof thethread.This
datastructurecanbeseenasareificationof thefunctionsexecutionstate.In asynchronous,blocking
invocation this state is equivalent to the stack frames.

A systemconfigurationwherethecompleteoperatingsystemrunsin asinglemonolithicserv-
er is calledasingle-serversystem(Mach-UX).Building asingle-serversystemcanbeaccomplished
by portinganexistingmonolithicoperatingsystem.Comparedto theoriginalmonolithicsystemsuch
asystemhastheadvantageof beingableto concurrentlyrunmany operatingsystems,calledOSper-
sonalities,on thesamemachineandrestartingoneOSpersonalitywithout restartingthewholesys-
tem.Exchanginga partof themonolithicserver is not possiblein a single-server system.Therefore
multi-serversystems(Mach-US)[168]appearedthatdistributethefunctionalityof oneoperatingsys-
temacrossmany servers,suchastty server, file server, processmanager. Thereis afile-systemserver,
network server, etc.Securityis basedon ports,which arecapabilities.In a multi-server systemthe
communicationbetweenOS componentsis no longera simplefunction call but a moreexpensive
IPC.For performancereasonsvital partsof theOSserver weremigratedbackinto themicrokernel.
A projectat theOSFmovedtheOSF/1UNIX server into thekernel[42]. They wereableto achieve
aperformanceonly 8%slower thanamonolithicUNIX. Anotherexampleis thenetwork server that
is integrated into the NORMA version of the Mach 3 microkernel [14] to achieve fast network IPC.

1. Machversion2.5 containeda "UNIX compatibility layer" within themicrokernel.Release3.0 [76] moved the
UNIX kernel to the application layer.
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L4. L4 [117] has a structure that is similar to Mach. It was designed to allow fine-grained servers
by providing a fast IPC path. Abstraction by virtualization of the hardware is very important design
goal for L4. The Clans&Chiefs [118] model, a custodial access control model [79], is used to validate
IPC between protection domains.

Exokernel. While L4 can still be considered a microkernel in the tradition of Mach the Exokernel
[61] follows a more radical approach. It assumes that every mechanism embodies policy decisions
and thus separation of policy and mechanism is not possible. Therefore the Exokernel attempts to re-
move also the mechanisms from the kernel and strives for a kernel that only multiplexes hardware
between protection domains and provides no higher-level abstractions or virtualization of hardware.
Operating systems are deployed as libraries and linked to applications. This is a realization of the idea
of an application-specific operating system first proposed by Anderson [174]1. Engler [60] gives sev-
eral examples how a library OS can be constructed and resources be safely multiplexed, including
network packets and disk blocks. Network processing uses Dynamic Packet Filters (DPF) to dispatch
packets to servers. DPFs are written in a simple loop-less language. DPFs are downloaded into the
kernel and can be optimized. Disk processing dispatches disk blocks among the servers. To decide
which server is allowed to access a certain disk block, the meta data of the file system is reused. As
the file system is also implemented as a server the kernel has no information about the structure of
the meta data. This problem is solved by using Untrusted Deterministic Functions (UDF). UDFs are
written in a turing-complete language and are deterministic. Turing completeness allows the client to
use any meta data layout and determinism allows the kernel to use a UDF once with a piece of meta
data and when using the same UDF again it gives the same result, thereby guaranteeing that only
those blocks are accessed for which access was granted during the initial run of the UDF.

1.3 Single address-space systems

Operating systems that use different address spaces to separate protection domains make it difficult
for applications to share data. Single-address-space operating systems (SASOS) attempt to solve this
problem by placing all applications in one large (usually 64bit) address space. Applications are pro-
tected by using segmentation or page tables with identical page mappings but different page protec-
tion. Examples for SASOS are Multics [46], Opal [39], and Mungi [90].

2 Protection mechanisms

An important responsibility of a multi-user operating system is the protection of the data and process-
es of different users from each other. We will look at five types of protection mechanisms: address
spaces, software-fault isolation, proof-carrying code, virtual machines, and type-safe instruction sets.

1. Building operating systems from libraries was common in embedded operating systems and process control sys-
tems, such as the IBM System/7. The difference between these systems and Anderson’s proposal is the require-
ment for protection using memory management hardware.
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2.1 Address-space based protection

The first operating systems directly used physical memory. With the advent of systems that
supported multiple concurrently running processes or tasks memory protection and memory frag-
mentation became an issue. Fragmentation leads to an under utilization of main memory. Processes
could directly access and change the data of other processes, which makes debugging difficult and
makes the whole system vulnerable for malicious or erroneous programs. The use of segmentation or
virtual address spaces solves these problems. In such a system processes can compute arbitrary ad-
dresses but the hardware restricts access to a certain range of addresses and optionally translates ad-
dresses from a virtual address space to the physical address space. This allows to better utilize main
memory by relocating data and using virtual addresses to access the data. It improves robustness by
providing separate address spaces to separate processes. This introduced a new problem: it became
difficult to share data. Single address space operating systems (see 1.3) attempt to solve the described
sharing problems. They do not use separate address spaces but partition one address space between
different protection domains. This is only practical for systems with a large virtual address space, as
is provided by a modern 64bit CPU. SASOS continue to rely on MMU protection and continue to be
restraint by its limits.

There is excellent support for address-space protection by current hardware. Highly optimized Mem-
ory Management Units (MMUs) are part of most processors. Address space protection is course
grained and causes a performance overhead during inter-process communication. This motivated the
development of other protection mechanisms, such as Software Fault Isolation and Proof-Carrying
Code.

2.2 Software Fault Isolation

Software Fault Isolation (SFI) [180] provides memory protection by patching object code. The SFI
patcher analyzes the binary code and statically verifies that memory accesses lie within a defined
range or inserts instructions that perform this check at run time. SFI was used in VINO [161]) and
analyzed in detail in [160]. The major SFI advantage is language independence. The disadvantages
are: it must understand the processor instruction set, it uses registers for range checks and it causes
runtime overheads.

2.3 Proof-carrying code

Proof-carrying code (PCC) [135] starts from the insight that is much more easier to check the correct-
ness of a proof than to create the proof itself. In the case of PCC the proof states the memory safety
of a fragment of code. The proof can be checked and the code can be safely run without address-space
protection. PCC can be used to download extensions in a kernel [136].

2.4 Virtual machines

Virtual machines (VM) [126] have the same instruction set as the real hardware but emulate
several instructions to provide resource isolation between VMs sharing the same hardware. A control
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program[126], alsocalledhypervisor[25], is responsiblefor theisolationof theVMs. VMs experi-
enceda renewedpopularitywith theVMWarePCemulator[199]. VMs have two problems:a large
granularityandthelackof anefficientinter-VM communicationmechanism.TheVMWareemulator,
for example,consumesalot of resourcesto emulateacompletePCwhichmakesit impossibleto cre-
atefine-grainedprotectiondomains.A VM realizesasandbox.Theonly interfaceof thissandboxto
the externalworld arethe emulateddevices.This makescommunicationexpensive anddifficult to
control,becausethetypeof thecommunicateddatais loston theway from theapplicationto thede-
vice interface.

2.5 Type-safe instruction set

In contrastto addressspacesatypesafeinstructionsetcannotonly beusedto isolatedifferent
processesbut alsoto improve therobustnessandreliability of thetasksthemselves.A type-safein-
structionsetallowstocomputeonlyvalidaddresses.By makingseveralfaultsimpossibleordetecting
themat developmenttime a type-safeinstructionsetreducestheoverall numberof faults.Thereare
no faultscausedby theuseof illegal addressesbut somethingsimilar to faultsis still possible.For
example,acommunicationbetweentwo protectiondomainscanbeabortedbecausethedomainwas
terminated.Theotherdomainthenwould experiencea fault (exception)duringfurthercommunica-
tion attempts.

What is type-based protection?

Memory protection that relies on type safety must ensure the following minimal system invariants:

• Every pointerhasa pointer type anda value(ptype,value).It is not possibleto arbitrarily
change the value or type of a pointer. The value of a pointer is changed by assignment.

• Everydataentityhasadatatype(dtype).A datatypeconsistsof anorderedsetof typedvalues.

• All instructionsthataccessa dataentity usea typedpointeranda numericor symbolicindex
into thedataentity. Thattheindex is within theboundaryof thedataentity mustbechecked
either statically or dynamically.

Mosttypesystemshavemorerules.Therearenon-pointerdatatypesandtypeconversionsbe-
tweenthesetypes.Theserulesareintendedto avoid programmingerrors,but arenot necessaryfor
protection.Type systemscanbe classifiedinto systemsthat checktypesdynamicallywhenever a
pointeris usedor staticallyatcompiletime.Statictypecheckingusuallyis preferablebecauseit does
notcauseruntimeoverheadandtypeerrorsaredetectedatdevelopmenttime.Systemsthatonly allow
statictypecheckingareusuallynotexpressiveenoughandthereforemany systemsuseacombination
of staticanddynamictypechecking.Figure2.1showsanexampleof type-basedmemoryprotection.

History. Usingtypesafetyasa protectionstartedwith thelanguageMesathatfirst wasusedon the
Alto system[110] about1973.TheAlto supportedfour languages:BCPL (theancestorof C), Mesa
(a descendedfrom Pascal),Smalltalk,andLisp. Eachlanguagehasits own microcodedinstruction
set.TheMesalanguageusedaspaceefficientinstructionset,alsocalledMesa[98]. It is aninstruction
setfor a stackmachineandis very similar to theJava bytecodeinstructionset.Thedevelopmentof
oneof Alto’successor, thePilot [147],startedin 1976.ThePilot exclusivelyusedtheMesainstruction
setfor protection.As Pilot wasasingle-useroperatingsystemsit wasmainlyconcernedwith errone-
ous code and not malicious code.
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More recent operating systems that use safe languages are SPIN [18], which uses Modula3,
and Oberon [189], which uses the Oberon language, a descendant of Modula2.

An operating system which used a type-safe language to achieve high security was KSOS
[66], which used the Euclid language [108].

Intermediate instruction set. Using type-safety with off-the-shelf hardware requires the use of an
intermediate instruction set. The first intermediate language that was designed but never implemented
was UNCOL [170]. The motivation for UNCOL was the diversification of processors and the diffi-
culties of porting machine language programs between these processors. Two of the first widely used
intermediate instruction sets are PASCAL’s P code [166] and the Smalltalk bytecode [50]. The Infer-
no [54] system consists of a virtual machine, called Dis, and a language called Limbo. Limbo pro-
grams are compiled to the intermediate code of the Dis register machine. While the Limbo language
is type safe, the intermediate code is not. Therefore, Inferno relies on a trusted compiler to sign the
intermediate code. In the Mahler system [181] the intermediate language was used for code instru-
mentation and performance studies. The OmniVM system [2] used an intermediate instruction set for
mobile code. Most of the intermediate instruction sets are designed for a specific high-level language.
This often leads to inefficient code when compiling other languages to the intermediate instruction
set. Typed Assembly Language (TAL) [132] is an attempt to create a low-level type-safe language
that can be used as the target instruction set for many languages and efficiently compiled to a real
CPU instruction set. Microsofts .NET architecture also relies on an intermediate instruction set,
called Microsoft Intermediate Language (MSIL) [59], which is a type-safe instruction set. MSIL was
designed as the target instruction set for different languages, such as C# and Visual Basic. The JX
system uses Java bytecode. Java bytecode is an instruction set for the Java Virtual Machine (JVM)
which is an abstract stack machine. Figure 2.2 shows how the Java source code language is translated
to the bytecode instruction set and then to the instruction set of the real CPU, which is a x86. The
instruction set of the JVM uses static typing with few dynamic type checks. There are two kinds of
types: pointer types and numeric types. There are two data areas, the heap and the stack, and three

Figure 2.1: Type-based memory protection

There are two data entities of type τ1 and τ2. Three pointers refer to the data. The first pointer has
type τk, the second pointer has type τl , the third pointer has type τm. The system guarantees that
pointer types τk and τl are compatible to data type τ1 and pointer type τm is compatible to data type
τ2.

(τk , )

(τl , )

τ1 = {τx , τy , τz }

τ2 = {τa , τb }

(τm, )

τx

τy

τz

τa

τb
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classes of instructions that must preserve typing of data: instructions that load a word from the heap
and store it on the stack or vice versa and instructions that call methods that expect parameters on the
stack and push the return value. From a memory-protection point of view type-safety must ensure that
there is no data flow between memory cells (heap or stack) that store numeric types and memory cells
that store pointer types. When the same memory cell is used to store both kinds of types, as are stack
cells, it must be assured that they are re-initialized before being used with a new type. When data
flows between cells with different pointer types (pointer assignment) the object-oriented subtyping
rules apply. Pointers can be assigned from subtype to supertype but not in the opposite direction.
When this is necessary a dynamic type check must be executed using the checkcast instruction. The
bytecode verifier ensures that this instruction is present in the appropriate place.

Assuring type safety. Building an operating system that completely relies on the type safety of the
JVM instruction set requires a high confidence in the correctness of the JVM specification with re-
spect to type safety and the proper operation of the bytecode verifier. There have been many attempts
to formalize the JVM specification (see for example [145]). These projects uncovered and fixed errors
in the following areas of verification: ensuring that an object is initialized before it is used [150], typ-
ing of subroutines [167], dynamic class loading [153].

Figure 2.2: Relation between Java source code, Java bytecode, and machine code

A type-safe Java source program is compiled to a type-safe intermediate instruction set. This instruc-
tion set can be interpreted or compiled to the instruction set of the real processor. The shaded area
shows the representation of a method invocation in Java source, bytecode, and machine code.

0x00:     push   %ebp
0x01:     mov    %esp,%ebp
0x03:     mov    %esp,%eax
0x05:     sub    $0x46,%eax
0x0a:     xor    %ebp,%eax
0x0c:     shr    $0xd,%eax
0x0f:     jne    0x3b
0x15:     sub    $0x0,%esp
0x1b:     mov    $0x1,%edx
0x20:     mov    0xc(%ebp),%ebx
0x23:     mov    %edx,0x4(%ebx)
0x26:     mov    0xc(%ebp),%esi
0x29:     push   %esi
0x2a:     mov    (%esi),%edx
0x2c:     mov    0x140c(%edx),%esi
0x32:     call   *%esi
0x34:     add    $0x4,%esp
0x37:     mov    %ebp,%esp
0x39:     pop    %ebp
0x3a:     ret
0x3b: ...

Method void m(A)
   0 aload_1
   1 iconst_1
   2 putfield #27 <Field int f>
   5 aload_1
   6 invokevirtual #23 <Method void n()>
   9 return

 void m(A a) {
a.f = 1;
a.n();

    }

Java source Java bytecode x86 machine code
(compiled by the JX translator)code
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3 Resource protection and management mechanisms

In addition to protect the memory of tasks an operating system has to manage and protect re-
sources. Tasks and untrusted kernel extensions consume resources and modify the state of a trusted
component. Approaches to handle this are hierarchical resource management, resource containers,
transactions, and path-based resource management.

3.1 Hierarchical resource management

The first microkernels also introduced a hierarchical resource management (HRM) scheme, called
nested processes [81]. The process hierarchy, which is usually defined by the parent/child relation-
ship, is used to manage and account for resources. A child obtains resources from its parent and these
resources are deducted from the parent. HRM is used in Fluke and Alta [177]. ANTS decided against
a hierarchical model because they consider it to be too restrictive [107]. The argument is that the re-
source permissions of an active code domain should be determined by its credentials and not by the
permissions of the ANTS execution environment that creates the domain.

3.2 Resource containers

The purpose of resource containers [13] is to separate the two abstractions protection domain and re-
source principal and account for resources that are consumed inside the kernel on behalf of a process.
Although Banga et al. only implemented resource containers to control CPU usage, they state that the
resource container abstraction is more general and can as well be used for the management of other
resources, such as disk bandwidth and TCP buffers. A resource principal can even be more fine
grained than a process. As their major example is a web server it is beneficial to account resources
per connection or per thread that handles a connection. This is of course only possible if the thread
does not behave maliciously and only uses defined interfaces to access resources within its own pro-
cess.

3.3 Lightweight transactions

Transactions are used in VINO [156] to prevent resource misuse of kernel extensions (grafts). VINO
transactions are designed to be lightweight. Nevertheless the cost of transaction management may
outweighed the benefits of the kernel extension.

3.4 Path-based resource management

Scout [134] uses the abstraction of a path for resource management. Resources are not accounted to
a process, protection domain, or module, but to the execution path of an activity. This execution path
can cross module boundaries. The Escort architecture [164] ensures that all dataflow in Scout is rep-
resented as a path. This is essential to guarantee security and the confinement of information. The
Scout team ported a JVM to the Scout system (Joust [83]) and applied path-based resource control to
Java programs.
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3.5 User-defined resour ce mana gement

A studyof Machperformancemeasuredthatunnecessarymultiprocessorlocking(onauniprocessor)
wasresponsiblefor about10 percentof theoverheadof runningtheOSF/1systemon top of Mach
comparedwith theOSF/1integratedkernel[42]. Thisandthefactthata largenumberof all systems
areuniprocessorsmake it worthwhileto allow applicationspecificschedulingto avoid heavy-weight
locking using mutual exclusion locks.

4 Modularity and reusability

A modulardesignandreusabilityhave beenimportanttopicssincetheearlydaysof operatingsys-
tems.Habermann[78] proposedalayereddesigncalled“functionalhierarchy”, whereeachlayerpro-
videsanew “virtual machine”abstractionto theupperlayers.Parnas[143] andDijkstra’s“THE” sys-
tem [58] also emphasize modularity.

Dependingon themechanismthatis usedto encapsulatemodulesa differentcommunication
mechanismis needed:procedurecall or messagepassing.Lauer& Needham[113] observed that
these are equivalent abstractions that even can be mapped to each other at a conceptual level.

Modularityisespeciallyimportantfor embeddedsystems.Thesesystemshavesevereresource
constraintsandthereforecannotacceptunneededfunctionality. Furthermorethey oftenmustbecus-
tomizedto a specificapplicationdomain.Thereforeit is not astonishingthatmany projectsthatem-
phasizemodularityhave an embeddedsystembackground,for example,MMLite [91], Pure[20],
Pebble [71], and 2K [105]. Modularity and reusability is the main theme of the following systems:

x-Kernel. Thex-kernel[97] is anoperatingsystemthatfocuseson theflexible constructionof com-
municationprotocols.It allowsto composenew protocolsby usingexistingcomponents.Everything
in thex-kernel,includingdevices,is representedasaprotocolandthesystemhasstrongsupportsfor
the compositionof protocols.The x-kerneldemonstratedthat this flexibility doesnot comewith a
performance cost. The x-kernel protocols are faster than equivalent UNIX implementations.

Lipto. Lipto [57] is anOSderivedfrom thex-kernel.It considersmodularityandprotectionastwo
orthogonalconcepts.Lipto usesproxies[158] to uniformly referto local andremoteobjects.It uses
aproxycompilerto generateC/C++codefrom aninterfacedefinition.Thiscomplicatesits usefrom
aprogrammersperspectiveandrestrictsproxiesto classesthatarespeciallypreparedatdevelopment
time.

Microsoft COM. TheComponentObjectModel(COM) [26] is thecomponentmodelof Microsoft’s
Windows operatingsystems.COM is a language-neutral,binary interfacestandardandanarchitec-
turethatdefinesanexecutionenvironmentfor components.An importantpartof thisarchitectureare
socalledapartments.Themainpurposeof apartmentsareto mix componentsthatwerewritten in a
single-threadedstyle(withoutsynchronizingaccessto theobjects),calledsingle-threadedapartments
(STAs) andcomponentsthatusemultiplethreads,calledmultithreadedapartments(MTAs).As COM
wasintroduced1993,atatimewhenWindowsdid notsupportthreads,therewasalot of codewritten
in a single-threadedstyle.The two typesof apartmentscanbemixed in a singleprocess.Callsbe-
tweenincompatibleapartmentsareserializedby usinga proxy insteadof a directobjectreference.
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The programmer must be careful not to share a direct reference to an object between different incom-
patible apartments, for example by using a global variable. Although COM provides the ability to run
a component in a separate process (out-of-process, EXE server), communication with such a compo-
nent is orders-of-magnitude slower.

OSKit. The OSKit [67] attempts to leverage the huge amount of UNIX-like open source operating
system code to build new operating systems. The kit provides glue code to use code from different
systems in a single system, like a NetBSD network stack with a Linux file system. To achieve this
reusability of independent components, existing systems are componentized and equipped with a
COM interface.

MMLite. MMLite [91] is an architecture to build a complete OS out of object-based components. It
is similar to the OSKit approach but allows to even replace the scheduler component or the virtual
memory management component. COM is used as an interface between components, which usually
are written in C or C++. Because modularity is at the object level, the memory of objects can not be
deallocated explicitly. A reference counting garbage collector is used for the heap management,
which has well-known limitations, such as the inability to collect cycles and an overhead for the main-
tenance of the reference counts. Address-space protection is used to provide firewalls but is otherwise
orthogonal to the modular decomposition of the system. Its conceptual architecture is very similar to
Lipto.

5 Extensibility and openness

As many of the previously presented concepts the idea of an open operating system is fairly
old [109]. There are two categories of openness: systems that allow a gradual modification using an
extension interface and systems that allow the wholesale replacement of components. The first cate-
gory includes Mach external pagers [191], extensible file systems [122], as well as applications that
are extensible by providing a so-called plug-in interface. Examples are QuarkXpress, Photoshop,
Netscape, and Gimp. The extensions are loaded in the address space of the application and therefore
must be as trustworthy as the application itself. Current UNIX kernels can be extended by using mod-
ules. As they run in the kernel address space, they must be trusted like the kernel. This situation mo-
tivated many projects to support untrusted extension modules. The most prominent of them are SPIN
and VINO.

SPIN. SPIN [18] is an operating system that can be extended by using so-called event handlers. Event
handlers are portions of untrusted code that can be downloaded into the kernel. Kernel operations trig-
ger events [142] that can be processed by a handler. Memory protection is realized using a type-safe
language to write handlers (Modula-3) and a trusted compiler that signs the handlers. Whether a han-
dler is allowed to handle an event is decided by guards. If the handler runs longer than a certain time
limit it can be terminated. Only handlers that are marked as EPHEMERAL can be terminated. Such
a handler can only call other functions that are marked EPHEMERAL. No kernel function is marked
ephemeral and therefore it is safe to abort an ephemeral handler.

Handlers are downloaded in the kernel as a SPINDLE. A system service in SPIN is decom-
posed into a SPINDLE, a library, and a user-level server. A SPINDLE can be downloaded into the
supervisor address space, a library is loaded into the application address space and can contact the
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SPINDLE via system calls, and the user-level server is used to maintain the state of the service that
outlives the application.

VINO. VINO uses SFI for memory protection. (MiSFIT [161], the “Minimal i386 Software Fault
Isolation Tool”). Extensions are called grafts. Resource consumption of grafts is monitored and an
extension module can be aborted like a transaction. Running grafts in the kernel is usually motivated
by performance concerns. The overhead of the transaction mechanism may render the extensions use-
less for the performance goal.

6 Summary

Current OS architectures are not able to cope with demands of today’s applications. We at-
tribute most of the shortcomings to the used protection mechanism: the address space. Other protec-
tion mechanisms are better suited because they offer more flexibility and finer granularity. In this dis-
sertation we develop an operating system structure using a type-safe instruction set as the only pro-
tection mechanism. Other protection mechanisms that use compiler extensions force the system to
use a trusted compiler that signs the compiled code.We learn from Java that a general purpose lan-
guage can be compiled to a type-safe instruction set. All of the extensible systems (SPIN, VINO, Ex-
okernel) use a combination of several memory protection mechanisms. They use address-space pro-
tection in combination with type safety or Software Fault Isolation. We think that this unnecessarily
complicates the architecture and advocate an architecture that relies on only one protection mecha-
nism: type safety.

Using a different protection mechanism allows a new view at system problems of the past and
reconsider if and how their solutions can be transferred to our new architecture. We learn from the
Mach project to structure the system as a multi-server system to allow restartability, extensibility, and
fault containment. We should not force components to use IPC if not necessary. We learn from SPIN
that type-safe protection allows fine grained extensibility. Microkernels like Mach and especially the
Exokernel emphasize that resources should be managed outside the kernel. Combining this with a
type-safe protection system is a challenging task as such systems require support by a runtime system
that contains many resource management mechanisms and policies.

Virtual machines, or hypervisors, are able to isolate systems running on the same hardware,
but they have no support for sharing and efficient, typed communication.

Microsoft COM apartments demonstrate, that the discussed problems are not only of academ-
ic interest. Apartments subdivide a process in different execution environments. Objects must not be
shared between incompatible apartments, i.e., apartments that use incompatible thread scheduling
strategies. COM can not enforce the isolation between apartments, because a programmer error may
lead to direct sharing of objects, for example when using a global pointer to access the same object
in two or more apartments. A malicious component can not be isolated at all. This shows that a pro-
tection domain should not be separated from execution environment but instead the overhead associ-
ated with a protection domain should be reduced.

Previous operating systems that used type safety for protection were designed as single-user
systems (Pilot, JavaOS) or used type-safety merely as an additional protection mechanism inside one
address space and used address spaces to isolate the tasks of different users (SPIN). Using two pro-
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tection mechanisms complicates the system architecture and application development and also re-
quires two different resource protection mechanisms. We will show that type safety is sufficient as a
protection mechanism to build a multi-user operating system.
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CHAPTER 3 Architectural Overview

This chapter gives an overview of the architecture of the JX system. An in-depth description
of design details and implementation aspects is left to the following chapters.

The JX system replaces hardware enforced address-based protection with protection based on the
type-safety of the instruction set. This means that the system runs in a single-address space and never
leaves the supervisor mode of the processor. The majority of the JX system is deployed in type-safe
Java bytecode. A small microkernel, written in unsafe languages, such as C and assembler, contains
the functionality that can not be provided at the level of the type-safe instruction set. This includes
system initialization after boot up, saving and restoring CPU state, low-level protection-domain and
component management, inter-domain communication, and garbage collection. The microkernel is
logically split in two halves: a runtime system for Java bytecode and a number of system services (see
Figure 3.1). The Java code is organized in components (Chapter 6) which are loaded into domains
(Chapter 4), verified, and translated to native code. Domains can be thought of as a “virtual JVM”.
Each domain provides a complete Java execution environment and is isolated from other domains.
The effect is similar to running each JVM in its own process in a traditional operating system. Com-
munication between domains is handled by using portals (Chapter 5). From a programmer perspec-
tive the portal mechanism is similar to Remote Procedure Call [1] or Remote Method Invocation
[171], but it is more efficient and easier to use than these mechanisms.

Figure 3.1: Structure of the JX system
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1 Modular microkernel

The JX microkernel is designed in the spirit of an Exokernel [61]. The microkernel is as min-
imal as possible. But in contrast to other Exokernels that use protection mechanisms provided by the
hardware, the JX microkernel must contain a runtime environment to allow type-safe protection.

The JX microkernel (see Figure 3.2) contains a complete Java runtime system1. Therefore it is im-
portant that the kernel has a modular structure. We adhered to three important design principles while
building the microkernel:

• avoidance of globally shared state

• avoidance of dynamic resource management

• moving as much functionality as possible to the level of the type-safe instruction set

The most important design principle is the avoidance of shared data structures in the micro-
kernel. State is shared in domains that are outside the microkernel. Especially there are no dynami-
cally growing data structures in the kernel; per domain structures are located in domain memory. This
design is motivated by the fact that the microkernel is the only part of the system that can not be re-
placed while the system is running. Although different microkernels can be configured and built, de-
ploying them requires restarting the complete system.

One design objective was the avoidance of dynamic resource management inside the micro-
kernel. A traditional operating system implements many abstractions in its kernel; for example files
and sockets. The implementation of these resources consumes a varying amount of resources. It is
difficult to trace the resource consumption back to a resource principal.

A further design principle was to implement as much as possible of the system outside the mi-
crokernel at the Java-level. To accomplish this the microkernel contains “open spots” that are filled
by invoking code that runs in a Java domain. Examples are resource management decisions, like CPU
scheduling, interrupt handlers, and locks and condition variables. This reduces the amount of native
code (C and assembler) and the number of transitions between native code and Java code. Such a tran-
sition must cooperate with the garbage collector, which makes it expensive and is a source of errors
and robustness problems.

The microkernel does not use blocking mutual exclusion locks (mutexes) or semaphores. Crit-
ical regions are short and guarded by blocking interrupts on a single processor and using spinlocks
on a multiprocessor.

There are several resources that must be managed by an operating system. Resources can be
classified in physical resources and virtual resources. Physical resources correspond to real hardware
resources, such as main memory, CPU, network bandwidth, and disk blocks. Virtual resources only
exist as an artefact of the computational process. Virtual resources make it easier for applications to
use the system and are usually realized using a complex interaction of physical resources. Examples
of virtual resources are files, sockets, and database tables. The JX microkernel attempts not to provide
any virtual resources and to limit its management of physical resources to a minimum. The only re-

1. JX is a clean-room implementation of the JVM specification. We implemented it from scratch only using our ex-
pertise from a previous project [73]. To make it runnable on the bare hardware we adopted code from Linux and
the OSKit [67], for example the printf implementation for debug messages.
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source that is solely managed by the microkernel is main memory. Even the CPU management can
be delegated to the Java-level.

2 Protection domains

The unit of protection and resource management is called a domain. All domains except Do-
mainZero solely execute Java bytecode. DomainZero contains all the native code of the JX microker-
nel. It is the only domain that can not be terminated. There are two ways how domains interact with
DomainZero. First, explicitly by invoking services that are provided by DomainZero. One of these
services is a simple name service, which can be used by other domains to export their services by
name. Secondly, implicitly by requesting support from the Java runtime system; for example, to allo-
cate an object or to check a downcast.

Each domain has its own heap with its own garbage collector (GC). The collectors run independently
and they can use different GC algorithms. Currently, domains can choose from four GC implemen-
tations. They are described in Chapter 8.

Figure 3.2: Structure of the JX microkernel

The microkernel is logically split into two halves: a runtime system that implements a JVM and ser-
vice implementations that allow other domains to communicate with the microkernel. All of these
services are registered at the microkernel’s name service. The name service itself is installed as the
name service of DomainZero (the domain of the microkernel) and inherited to DomainInit, the initial
Java domain.
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Each domain has its own threads. A thread does not migrate between domains during inter-domain
communication. Memory for the thread control blocks and stacks is allocated from the domain’s
memory area.

Domains are allowed to share code - classes and interfaces - with other domains. But each do-
main has its own set of static fields, which, for example, allows each domain to have its own Sys-
tem.out stream. A task that runs in a protection domain can be an application program started on be-
half of a user or a system service that is shared by many users.

To make domains completely independent from each other communication between domains
is implemented as message passing and called portal invocation. Buffering messages is the responsi-
bility of the source domain’s execution environment. Synchronizing access to the message queue,
flow control, and message acceptance is the responsibility of the target domain’s execution environ-
ment.

3 Portals and services

Portals are the fundamental inter-domain communication mechanism. The portal mechanism works
similar to Java’s RMI [171], making it easy for a Java programmer to use it. A portal can be thought
of as a proxy for an object that resides in another domain and is accessed using remote procedure call
(RPC).

An entity that may be accessed from another domain is called service. A service consists of a
normal object, which must implement a portal interface, an associated service thread, and an initial
portal. A service is accessed via a portal, which is a remote (proxy) reference. Portals are capabilities
[48] that can be copied between domains. A domain that wants to offer a service to other domains can
register the service’s portal at a name server.

When a thread invokes a method at a portal, the thread is blocked and execution is continued
in the service thread (see Figure 3.3). All parameters are deep copied to the target domain. If a pa-
rameter is itself a portal, a duplicate of the portal is created in the target domain. This means that the
portal is passed by-reference.

As a convenience to the programmer the system also allows an object that implements a portal
interface to be passed like a portal. First it is checked, whether this object already is associated with

Figure 3.3: Portal invocation

Domain D2 exports services Service1 and Service2. Domain D1 has obtained a portal to Service1.
When ClientThread1 invokes a method at Portal1 the thread is blocked and ServiceThread1 is un-
blocked and executes the implementation of the service method.
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a service.In this case,theexisting portal is passed.Otherwise,a serviceis launchedby creatingthe
appropriatedatastructuresandstartinganew servicethread.Thismechanismallowstheprogrammer
to completelyignoretheissueof whetherthecall is crossinga domainborderor not.Whenthecall
remainsinsidethedomaintheobjectis passedasanormalobjectreference.Whenthecall leavesthe
domain, the object automatically is promoted to a service and a portal to this service is passed.

Every communication—even betweena domainand the microkernel—isperformedusing
portals.Thisuniformity makesthelocationof aservicecompletelytransparentto thefunctionalcode
of adomain1 andit allowskernelservices,suchasthenameservice,to beprovidedby a regulardo-
main. It furthermore allows to enumerate all communication relationships of a domain.

4 Reusable system components

An importantdesignprincipleof UNIX is the“small is beautiful” principle.An exampleof
thisprincipleis thecombinationof smallprogramsto largerunitsby usingpipesfor communication
betweentheprocessesthatarecreatedfrom theprograms.Eachprocesscontainsasimpleprocessing
stepanddeliversthedatato thenext process.Theusedcommunicationmechanism,thepipe,isapow-
erful abstraction but it has several shortcomings:

• The unit of reuse (program) is identical to the unit of protection (process).

• It is not typed.All programscanbecombinedwith eachotherbut this includescombinations
thatmakenosenseandcanevenbedangerous.A mistakein connectingtheprogramscanonly
bedetectedby analyzingtheerrorsthataresignaledby theprogramsthatreceiveunexpected
input.

• Themechanismis toomuchfocusedondatastreamprocessing.A moreadvancedinteraction
between programs, for example a back channel, is difficult to realize.

All thesepointsareaddressedin theJX architecture.Thefirst point is addressedin JX by usingcom-
ponentsastheunit to build morepowerful abstractionsanddomainsastheunit of protectionandre-
sourcemanagement.Thecomponentis theunit of reuse.It containsthecomplicatedalgorithmsthat
shouldbereusedratherthanreinvented.Thedomainprovidesaruntimeenvironmentfor components.
It allowscomponentsto work togetherin oneprotectiondomainandshieldsthemfrom attacksfrom
outsidetheprotectiondomain.Figure3.4showstwodifferentsystemconfigurationsthatusethesame
set of components.

Thesecondpoint is addressedby usingatypedcommunicationchannel.Thisexcludesseveral
errorswhenconnectingcomponents.It is still possibleto connecttwo componentswhich usethe
samesyntacticaltypebut useit with adifferentsemantics.Theseerrorscanbereducedby thecareful
design of types and an exact specification of the meaning of a type.

Thethird point is addressedby usingtheabstractionof a methodinvocationfor communica-
tion between components.

1. To supporttheconceptof a trustedpathbetweendomainsthesystemallows to identify thecommunicationpart-
ner. This identificationinterfaceshouldonly beusedby codethatsupervisesthesecurityof thedomainandis
separated from the functional code of the domain. For more details see Chapter10.
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5 Bytecode-to-nativecode translator

Because JX runs on an off-the-shelf CPU the type-safe instruction set must be translated to the
instruction set of this CPU by a component called the translator. The translator is a program that runs
in its own domain and that is trusted.

When a component is loaded its methods must be translated from bytecode to native code.
There is a translator domain that is responsible for this translation. The microkernel communicates
with the translator using portal calls. The translator receives the bytecode and delivers the native code
component.

Figure 3.4: Two different system configurations using the same set of components

JX allows components to be used unchanged in different system configurations. A system can be con-
figured with fine-grained protection domains that each contain very few—maybe even a single—
components. Such a configuration isolates the components with respect to their resource consump-
tion and fault properties. It also allows them to be restarted independently from each other and be
replaced by a different implementation. In a system which does not requires these properties, all com-
ponents can be placed in a single domain. In such a configuration communication overhead between
components is removed and the compiler can further optimize the now monolithic system.
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6 Fast portals

Several portals which are exported by DomainZero are fast portals. A fast portal invocation looks like
a normal portal invocation but is executed in the caller context (the caller thread) by using a function
call. This is generally faster than a normal portal call, and in some cases it is even necessary. For ex-
ample, DomainZero provides a portal with which the current thread can yield the processor. It would
make no sense to implement this method using the normal portal invocation mechanism.

A fast portal method can even by inlined because its semantic is part of the kernel interface
and known to the translator. Instead of creating code to invoke the kernel function the translator cre-
ates code that is equivalent to the kernel function.

7 Bootstrapping

A boot loader loads the JX microkernel and all initial system components. After loading the kernel
image and a boot module that contains the initial components the boot loader transfers control to the
JX microkernel, which initializes global memory management, domain management, thread manage-
ment, and portal and service management. Then DomainZero is created as a representative of the mi-
crokernel and the initial thread of DomainZero continues system initialization by initializing the in-
terrupt controller and trying to detect a multi-processor system. Then DomainZero services are ini-
tialized and registered at the name service. Then the first domain executing only type-safe
instructions, is created. We call this domain DomainInit. It usually executes a configuration script that
lists the domains that should be started. A typical system starts domains for device drivers, file sys-
tems, network protocols, file servers, web servers, but also application programs.

Because the system components contain code in an instruction set that can not directly be ex-
ecuted on the CPU, the components must be translated to the native instruction set. The translator can
either run offline or it can be run as a system service. Offline translation must be used for the translator
itself and for components that are used for system initialization. In a static environment, such as an
embedded system, offline translation may be sufficient for the whole system. In a desktop or server
system new code must be loaded onto the system and the translator operates online.

8 Performance measurements

If not otherwise noted all performance measurements in this dissertation are performed using the fol-
lowing hardware:

• CPU: Pentium III (Katmai) Stepping 3, 500 MHZ

• Cache: L1 instruction cache 16 KB, L1 data cache 16 KB, L2 cache 512 KB

• DRAM: 384 MB

• 100 MHZ front side bus

• PCI BIOS: revision 2.10
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• Chipset: Intel 440BX (82371AB PCI-to-ISA / IDE Xcelerator PIIX4)

• Video: Matrox Millenium G200 AGP

• Disk: Maxtor 91303D6, IDE bus

• NIC: 3Com 3C905B Fast Etherlink XL 10/100, 100BaseTX

The performance characteristics of simple Java operations on this platform when being com-
piled using the JX translator is presented in Table 3.1. Each operation was performed in a loop with
5,000,000 iterations. The time for running an empty loop was 11 ns per iteration and was subtracted
from the measured time to obtained the numbers presented in Table 3.1.

For performance analyses of the microkernel and of the Java components the JX system con-
tains an event logging facility. The Java components use a fast portal and the microkernel uses a mac-
ro to log an event. Table 3.2 shows the cycles required to log events. We executed a loop of 100 iter-
ations that logged an event. The time between two events is 87 cycles. We disabled the first and sec-
ond level cache and run the same loop. The time between two events increases dramatically to 3656
cycles. Assuming that the currently used part of the event log is in the cache with a high probability
we subtract 87 cycles from each event transition in the following event diagrams.

Tab. 3.1 Performance of simple Java operations

Operation Time (ns)

virtual method invocationa

a. About half of this cost is caused by the stack size check (see Chapter 8,
Section 4.2).

40

non-virtual method invocationa 35

static method invocationa 33

assignment to an object field 5

creation of a new object 389

Tab. 3.2 Event logging overhead

operation time
(cycles)

standard
deviation
(cycles)

n
(iterations)

kernel logs event (caches enabled) 87 2 100

kernel logs event (caches disabled) 3656 66 100

Java component logs event (cache enabled) 96 4 1000
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9 Summary

This chapter introduced the JX system architecture. JX is a single-address space operating system that
allows protection without the use of memory management hardware (MMU). JX consists of a small
microkernel and runtime system that provides hardware access and an runtime environment for Java
programs. The system contains a bytecode-to-nativecode translator that is integrated with the kernel
which allows certain optimizations, such as inlining of kernel code. The system is structured into do-
mains which are independent JVMs. Code is loaded as a component. Inter-domain method invocation
is performed by using portal calls. There is no object sharing between domains. Sharing is only pos-
sible via portals. Portals are stub objects with no visible state, i.e., no instance variables.

The JX architecture is based on a few abstractions that are explained in detail in the following
chapters: domains (Chapter 4), portals and services (Chapter 5), components (Chapter 6), threads
(Chapter 7), heap memory and memory objects (Chapter 8).
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CHAPTER 4 Domains

This chapter describes the domain abstraction. It describes the lifecycle of a domain, its isolation
properties, and the performance of domain related operations, such as domain creation.

1 Structure of a domain

Every domain contains a heap, a number of code components, threads, portals and services. The heap
is used to store all data of the component, including thread controls blocks, stacks, portals, services,
and components1. The heap memory is managed automatically by using a garbage collector.

2 Lifecycle of a domain

2.1 Creation

A domain is created by using a method of DomainZero’s DomainManager service. Components are
loaded into the domain or shared with other domains (see the Components chapter for details). After
domain creation the domain is automatically activated by starting an initial thread. This thread starts

Figure 4.1: Structure of a domain
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executing an entry method that is specified during domain creation. An entry method is a static meth-
od that must be part of the components that are loaded into the domain. This entry method can be
passed an array of String parameters and an array of Object parameters. As portals are subtypes of Ob-
ject they can be passed in the Object array. It is also possible to pass the naming service to the domain
which allows the domain to obtain more portals. In a former version of JX this was the only way how
a domain could obtain a reference to the naming service. This required that the naming portal be
passed around in the system either by passing it to newly created objects as a parameter of the con-
structor or by storing it in a static variable. This turned out to lead to very cluttered programs and we
introduced an easier way to obtain the naming portal. There is a static method InitialNaming.getInitial-
Naming() that is part of the zero interface component. This method has an empty implementation but
the translator emits a call to a microkernel function whenever it translates an invocation of this static
method. The microkernel function returns the naming portal of the domain that issued the call. The
interface of the Naming portal is described in Figure 4.2.

2.2 Termination

A domain can be terminated explicitly at any time1 using a kernel service. The security system
decides whether one domain is allowed to terminate another domain. A domain terminates automat-
ically when there are

• no running threads,

• no services,

• no references to threads from the outside2, and

• no registered interrupt handlers.

When all these four conditions hold the domain has no internal activity and can not be activated from
the outside.

When a domain is terminated, all threads are stopped, all services are deactivated, and active
service invocations are terminated by throwing an exception to the calling domain. Threads that wait
for the completion of a portal invocation are terminated by signalling the termination to the called

Figure 4.2: Naming portal

The Naming portal has two methods: a method to register a portal and a method to lookup a portal.
This represents the minimal functionality of a name service. Additional methods that allow, for ex-
ample, to unregister portals or receive a notification when a new portal is registered, can be provided
by name services that run outside DomainZero and use an extended Naming interface.

public interface Naming extends Portal {
void registerPortal(Portal portal, String name);
Portal lookup(String name);

}

1. Device-driver domains can defer termination.
2. References to threads from outside the domain could be used to unblock a blocked thread. One use of these ref-

erences is to unblock a thread by a timer service that runs in another domain. See Section 3.3 of Chapter 9 for
details about the timer service.
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domain, which then can decide to terminate the call at once or when it reaches a save point to do so.
The reference counts of all memory objects (see Chapter 8, Section 3.1) and services (see Chapter 5,
Section 5) that are referenced by portals of the domain are decremented. The fixed memory area and
the heap are released.

It is difficult to safely terminate threads or protection domains in systems that support fine-
grained sharing of objects. A thread can hold a lock for an unlimited amount of time. Terminating the
thread while it holds the lock may leave the data structure in an inconsistent state. Rudy et al. [149]
present a technique based on bytecode rewriting that can safely terminate a thread. These problems
only appear because threads and data structures are not unambiguously associated with a protection
domain. In JX objects as well as threads are cleanly separated into domains and domains share infor-
mation by using portals. The use of a portal—the invocation of a method—is clearly visible in the
source code. Every portal invocation can throw an exception, for example, when the server domain is
terminated. Whether the data structures of the server domain become inconsistent is not relevant, be-
cause it is terminated anyway. The client domain can detect and react to a server termination by catch-
ing and handling the thrown exception.

3 Isolation

The domain is the unit of protection and resource management. It is isolated from other domains with
respect to resource usage and data access:

• Sandbox: Every domain can only access its own data or methods or invoke methods that are
exported by other domains.

• Faults: Due to a software bug or hardware error a domain can fault. The domain must be re-
moved or restarted without affecting the rest of the system. All resources of the domain, such
as interrupts and memory, must be freed.

• Resource usage: Every domain can use a granted resource without affecting other domains.

Fault isolation can be used to guarantee non-stop system execution. A (reliable) monitor mod-
ule and a (reliable) specialized TCP implementation could be used for remote administration even in
case of a complete fault of the remaining system.

3.1 Resource management

The unit of resource accounting is a domain. Once a resource, such as memory or CPU, is committed
to a domain it can be used without further accounting. For example, a domain manages its heap with
large memory blocks. Once such a block is committed to the domain it can use an arbitrary memory
management scheme to allocate objects in this block.

Resource types. There are two fundamental resources: memory and CPU time. Because these two
resources are necessary for every computation we call them primary resources. Depending on the
hardware of the system there are additional resources, such as a disk, a network interface, a display,
and input devices. We call them secondary resources because they require primary resources to be
used. Built upon primary and secondary resources are virtual resources. They are a virtualization of
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primary and secondary resources to allow (i) concurrent access by multiple users or programs and to
allow (ii) easy and portable access to the resource by providing a high-level API.

The management of the two primary resources is explained in Chapters “Processor Schedul-
ing” on page 73 and “Memory Management” on page 83.

When a domain obtains a portal to a service in another domain it acquires a virtual resource. When
the domain terminates this resource must be released. This is done automatically when the reference
count of the service drops to zero. The service may have allocated resources that are not released au-
tomatically. Therefore a method serviceFinalizer() is invoked at the service object when the reference
count of a service drops to zero. This method is used for example in the window manager. The win-
dow manager creates windows for client domains. When such a client domain terminates the window
service is deleted. All windows that belong to this client must be closed and associated resources must
be released.

Shared services. When more than one domain obtains a portal to a service the service is shared be-
tween domains. Shared services usually implement high-level abstractions, such as files, or network
connections. The implementation of these high-level abstractions maps the high-level virtual resource
to lower-level virtual or physical resources. The domain that implements this mapping and provides
the high-level resource is responsible for accounting the resource usage. How this accounting is done
is outside the scope of the JX architecture. The resource container abstraction [13] can be used to sep-
arately account different services that run in the same domain but service different resource princi-
pals.

Protected data structures. Address-based systems must allocate data structures in the kernel ad-
dress space1, which requires a separate resource accounting mechanism for the memory that is con-
sumed by these data structures. Type safety allows the kernel to maintain a data structure on the heap
of a domain without the domain itself being able to access this data structure directly. We call these
data structures protected data structures. Because protected data structures are stored on a domain’s
heap they do not consume any global resources.

3.2 Execution environment

A domain provides an execution environment for components. Components with differing re-
quirements are run in different domains. An execution environment includes

Memory management. A domain can use a specific garbage collection strategy (or no garbage col-
lection at all).

Scheduling and synchronization. A domain can use a specific thread management strategy, includ-
ing a custom implementation of mutexes and condition variables, and a scheduling strategy (non-pre-
emptive or preemptive, priority-based, deadline based).

Portal and service management. It can be specified per domain and per service implementation
class how incoming service requests are handled, whether a new thread pool is created for a service,
and whether a new service thread is added to the thread pool if a service thread should block.

1. An example are LPC message blocks in Windows 2000 [163].
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Namespace. Code that runs in a domain needs portals to communicate with other domains. Initially
a domain can access only a name service portal1. The name service for the initial domain, Domain-
Init, is provided by the microkernel, DomainZero. When a domain creates a new domain the creating
domain can attach a new name service to the created domain, otherwise the name service of the cre-
ating domain is used. The current implementation of DomainInit creates a new name service and at-
taches it to all domains it creates. This guarantees that the name service of the microkernel is only
used during bootstrapping the DomainInit naming service.

4 Domain ID

Several data structures in the microkernel and on a domains heap need to reference domains.
Although it is sufficient to use a domain ID to unambiguously refer to a domain, using a direct pointer
to the Domain Control Block (DCB) is much faster. In the current implementation DCBs are not
moved but when a domain terminates the DCB of the domain is reused for domains that are newly
created. This means that before a domain pointer can be used it must be checked whether it is still the
DCB of the original domain. To be able to perform such a check the domain ID must be stored to-
gether with the domain pointer. Before the DCB is used this domain ID must be compared with the
domain ID that is stored in the DCB. This requires the domain ID to be unique during the complete
lifetime of the system, i.e. between two reboots. If a domain is created every nanosecond2 a 64 bit
range for domain IDs will last for 830 years. This means that the system must be booted at least once
in 830 years.

5 Performance evaluation

Creation time. We measured the time to create a domain and compare it with the time to create a
process in Linux. We created 100 domains and measured the time. On Linux we created 100 process-
es by using the fork system call and measured the time. We also used fork in combination with exec
to load a new program. The results are presented in Table 4.1. JX domain creation includes the com-
ponent loading and preparation (see Chapter 6 p.59). It can be compared with a combination of fork
and exec on UNIX. The factor of domain creation to Linux fork/exec is about 1.2 (Table 4.1).

1. As has been described in Section 2, during domain creation a domain is passed an object array that also may con-
tain portals. This feature is a recent addition to the system and it is only necessary to reduce the startup time of
domains and saving costly name service lookups. In principle, passing only the naming portal is sufficient.

2. Note that the domain creation time on our 500 MHZ PIII is about two milliseconds.

Tab. 4.1 Domain creation time and destruction time

operation time (µs)

JX domain creation 2245

Linux fork 263
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Memory footprint. Many applications, such as databases, agent platforms, and active networks must
create large numbers of domains that each encapsulate a small amount of untrusted code. A small
memory footprint of a protection domain is important for these applications. The memory overhead
of a domain consists of the Domain Control Block, the domain specific code, the heap, and data struc-
tures that are allocated per-thread. Each thread needs a thread control block, which includes an area
to save the CPU state and a stack. The stack consumes most memory and often the major part of this
memory is unused. To avoid this situation a linked stack frame organization could be used. Stack
frames are not taken from preallocated stack memory but allocated from the global memory pool and
linked together. Although this approach does not waste memory for unused stack space it increases
the method invocation overhead and can lead to fragmentation of the global memory system. There-
fore we use a technique that is a combination of these two. We allocate a stack chunk that is relatively
small. When there is no space to allocate a new stack frame we create a new stack chunk and link
these two chunks together. When all stack frames of a stack chunk are freed, the chunk can also be
released. To avoid allocation and deallocation of chunks that contain only one frame, deallocation
must be delayed. It could be delayed until the previous chunk is half empty, but this would require a
special check every time a stack frame is popped. Therefore we delay it, until the previous chunk is
empty.

Figure 4.3 compares the memory requirements of a JVM process on Linux with the memory
requirements of a JX domain. It is difficult to notice the JX line because a JX domain has a low mem-
ory footprint of 35 KB while a JVM process requires 3.4 MB. This data can be paged to secondary
storage and only a part of it (the working set) needs to be resident in memory. But because of the large
difference in DRAM and disk access speed paging severely affects performance.

The 35 KB can be split into 7 KB private code (including memory for static variables), 4 KB
scratch memory used for portal parameter copying (see Chapter 5, Section 3.1), and 24 KB heap. The
heap is populated by 10 KB character arrays that are created by the static initializers (for example by
the Character class) and the “Hello World” application, less than 1 KB small objects, 8 KB for two
stacks (4KB each for the initial thread and the garbage collector thread), 600 Bytes for two thread
control blocks. This sums up to 20 KB. The remaining 4 KB are allocated but not used.These numbers
indicate that scalability can still be improved by reducing the number of statically allocated character
arrays and by reducing the stack size. One cost is not included in the 35 KB, that is the memory con-
sumed by the Domain Control Block. The DCB contains storage space for the domain-local GC im-
plementation (196 bytes), for the domain-local scheduler (128 bytes), and 484 bytes for domain man-
agement. Additionally it contains a list of services and a list of service thread pools1. These lists con-
sume 4 * MAX_SERVICES + 4 * MAX_THREADPOOL bytes, where MAX_SERVICES is the
maximal number of services exported by the domain and MAX_THREADPOOLS is the maximum
number of thread pools for service threads (see Chapter 5 for details). Using a reasonable number of
50 services and 50 thread pools adds 400 bytes to the memory consumption of a domain.

Linux fork/exec 1814

1. In the current prototype these lists are statically allocated when a domain is created. They should also be placed
on the heap.

Tab. 4.1 Domain creation time and destruction time

operation time (µs)
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Figure 4.3: Protection domain memory footprint

The UNIX/JVM graph shows the memory consumption (data segment) of UNIX JVM processes. The
JX domains graph shows the memory consumption of JX domains that execute a “Hello World” pro-
gram.

Figure 4.4: Break down of the memory footprint of a JX domain
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6 Summary

This chapter described the domain abstraction. The domain is the unit of protection and re-
source management. A domain isolates code that is running in it against other domains. Each domain
provides an execution environment that can be tailored to the needs of the code that runs in it. Domain
creation is about 20% slower than fork and exec on Linux. The memory footprint of a domain is about
one percent of the memory footprint of a JVM process on Linux.
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CHAPTER 5 Portals

This chapter describes the portal invocation mechanism. The chapter first describes the mech-
anism from an application programmers perspective and then discusses its implementation and the
interrelations between the portal invocation system and other parts of the system, such as the sched-
uler, translator, and garbage collector.

1 Design principles

The portal invocation is the central inter-domain communication mechanism. Its design was guided
by the following principles:

• The communication mechanism must allow two domains to communicate but otherwise com-
pletely isolate them. The domains should depend on each other only during an exactly defined
period of time.

• Communication must be possible between two mutually distrusting domains. Neither of them
should be able to launch a denial-of-service attack or to obtain any data from the other domain
without the permission of this domain.

• The communication mechanism must be similar to an abstraction that is well known to the
programmer: the method invocation.

• It must be possible to extend the mechanism to a distributed communication mechanism.

There are several alternatives for inter-domain communication. A direct method call using the same
thread and the same stack can be used. The problem is a bad isolation of domains. A thread would be
able to run in different environments or protection domains. Another alternative is the use of asyn-
chronous message passing. This is the typical model for IPC in message-passing microkernels. It is
non-transparent and is usually used to build a synchronous message-passing mechanism.

2 Programming model

Portal invocation is designed adhering to two major principles: it must naturally fit into the object-
oriented programming model and must be easy to use for the programmer. We use a communication
mechanism that is similar to a Remote Procedure Call (RPC) and to Java’s Remote Method Invoca-
tion (RMI).
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Domains communicate solely by using portals. An object that has the ability to be accessed from an-
other domain is called service object. Each service is associated with a service thread or a thread pool.
A portal is a remote reference that represents a service, which is running in another domain. Portals
are capabilities that can be passed between domains.

A portal looks like a normal object reference. The portal type is an interface that is derived
from the marker interface1 jx.zero.Portal. A portal invocation behaves like a normal synchronous in-
terface method invocation: The calling thread is blocked, the service thread executes the method, re-
turns the result and is then again available for new service requests via a portal. The caller thread is
unblocked when the service method returns. While a service thread is processing a request, further
requests for the same service are blocked if the service uses only one thread to process requests.

The creation of a new service requires an interface and an implementation of the service (see
Figure 5.1). The client can obtain a portal and invoke methods at the portal (see Figure 5.2). A server
domain can provide an implementation of the service by implementing the portal interface and in-
stantiating the implementation class (see Figure 5.3). The resulting instance is called a service object.

1. A marker interface is an interface that contains no methods and is solely used to state that an object has a certain
property. Marker interfaces are very common in Java. They are used to indicate that an object can be serialized
(Serializable) or cloned (Cloneable).

Figure 5.1: The interface of a portal

This example shows an interface MyService that is a portal interface. It contains a method sayHello(),
which expects one parameter. The type of the parameter is a regular class.

interface MyService extends jx.zero.Portal {
void sayHello(MyParam p);

}
class MyParam {

int a;
}

Figure 5.2: Portal client code

This example shows how a client uses the portal defined in Figure 5.1.

MyService svc = ... ;
MyParam paramObj = ... ;

svc.sayHello(paramObj);

Figure 5.3: Service implementation

This example shows how the portal interface can be implemented.

class MyServiceImpl implements MyService {
void sayHello(MyParam p) {...}

}
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Whether a method invocation at a portal interface is performed within the same domain or
crosses a domain boundary is not visible by looking at the client code. This transparency is required
for the reusability of the client code in different environments. But to be really reusable the client
must be programmed in a defensive style. The code must not make assumptions about the sharing of
parameter objects. They may be shared if the service runs in the same domain or copied otherwise.
The code must also not make assumptions about the thread that executes the service code. It is the
current thread if the service runs in the same domains or the current thread blocks and a thread in an-
other domain executes the service method. This may lead to a deadlock situation if the client is itself
a service that is called by the service in the other domain. To avoid such deadlock the portal invocation
subsystem can spawn a new service thread whenever a service thread blocks. Blocking a client thread
during a portal call also has consequences for object consistency in a non-preemptively scheduled do-
main. In such a domain no object locking is necessary but all objects must be in a consistent state
when a thread blocks. This means that whenever a portal method is invoked, may it block or not, all
objects must be in a consistent state.

3 Parameter passing

The fundamental question for an inter-domain communication mechanism is whether param-
eters should be copied or shared. The main motivation for data sharing is performance. Certain RPC
implementations, such as Lightweight RPC (LRPC) [17], use shared communication buffers for pa-
rameter passing. Shared communication buffers, or more generally shared heaps, have several prob-
lems:

• They complicate memory and CPU accounting. Sharing a garbage collected heap leads to re-
source consumption that can not unambiguously be attributed to a domain.

• They lead to more complex programs. The programmer has to decide whether an object is
used as an parameter and allocate this object on a shared heap.

• It is difficult to evaluate the data and fault containment properties of applications that share
objects. Domains have communication relationships not only during the start and end of a
method invocation but during the whole invocation and even beyond it. This would make it
impossible to decide whether a fault in one domain leads to a fault in another domain without
detailed analysis of the source code. The same argument applies to the containment of infor-
mation, which is important for the security of the system.

• It would be difficult to transparently distribute such applications. Access to shared parameter
objects would lead to message exchanges and does not scale well.

• It would require the use of write barriers to prevent illegal references between shared heaps
and local heaps [10]. These write barriers slow down the very frequent operation of access to
local objects. We expect that many applications with infrequent inter-domain communication
will perform better with parameter copy and without write barriers.

JX does not use shared buffers for parameter passing because we consider accountability and main-
tainability more important than a small performance improvement for communication-intensive pro-
grams. The essential advantage of copying is a nearly complete isolation of the two communicating



38

protection domains. The only time where two domains can interfere with each other is during portal
invocation. This makes it easy to control the security of the system and to restrict information flow.
Another advantage of the copying semantic is, that it can be extended to a distributed system without
much effort. But copying parameters also poses several problems.

• It leads to duplication of data, which is especially problematic when a large transitive closure
is copied.

• The object identity is lost during copying.

In practice, copying posed no severe performance problems, because only small data objects are used
as parameters. Objects with a large transitive closure in most cases are server objects and are accessed
using portals. Using them as data objects often is not intended by the programmer.

3.1 Copying algorithm

After the decision for a copying parameter passing semantics we now look at the details of the
copying algorithm. The following questions must be answered:

When must objects be copied between domains? Objects must be copied during parameter pass-
ing and when passing the return value. When an exception is thrown during a service execution the
exception object must be copied to the caller domain and thrown in the client thread. When a domain
is created the name service portal must be copied to the new domain. In all cases we use the term
parameter graph to denote the object graph that is copied between domains.

Who copies the parameters? Parameters can be copied by the caller thread (client copying) or the
callee thread (server copying). We expect that many calls are waiting to be serviced and it wastes serv-
er heap space to copy parameters before a server thread is ready to process the call.

Are DoS attacks possible? The whole object graph that is reachable from the parameter reference is
copied. A client domain can attack the server by using a large object graph. The same attack can be
performed by the server using the return value. There are two solutions for this problem. The server
can limit the amount of data that is copied per call or use a separate heap for objects that are copied
into the domain from the outside. The separate heap complicates heap management and allows an at-
tacker to cut off the domain from communication by flooding this heap. Therefore we use a per-call
copy quota. Two other DoS attack would be possible if client copying would be allowed. A client
could flood the server’s heap by using many parallel portal calls each in its own thread and with pa-
rameters just below the per-call quota. A per-client quota would solve this problem. The second prob-
lem is more subtle. During parameter copying the heap must be locked. A DoS attack would be pos-
sible by performing calls with a sufficiently high frequency and parameter graph that is large but be-
low the quota. Especially if the client is granted more CPU cycles and scheduled more frequently than
the server domain the server could be locked out of its own heap. These attacks are not possible if the
server copies the parameters and return values.

How are cycles detected? The parameter copying algorithm must transfer the whole object graph
that is reachable from the parameter reference in the source domain and rebuild the object graph in
the destination domain. This means that cycles in the object graph must be detected and reconstructed
in the target domain.
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During a portal communication object graphs are transferred in two directions: the parameters
of the call are transferred from the client to the server and the return value is transferred from the serv-
er to the client. When we talk about the object graph transfer we call the domains source domain and
target domain. When the client/server relationship is important we talk about client domain and server
domain and distinguish between parameter passing and return value passing.

A simple algorithm (COPY0) uses a scratch memory to remember all references that are al-
ready copied and looks in this memory to detect already copied objects. The data structure of the
scratch memory consists of pairs of references (source, destination). We call this data structure map-
ping table. If the reference is found as the source part of a pair the destination reference is used instead
of copying the object.

As indicated by the performance measurements in Section 7.3 this algorithm exhibits poor
scalability. A more sophisticated algorithm (COPY1) uses the source object to store a pointer to the
destination object (forward reference). When storing the forward reference a part of the source object
is overwritten. Thus this algorithm needs a second pass to correct all changed objects on the source
heap. The problem is to obtain the overwritten data. The target object can not be used because source
and target objects may not be identical. For example, a service object is promoted to a service and a
portal is passed. The source graph then contains an object and the target graph contains a portal.
Therefore the overwritten word must be remembered in the mapping table. But as the destination
pointer is no longer needed the size of the mapping table is identical to COPY0. Forwarding pointers
are removed by correcting all objects that are listed in the mapping table when copying is finished.
Because this algorithm modifies source objects no other thread should be allowed to access the heap
of the source domain during copying. If a GC of the target heap should become necessary, the copying
can be aborted and restarted after the GC. Aborting the copying only requires resetting the forwarding
pointers of the source heap. The copied objects on the target heap are garbage because they are not
yet referenced.

3.2 Passing special objects

Portals. When a portal is passed as a parameter in a portal call, a corresponding portal is created in
the target domain (see Figure 5.4).

Portals that return home. When a portal is passed to the domain in which its service resides, a ref-
erence to the service object is passed instead of the portal (see Figure 5.5).

Service objects. When a service object is copied to another domain it is automatically promoted to a
service and a portal to the service is passed to the other domain. This substitution of a portal for the
service object only works if the type of the reference is the interface and not the implementation class.
To guarantee that this requirement holds, the target domain is not allowed to contain the class of the
service object. If the target domain contains the implementation class an exception is thrown when a
portal is transferred to this domain.

Passing objects by value increases the performance in a distributed system, but passing the
“wrong” reference by value could duplicate the whole server. Only objects at the leaf of the object
graph should be passed by value. The decision whether an object should be passed by reference or by
copy should be left to the programmer. Marking a class as a service and the automatic service creation
allow the programmer to make this decision while the details are handled by the system.
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Figure 5.6 shows how an object graph that contains a service object is transformed during
copying the graph to the target domain.

Several connection types between subgraphs can lead to problems or unexpected behavior (see
Figure 5.7). In the following we call the object graph that is spawned by a service object service graph
and an object graph that is spawned by a parameter object and pruned at service objects parameter
graph.

We will look at the following types of references:
0 (a) Reference between service graphs

(b) Reference form service graph to parameter graph

(c) Reference from parameter graph to service graph

References of type (a) lead to no differences between the intra-domain and inter-domain behavior.
Such references are no problem because objects that are behind a service object are not copied and
therefore the reference between the service graphs is retained.

References of type (b) and (c) connect parameter graph and service graph through a regular
object1 This leads to a partial copy of the service graph to the target domain. Depending on the im-
plementation this may lead to inconsistencies and therefore connections between a parameter graph

Figure 5.4: Portal to service in other domain

This parameter graph contains a portal to a service in a third domain (which is not the target domain).
Such a portal is copied to the target domain and the reference count of the service is incremented.

1. Otherwise they are always connected through a service object.
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and a service graph should be avoided. We currently have no automatic mechanism to detect these
connections at development time. But fortunately we also do not know any practical example for this
kind of problems.

As a convenience to the programmer the system also allows an object that implements a portal
interface to be passed like a portal. First it is checked, whether this object already is associated with
a service. In this case, the existing portal is passed. Otherwise, a service is launched by creating the
appropriate data structures and starting a new service thread. This mechanism allows the programmer
to completely ignore the issue of whether the call is crossing a domain border or not. When the call
remains inside the domain the object is passed as a normal object reference. When the call leaves the
domain, the object automatically is promoted to a service and a portal to this service is passed.

Automatic promotion of an object to a portal has a problem if the service object implements
more than one portal interface. Which one should be used? There are at least two possible ways to
resolve this ambiguity:
0 (a) When an object is passed during method call as argument or return value the type specified in

the method signature could be used. This does not work with deep copied objects, because
such an object can contain the class as the static type and not the interface. It also does not
work when the portal method’s parameter has a class type and not the interface type.

(b) Allow the programmer to choose by registering mappings. Type mappings must be identical
for the type space that is shared between the two domains.

Figure 5.5: Portal to service in target domain

The parameter graph contains a portal to a service running in the target domain. During graph copy-
ing every reference to the portal is replaced by a reference to the service object.
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(c) A service object must not implement two unrelated portal interfaces. It is, however, allowed
to implement two or more portal interfaces that are in a subtype relation. In such a case the
portal object is created by using the most specific type.

We choose variant (c) because it requires no programmer support (as variant (b)) and works in all
practically relevant situations (unlike variant (a)).

3.3 Implicit portal parameters

In some situations additional information must be passed with a portal invocation. For this purpose it
is possible to attach an object to the current thread. This object is passed as an implicit parameter dur-
ing a portal call that is performed by this thread and the object is attached to the server thread. With
this mechanism data can be passed along a portal invocation path. Implicit parameters can be used to
pass credentials with a portal call. These credentials could be portals that testify that the client has

Figure 5.6: Pruning a large object graph at service objects

This figure shows an object graph that is spawned by the boxed object. The graph contains all objects
that are transitively reachable from the root object.
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certain rights. Not being forced to pass them explicitly makes the functional code more readable and
easier reusable.

3.4 Summary

A service object is a regular object that is marked by using an empty interface. A service is a special
object that has a reference to a service object and that can be referenced from outside the domain by
a portal object.

4 Garbage collection and portal invocations

When parameters or return values are copied between domains the target domain may need a garbage
collection. When a garbage collection occurs during parameter copying the copying is restarted.

During portal invocation the GC can run in the caller or in the callee domain. The portal call
copies the object graph of the parameters from callee to caller domain. When the GC moves objects
that are contained in this graph, it must also update the internal tables of the portal invocation system.

The parameter graph (in the client domain) may be changed during copying but objects must
not be moved or deleted. When a GC happens in the client domain during parameter copying the map-
ping table (see 3.1) must be updated.

There are two occasions when a service thread has to wait for a garbage collection in another domain:
during service creation and return value passing.

Service creation. A service is always created by passing a service object to another domain. During
service creation new objects, such as the service control block, must be allocated. This allocation
could trigger a garbage collection. Because parameters are copied by the receiver, the receiver thread
waits for the completion of a garbage collection in the client domain.

Figure 5.7: Problematic connections

There are three types of problematic connections: (a) a connection between service graphs, (b) a con-
nection between a service graph and a parameter graph, (c) a connection from a parameter graph into
a service graph.
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Return value. The return value is copied from the server domain to the client domain in the service
thread. If a garbage collection is necessary in the client domain the copying is restarted after garbage
collection is finished.

5 Life-cycle management of services

As already mentioned portals and services can not be created explicitly by an application program. A
portal is created during portal communication, when a service object is passed to another domain. In-
stead of copying the service object the portal invocation system creates a service in the source domain
and a portal in the target domain. Portals and services are also automatically destroyed.

5.1 Service creation

As explained in Section 3.2 a service is automatically created when a service object is part of an ob-
ject graph that is transferred between domains. All service data structures are created. The initial data
structure is a service control block (SCB), which contains pointers to other data structures related to
this service.. A former version of JX created a new thread for each newly created service, which ren-
ders a service a very heavy-weight abstraction and made it unusable for many puposes. The file sys-
tem, for example, represents every open file as a service and using a thread, including a stack, for ev-
ery open file is a lot of overhead. For this reason we changed the system to use thread pools and allow
an newly created service to use an already existing thread pool or create a new one. When an existing
thread pool is joined, the overhead of a service solely consists of 40 bytes to store the SCB.

5.2 Service termination

The service control block maintains a reference counter. Passing a portal to another domain
increments the reference counter of the service. Garbage collecting a portal decrements the counter.
Terminating a domain means “garbage collecting” all portals of this domain, which decrements the
reference counters of their associated services. When the reference counter drops to zero the service
is destroyed. When a service is destroyed the method serviceFinalizer() is invoked at the service object
to inform the service about its destruction. The service can use this method to release all resources
that it allocated to the service. In the window manager the window service uses this method to close
the window. The serviceFinalizer() method is started in a new thread to release the resources of the ser-
vice completely without waiting for the method to finish.

A service can also be destroyed even if its reference count is not zero. This happens when the
user explicitly requests it or when the domain is explicitly terminated. All subsequent attempts to in-
voke the service will throw an exception in the caller thread. This essentially has the effect of revoking
access to all portals to the service.

Using a reference counting technique has the advantage that garbage collection activity (in-
crementing reference counts) is performed during a portal call and during the garbage collection of a
client domain (decrementing reference counts). There is no other interaction needed between do-
mains. On the other hand reference counting can not detect cyclic data structures. A simple cycle that
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spawns two domains is created when an object graph of a service A contains a portal to a service B
in another domain and the object graph of B contains a portal to service A.There is currently no mech-
anism to detect and resolve such cycles.

6 Implementation

Figure 5.8 shows the data structures that are used by the portal call implementation. A portal
is an object that lives on the heap of a client. It contains the following information:

• A domain ID that identifies the domain in which the service is running.

• A domain pointer, which is used for a fast lookup of the domain control block (DCB). DCBs
are reused after a domain terminated. If the domain pointer is valid the domain IDs from the
DCB and from the portal must be identical.

• A service ID which denotes the service. We can not use a direct pointer to the service control
block (SCB), because SCBs are located on the heap of a domain and may be moved by a com-
pacting or copying GC. Using a direct pointer would require updating data of foreign domains
during a GC cycle. It is also not an indirect pointer because the whole domain may be moved
or swapped out, which would invalidate all pointers. Therefore each domain has a service table
that consists of pointers to service control blocks (SCB). The service ID is an index into the
this service table.

The SCB contains information which is relevant to maintain the service and perform service invoca-
tions. It contains a list of waiting threads, a reference to the service object and a thread in which the
service execution takes place. To detect unreferenced services the SCB contains a reference counter
that is incremented whenever a new portal to the service is created and decremented when a portal is
destroyed.

Every TCB has a reference to it’s current client (if any). The reference, called mostRecently-
CalledBy, is updated by the GC when the client TCB is moved in the client domain (see Chapter 8,
Section 2.2).

During a portal communication the client thread (caller) is blocked and a service thread in the
service domain (callee) is unblocked. A service is associated to a pool of service threads. To execute
a call one thread is removed from this pool and added to the pool when the service execution is fin-
ished. During the execution of the service the client thread is in the state PORTAL_WAIT_FOR_RET.
When no threads are available in the pool the client thread is blocked in the state
PORTAL_WAIT_FOR_RCV. A thread in the thread pool is in the state PORTAL_WAIT_FOR_SND.

Figure 5.9 shows a flow diagram of the portal send operation. This operation is executed in
the client thread and accesses the service data structures of the server domain. Atomic operations are
implemented by disabling interrupts on a uniprocessor and using spinlocks on a multiprocessor. A
previous version of send first checked whether the target domain is the current domain and executed
the portal call as a normal method invocation. Then the functionality of passing a portal as the service
object was added. This leads to the invariant that the heap contains no portals to its own domain and
the current-domain check could be removed from send.
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Figure 5.10 shows the flow diagram of the receive operation. This flow diagram has no end
state because a receiver thread always blocks waiting for the next sender once it finished processing
a request.

6.1 Thread state transitions during a portal call

The client thread changes its state during a portal call (see Figure 5.11). A single wait state is not suf-
ficient because the different phases of the service thread execution impact the client domain in differ-
ent ways. The first phase is the parameter copying phase (PORTAL_WAIT_FOR_PARAMCOPY).
A garbage collection can be triggered during this phase. After copying the parameters the thread waits
for the execution of the service to finish (PORTAL_WAIT_FOR_RET). No interaction between ser-
vice and client thread happens in this phase. When the service is finsihed the return value is copied
to the client ( PORTAL_WAIT_FOR_RETCOPY).

Only threads that are in the state PORTAL_WAIT_FOR_PARAMCOPY or
PORTAL_WAIT_FOR_RETCOPY interact with other domains.

Figure 5.8: Portal data structures

A portal object contains a domain ID and a service ID. The portal does not depend on the physical
location of the domain or the service within the domain. The serviceID is used to look up the service
control block. The vtable of the portal object contains pointers to the implementation of the send()
function.
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Figure 5.9: Send operation

This send operation is executed by a thread that invokes a method at a portal object. The operation
requires atomicity to check the state of the target domain, the target service, and to enqueue the thread
at the service.
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Figure 5.10: Receive operation

The receive operation is executed by threads that process service invocations. These threads are either
executing a service method (the process box in the flow diagram) or are blocked in a service thread
pool (caused by block in pool). The sequence end atomic; handoff to sender; begin atomic can be
implemented very efficiently by storing the interrupt mask in the thread context. Saving or restoring
this mask requires only two processor instructions on the x86.
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6.2 Premature call termination

A service execution can be terminated when the client domain terminates or requests an abort of the
service execution. Systems that use a migrating thread RPC, such as LRPC, must cope with this spe-
cial case. The server thread can not be terminated at arbitrary time because this could lead to incon-
sistent data structures in the server. LRPC provides a mechanism to initialize a new thread from a
“captured” thread. The new thread returns as if the call was aborted with an exception. The original
thread continues to execute in the server domain and is destroyed when the server returns.

As the portal invocation is not implemented using a migrating thread model it can abort a ser-
vice execution by setting an abort flag in the thread control block of the service thread and raising an
exception in the client thread. The service thread can check for the abort flag at a safe point and also
terminate by raising an exception.

6.3 The translator and portal communication

The Java source code and the bytecode of components need not be changed when components are
collocated in the same domain or dislocated in separate domains. But the behavior of a method call
at a portal interface must be different in the two cases. In the first case the object that implements the
portal interface should be called directly, in the second case the microkernel must be invoked to per-
form the portal call. In both cases the same bytecode instruction is used: invokeinterface. This instruc-

Figure 5.11: States of a client thread during a portal call
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tion is also used for all other interface invocations. Should an interface invocation at a portal interface
treated specially, in other words, should the translator emit special code when the interface is a sub-
interface of jx.zero.Portal?

In an initial JX implementation a portal method invocation was treated specially by the trans-
lator. The translator emitted machine instructions that directly transferred control to the microkernel.
This method has several shortcomings. It limits flexibility because an ordinary object could not be
used instead of the portal proxy and it complicates the translator.

In the next generation of JX the runtime system generated jump code (trampoline) when a new
portal was created in a domain. This trampoline code contains the method table index. All method
table entries are directed to this jump code. Now a portal proxy looks like a regular object. The major
disadvantage of this implementation is the requirement to dynamically allocate code memory for the
trampoline code. As this code can not be moved1, it can not be allocated on the heap but must be al-
located in the non-movable memory area.

The current generation of JX emits the same code for a portal invocation and an interface in-
vocation and does not generate trampoline code. The entries in the vtable of a proxy directly point to
the send() kernel function. This creates the problem that the send() function no longer has information
about the method index and it therefore does not knwo which method it should invoke and how many
parameters it should copy. We solved this problem by passing the method index in a well-known reg-
ister to each interface method. As the method index is know when the bytecode is translated to the
native code the translator emits instructions that move it into the register.

6.4 Fast portals

Several portals which are exported by DomainZero are fast portals. A fast portal invocation is
executed in the caller thread. This is generally faster than a normal portal call, and in some cases it is
even necessary. For example, DomainZero provides a portal with which the current thread can yield
the processor. It would make no sense to implement this method using the normal portal invocation
mechanism.

A fast portal has a vtable that is constructed by the kernel and points to functions in the kernel
(see Figure 5.12). The vtable entries point to functions in another domain. These functions must have
the following properties:

• The code must not be moved.

• The domain that hosts the functions must never be terminated.

• The must not depend on the context it is executing in. Because threads are not switched the
code executes in the context of the caller thread.

As fast portals could be used to circumvent the isolation of domains we currently allow only the mi-
crokernel to create them.

In contrast to a regular portal a fast portal has no corresponding service object that contains
the state of the service. If such information is necessary it must be directly stored in the portal object

1. Moving it would require an update of the method table entries that point to the trampoline code. This means that
the method tables must be scanned during a GC; they must be part of the root set. This is not supported in the
current version of JX.
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(additional data in Figure 5.12). As the portal object has an interface type this data can not be access-
ed by the client domain. Only the microkernel can use this data because it is not forced to obey typing
rules.

There are two reasons for the use of fast portals:

• the functionality can not be provided when threads and the contexts are switched

• the functionality is impractical if the thread switch overhead must be paid

Examples for fast portals are the ThreadManager and memory objects. The ThreadManager
allows to influence the state of the current thread by yielding the processor or by blocking. This could
not be realized if the ThreadManager would be a regular portal. Memory objects represent areas of
memory. To be practical methods to read and write this memory must execute very fast.

7 Performance evaluation

7.1 Null portal invocation

Table 5.1 shows the cost of a portal invocation and compares it with other systems. This table
contains very different systems with very different IPC mechanisms and semantics. L4Ka is an
L4[116]-based microkernel developed at the University of Karlsruhe. Fiasco is a C-implementation
of the L4 interface. As the JX portal invocation code is also written in C and not hand-tuned assembler
code it is more appropriate to compare the portal invocation cost with the Fiasco IPC cost than with
one of the kernels with highly tuned IPC path. The J-Kernel is capability system implemented on top
of an unmodified JVM. The IPC operation is a method invocation at a capability. This invocation is
very fast because it does not include a thread switch. The resource management problems that are
caused by such a design are discussed in Chapter 11. Alta is a extended JVM developed at the Uni-

Figure 5.12: Fast portals

A fast portal is structured like a regular object but uses a vtable that is constructed by the kernel and
points to functions in the kernel. The fast portal object can contain additional data that is not acces-
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versity of Utah that supports a process concept for Java and an IPC operation to communicate be-
tween such processes1.

7.2 Portal invocation path

By instrumenting the microkernel to generate events during the portal invocation we can analyze the
invocation cost in more detail. Figure 5.15 shows the event diagram. The most common sequence of
events, which is also measured in the portal invocation performance test, is denoted by a dotted line
in Figure 5.15. The total sum of the cycles consumed along this path is 691, which corresponds well
with the 750 cycles we measured in the performance test. The most cycle consuming operations are
the thread switches between sender and receiver and back with 168 cycles and 179 cycles. These 347
cycles or 694 ns could be reduced by performing the thread switch lazily: the service method contin-
ues to run on the client stack. Only when this optimization would become visible, a regular thread
switch is performed. The optimization would become visible if, for example, the thread blocks or one
of the domains or threads is terminated. All these places must be identified and modified to cope with
the lazy thread switch. As this requires substantial changes to the system we did not yet attempt to
implement this optimization.

7.3 Parameter copying cost

To evaluate how parameter passing affects portal call performance we performed the following ex-
periment. We implemented a portal method that has one parameter. This parameter is an object that
contains only one field: a reference to an object of the same class. We used this class to create linked
lists of different length and passed them as parameter. This test measures the scalability of the param-
eter copy implementation, its ability to handle very large and/or deep object graphs. The heap size of
the target domain was 140 MB. The heap of the source and target domains are garbage collected be-
fore each test. The target domain did only provide the single service we used in the measurements.
For the Java RMI test we used Sun JDK 1.1.8 for Linux. This JVM’s object serialization implemen-
tation is not able to transfer large object graphs because it uses a recursive implementation2. Copying

Tab. 5.1 IPC latency (round-trip, no parameters)

System IPC(cycles)

L4Ka (PIII, 450MHz) [194] 818

Fiasco/L4 (PIII 450 MHz) [196] 2610

J-Kernel (LRMI on MS-VM, PPro 200MHz) [87] 440

Alta (PII 300 MHz) [11] 27270

JX (PIII 500MHz) 750

1. The excessive cost of IPC in Alta was probably be one of the reasons that a follow-on project of the University
of Utah, the KaffeOS [10], completely abandoned the IPC primitive and used shared heaps.

2. The same problem exists in other JVM implementations, for example IBM’s J2RE 1.3.0 for Linux.
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Figure 5.13: Events logged during the send operation

To analyze the cost of a portal invocation we instrumented the portal invocation code to emit events
at interesting positions. This figure show the flow diagram of Figure 5.9 and marks the points where
events are logged.
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Figure 5.14: Events logged during the receive operation

This figure shows at which points of the receive operation events are logged.
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a deep object graph, such as a long linked list, overflows the stack. In our experiments Java is able to
serialize a list of 256 elements but throws a StackOverflowException with 512 elements. To prevent
stack overflows we increased the stack size to 20 MB. We also increased the heap size to 140 MB by
using the following command line parameters: “-ms140m -mx140m -oss20m -ss20m”.

Each test was repeated 1000 times. The results are presented in Figure 5.16. It can be seen that the
COPY0 algorithm has an exponential complexity. This is caused by the cycle detection part that scans
a list of already copied objects to check whether an object has already been copied (see
Figure 5.16). But as can be seen in Figure 5.17 the exponential complexity is negligible when only

Figure 5.15: Event sequences during a loop of portal invocations.

Times are given in cycles with standard deviation All times are corrected by 87 cycles. The number
in parenthesis is the number of transitions between two events. The dotted line marks the common
path of a portal invocation (maximum number of transitions). For an description of the events see
Figure 5.13 and Figure 5.14.
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a small number of objects is transferred. For up to 100 objects both algorithms perform nearly iden-
tical. The COPY1 algorithm has a linear complexity and scales well to 10,000 and more parameter
objects. The RMI serialization graph is not shown in Figure 5.17 because it is orders of magnitude
slower than our two copying algorithms and it does not fit in the figure.

8 Summary

This chapter explained the portal abstraction in detail. Portals are used for inter-domain communica-
tion. They allow communication between domains but weakens the domain isolation only at dedicat-
ed points: the call and the return from the call. From a programmers perspective a portal invocation
is a method invocation at a capability object. The most important properties of the portal mechanism
are:

• Parameters are copied to the service domain as well as return values and exceptions are copied
to the client domain on return from the call.

• Services are created automatically when a service object is passed to another domain.

• A service can either use an existing thread pool or create a new one.

• The thread pool can consist of one or more threads.

• If a service thread blocks a new thread can be created and added to the pool to avoid deadlock.

The performance of a portal invocation is in the range of IPC performance of optimized microkernels,
although the portal invocation code is not written in hand-optimized assembler. Parameter copying is
orders of magnitude faster than parameter copying using RMI.
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Figure 5.16: Portal parameter copying cost

"COPY1 List" and "COPY1 Array" have nearly identical performance and therefore they collapse to
a single graph. The COPY0 algorithm can only copy 4000 objects until the stack overflows.

Figure 5.17: Small number of object parameters
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CHAPTER 6 Components

All code in JX is organized in components [172]. The goals of the JX component system is to
ease the maintenance and extension of the system. Modularizing the code that runs inside a domain
into components eases configuration and administration of domains. Classes and methods are appro-
priate abstractions for a software developer to reason about a system. For everyone else, including
system administrators, these abstractions are too fine-grain. Therefore we group related classes into
components and reason about relationships between components. When a system evolves over time,
not the single class is changed, but a whole component. To support a gradual system evolution new
and old versions of a component can coexist in the system at the same time, but in one domain only
one version of a component is allowed.

This chapter first describes the different types of components, followed by a discussion of
component sharing and component relationships.

1 Component types

All JX components have the same structure: they consists of a set of classes and a description file that
contains information about the component and the necessary environment to deploy the component.
The environment specification includes the type of thread scheduler that is expected by the compo-
nent code, for example a non-preemptive or preemptive scheduler.

Components can be classified into three types: library components, service components, and
interface components.

Library component. A library component is a collection of classes and interfaces that are to be used
by other components. They contain reusable code and data structures, such as lists and hash tables.
The JDK component is an example for a library component.

Service component. A service component contains the implementation of a specific service. Exam-
ples are device drivers, network protocols, file servers, database servers, or web servers.

Interface component. An interface component contains all classes and interfaces necessary to use a
service component. An interface component usually contains the portal interface and classes or inter-
faces of the parameters. Additional classes, that make it easier to access the service but are not essen-
tial should be placed in a library component. Such a separation allows a domain to only import a min-
imal amount of code to access the service. If the interface component contains only interfaces and
classes without methods no code must be imported at all. This allows to access an untrusted service
without the need to use untrusted code.

To visualize a system configuration we use the notation described in Figure 6.1.
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2 Shared components

Code sharing between protection domains has been used since the early timesharing systems
[178]. Shared libraries have been introduced in UNIX SVR3 [9] and SunOS [72]. A shared library
consists of code, constant data, and mutable data. Similar to shared libraries JX components can be
shared between domains. A component consists of classes. Each class has a code part (the bytecode
or the native code that was translated from bytecode), a constant data part (string objects and numeric
constants which are part of the constant pool of a class), and a mutable data part (static fields of a
class). Code and constant data can be shared between domains, while mutable data must be instanti-
ated per domain. Figure 6.2 shows the data structures that are used to manage components and share
them between domains. It is not possible to have a pointer from a shared data structure to a domain-
local data structure. To find the domain-local data (static fields) starting from shared code it is re-
quired that the components are enumerated in a domain. Every shared component has a unique id (ndx
field in the SharedLib structure). Every domain contains a table that maps this ID to the domain-local
part of the component, the static fields. To access a static field, the shared code first looks up the do-
main that the currently running thread belongs to. In the domain control block it uses the component
ID to find the static fields pointer in the sfields table.

Figure 6.1: Notation for system configurations

In this example service component S2 uses service component S1 via interface component I1. The
arrorws are annotated with the names of the interfaces that are used to access the service and the
classes that are used to transfer data. The solid line is used to show the direction of the communica-
tion. The dotted line shows the direction of return value transfers and makes the bidirectional nature
of the communication explicit. Service component S3 uses library component L1 to access service
component S1. A library component is usually used to provide a more convenient interface to the ser-
vice or to hide the capability-style service access behind an interface that conforms to an external
standard (for example the JDK).
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Figure 6.2: Data structures for the management of components

Components are split in a domain-local part and a shared part. The shared part contains the majority
of the data, such as method code and meta info. The domain-local part contains a data structure to
find the static fields of the component’s classes. Other domain-local data can be added if necessary.
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Component sharing between domains is mandatory when the domains interact using portals.
The domain that provides the service does also provide the interface that must be used to access the
service. Type safety requires that either the method signature in the callee and caller domains are
identical or the parameters are mapped to the other signature appropriately.

3 Code reuse between collocated/dislocated confi guration

An overall objective of object orientation and object-oriented operating systems is code reuse.
JX has all the reusability benefits that come with object orientation. But there is an additional problem
in an operating system: the protection boundary. To call a module across a protection boundary in
most operating system is different from calling a module inside the own protection domain. Because
this difference is a big hindrance on the way to reusability, this problem has already been investigated
in the microkernel context [57].

Our goal was a reuse of components in different configurations without code modifications.
Although the portal mechanism was designed with this goal the programmer must keep several points
in mind when using a portal. Depending on whether the called service is located inside the domain or
in another domain there are a few differences in behavior. Inside a domain normal objects are passed
by reference. When a domain border is crossed, parameters are passed by copy. To write code that
works in both settings the programmer must not rely on either of these semantics. For example, a pro-
grammer relies on the reference semantics when modifying the parameter object to return informa-
tion to the caller; and the programmer relies on the copy semantics when modifying the parameter
object assuming this modification does not affect the caller.

In practice, these problems can be relieved to a certain extent by the automatic promotion of
portal-capable objects to services. By declaring all objects that are entry points into a component as
service object1 a reference semantics is guaranteed for these objects.

4 Component relationships

Figure 6.3 shows the relationships of components in an evolving system. Components depend-on
other components. In the example of Figure 6.3 component F depends on components B and C. Com-
ponents also evolve over time and new versions of the component appear that may be used instead of
the old version. The new components extend the old components. Component B in the example exists
in versions B1, B2, and B3. Components depend on specific versions of other components, for exam-
ple, component B3 depends on A2, while B2 and B1 depend on A1.

4.1 Dependencies

Components may depend on other components. We say that component B has an implemen-
tation dependence on component A, if the method implementations of B use classes or interfaces

1. As explained in Chapter 5 a service object is an instance of a class that implements a portal interface.
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from A. Component B has an interface dependence on component A if the method signatures of B
use classes or interfaces from A or if a class/interface of B is a subclass/subinterface of a class/inter-
face of A, or if a class of B implements an interface from A, or if a non-private field of a class of B
has as its type a class/interface from A.

Component dependencies must be non-cyclic. This requirement makes it more difficult to split
existing applications into components (Although they can be used as one component!). A cyclic de-
pendency between components usually is a sign of bad design and should be removed anyway. When
a cyclic dependency is present, it must be broken by changing the implementation of one component
to use an interface from an unrelated component while the other class implements this interface. The
components then both depend on the unrelated component but not on each other. The dependency
check is performed by the verifier and translator.

We used Sun’s JRE 1.3.1_02 for Linux to obtain the transitive closure of the depends-on rela-
tion starting with java.lang.Object. The closure of the implementation dependency consists of 625
classes; the closure of the interface dependency consists of 25 classes. This means that each compo-
nent that uses the Object class (i.e., every component) depends on at least 25 classes from the JDK.
We think, that even 25 classes are a too broad foundation for OS components and define a compati-
bility relation that allows to exchange the components.The JDK is implemented as a normal compo-
nent. Different implementations and versions can be used. Some classes of the JDK must access in-
formation that is only available in the runtime system. The class Class is an example. This informa-
tion is obtained by using a portal to DomainZero. In other words, where a traditional JDK
implementation would use a native method, JX uses a normal method that invokes a service of Do-
mainZero via a portal. All of our current components use a JDK implementation that is a subset of a
full JDK and, therefore, can also be used in a domain that loads a full JDK.

Figure 6.3: Component compatibility and dependability
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4.2 Compatibility

The whole system is build out of components. It is necessary to be able to improve and extend
one component without changing all components that depend on this component. Only a component
B that is compatible to component A can be substituted for A. A component B is binary compatible
to a component A, if

• for each class/interface CA of A there is a corresponding class/interface CB in component B

• class/interface CB is binary compatible to class CA according to the definition given in the “Ja-
va Language Specification” (see [77] Chapter 13).

When a binary compatible component is also a semantic superset of the original component,
it can be substituted for the original component without affecting the functionality of the system.

Szyperski [173] discusses the problems of independently extensible component-based sys-
tems. Hoelzle [95]1 and [84] use a concept called type adaptation to allow the integration of indepen-
dently developed components into single application. While this is not the problem we are facing the
type adaptation idea is used in the following section to allow communication between domains that
use different components.

5 Portal communication and components

When two domains communicate using portals they exchange typed data. This is no problem as long
as the type spaces of the two domains are completely identical, i.e. as long as they use exactly the
same components. For many reasons such a configuration is neither practical nor possible. It is not
possible because a client domain is not allowed to load a service implementation of a portal it uses as
client (see Chapter 5, Section 5.1). It is not practical because different applications use different com-
ponents and they may even use different versions of the same component. A communication between
two domains should be possible if they use compatible component versions (see Section 4.2). With-
out this it is not possible to use an untrusted implementation of the JDK class library. The microker-
nel, which is trusted, uses JDK classes, such as String and OutOfMemoryException. The standard com-
pliant implementation of these classes depends on many other classes (see Section 4.1). Therefore we
need an implementation of these classes that is minimal but not standard compliant (jdk0). This ver-
sion is used in DomainZero. Other domains that require a standard-compliant JDK use a JDK com-
ponent (jdk1) that is compatible to jdk0. Although these domains usually trust jdk1 the microkernel
does not. Figure 6.4 illustrates the relationships of the components and domains.

When an object is passed between the two domains and the class of the object is in different
but compatible components the object’s state must be copied according to a mapping table. This map-
ping table describes which field in one class corresponds to which field in the other class. Mapping
must be possible in both directions because objects can be passed either as parameters or as return
values.

1. Keller & Hoelzle [102] developed this mechanism further and called it Binary Component Adaptation.
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Figure 6.4: Component compatibility and portal communication

During portal communication objects are copied between domains. The object’s state must be copied
according to the type mapping that exists between two components.

In the Application domain jdk0 is subsumed by jdk1. Although jdk1’s implementation depends on ze-
ro, it’s method tables can be computed before zero’s method tables are available, because it is not
interface-dependent on zero.
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To translate components to machine code and compute the layout of objects and method tables a com-
ponent path is needed through the three-dimensional tree that is spawned by the depends-on and ex-
tends relations. This path must fulfill the following requirements:

• There are never two versions of the same component in one domain.

• If a component is present in a domain and this component depends on a specific version of
another component, then the other component is present in the domain with at least that ver-
sion.

To fulfill these requirements the following algorithm is used: The path is created by following the de-
pends-on and extends relations until there is a component that depends on no other component. Be-
cause a component may directly depend on more than one component, more than one path may be
created for the component (component F in Figure 6.5 depends on B and C). If a path includes a com-
ponent that is also included in a previously created path the maximum of the component version pre-
vious path and the required component version is used. The first path of domain D1 in Figure 6.5 is
F1B3A2 the second path is F1C1A2. The depends-on relation between C and A only requires A1 but
the first path already contains A2 which is therefore used.

As depicted in Figure 6.5 different domains can use different component path’s. Therefore ob-
ject layout and method tables are different even if the object is an instance of a class of a shared com-
ponent. When an object must be converted from one domain to another one during a portal call, the
different object layout is not only caused by the different versions of the class’s components but also
by the different path’s. The following example which uses the component graph of Figure 6.5 may
illustrate this. The two domains D1 and D2 share component C which may contain a class C with
fields x and y. This class C may be a subclass of class A in component A. In the first version of com-
ponent A (A1) class A may contain a field k. In the second version (A2) class A may have two addi-
tional fields l and m. In domain D1 an instance of class C has the fields (k, x, y) while in domain D2
such an instance has the fields (k, l, m, x, y). Even if the bytecode component C is shared between
domains D1 and D2, the linked native code component can not be shared because of the different ob-
ject layout.

JDK compatibility. To run existent Java applications on JX the system must provide an API that this
application expects. This is usually jdk1.1, J2ME, J2SE, J2EE. The needed API is provided as a li-
brary component. For most of the operating system components even the J2ME provides too much
unneeded functionality. Besides the zero interface library they only need some additional classes, like
String, Integer, and System. Furthermore, only a subset of the methods of these classes is needed.

On the other hand, OS components should be collocatable with arbitrary application code in
the same domain, to enable several performance optimizations, like inlining. This creates the problem
of running code inside a domain that was developed using two different APIs. To solve this problem,
we defined a compatibility relation over components.

6 Translation to machine code

All bytecode is compiled to machine code by the translator. The translator usually runs in an
own domain and is highly processor specific.
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Figure 6.5: Path through components

When computing the object layout and the vtable layout components must be arranged in a total or-
der. In the figure this order is visualized as a path along the component relations. Because the path
can be different in different domains, marshalling is required when copying objects between do-
mains.
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6.1 Method table creation and interfaces

JX extensively uses interfaces to achieve abstraction and decouple operating system compo-
nents. Unfortunately, interface invocations have been the source of performance problems since the
introduction of Java. Non-cyclic dependencies and the compilation of whole components opens up a
way to compile very efficient interface invocations. Usually, interface invocations are a problem be-
cause it is not possible to use a fixed index into a method table to find the interface method. When
different classes implement the interface, the method can be at different positions in their method ta-
bles. Components are sorted according to their dependency relationship. Consistent ordering of non-
dependent components uses lexical order by sorting components according to their names. Within a
component classes and interfaces are sorted by their subtype relationships. All interfaces come first
and a supertype comes before any of its subtypes. There is a global interface dispatch table that con-
tains all interface methods and holes for non-interface virtual methods. Whenever an index is used
for a non-interface method it can no longer be used for an interface method, because a subclass may
implement the interface and the interface method and non-interface method would require the same
index. The technique makes no closed-world assumptions: components can be added without requir-
ing a recompilation of existing components.

Our method table creation scheme makes interface invocations as fast as method invocations
at the cost of (considerably) larger method tables. The size of the x86 machine code in the complete
JX system is 1,010,752 bytes, which was translated from 230,421 bytes of bytecode. The method ta-
bles consume 630,388 bytes. These numbers show that it would be worthwhile to use a compression
technique for the method tables or a completely different interface invocation mechanism. One
should keep in mind, that a technique as described in [4] has an average-case performance near to a
virtual invocation, but it may be difficult to analyze the worst-case behavior of the resulting system
because of the use of a caching data structure.

6.2 Optimizations

Inlining. An object-oriented programming style leads to many small methods. Most of these methods
will not be used polymorphically and can be inlined. The JX translator can inline private, final, and
static methods without difficulties.

Inlining of virtual methods is only possible when the method is not overwritten. To detect this
the translator needs a global view of the system. In JX it only needs a domain-local view, because
components are loaded per domain. Even if another domain loads a component with a class that over-
writes the method, the method can be inlined, because the overwriting method is part of the other do-
main’s component and will never be executed in the current domain

Inlining virtual methods is only possible if either the domain is not allowed to dynamically
load components or components are recompiled and inlining is removed if a new component is loaded
that contains a subclass that overrides the inlined method.

Inlining fast portals. It is essential to generate optimized code for several fast portal calls. Figure 6.6
shows an example of this technique. In this example a two-line Java program is compiled to a byte-
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code sequence of 10 instructions (not counting the return statement), which is compiled to a machine
code sequence of four instructions. This example demonstrates that inlining of fast portals can reduce
the size of the generated machine code.

Interface elimination. During profiling of the file system we realized that several small methods of
the buffer cache are called very often by the file system. Although these methods were declared as
final and therefore are inlinable, the translator did not inline them, because the file system uses the
buffer cache via an interface. Using an interface allows for an easy replacement of the buffer cache
implementation. In cases where there is only one class that implements the interface loaded into the
domain, the translator is now able to replace the interface invocation (invokeinterface instruction) by
a non-virtual method invocation (invokespecial instruction), which then can be inlined.

Inlining portals. Placing components into one domain would even allow inlining of portal calls. In
a single domain NFS server, for example, this would allow to inline the code path that starts at the

Figure 6.6: Inlining of fast portal methods

This figure shows the implementation of the interrupt handler of a driver for the PC’s programmable
interval timer (PIT). The interrupt handler needs two outb instructions to set the counter of the timer
to a new value. This code sequence requires two lines Java code, is compiled to 25 bytes bytecode
(without constant pool), and 8 bytes of machine code.

0x00:     push   %ebp
0x01:     mov    %esp,%ebp
0x03:     mov    <currentThread>,%esi
0x08:     mov    (%esi),%eax
0x0a:     mov    %esp,%ecx
0x0c:     add    $0x4,%eax
0x11:     sub    $0x1fb,%ecx
0x17:     cmp    (%eax),%ecx
0x19:     jle    0x31
0x1f:     sub    $0x0,%esp
0x25:     mov    $0xa9,%al
0x27:     out    %al,$0x40
0x29:     mov    $0x4,%al
0x2b:     out    %al,$0x40
0x2d:     mov    %ebp,%esp
0x2f:     pop    %ebp
0x30:     ret
0x31: ... (throw stack overflow exception)

Method void handleInterrupt()
   0 aload_0
   1 getfield #50 <Field jx.zero.Ports ports>
   4 bipush 64
   6 bipush -87
   8 invokeinterface (args 3) #47

<InterfaceMethod void outb(int, byte)>
  13 aload_0
  14 getfield #50 <Field jx.zero.Ports ports>
  17 bipush 64
  19 iconst_4
  20 invokeinterface (args 3) #47

<InterfaceMethod void outb(int, byte)>
  25 return

public void handleInterrupt() {
ports.outb(0x40, (byte)0xa9);
ports.outb(0x40, (byte)0x04);

}

Java source code Java bytecode

x86 machine code (created by the JX translator)

stack overflow check
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network driver, goes through the protocol stack, to the NFS server, through the file system and ends
at the buffer cache or disk driver. This would enable enormous compiler optimizations. By using the
interface elimination technique we can transform the interface invocation into a method invocation.
But there is an additional problem. Even if there is only one class in the domain that implements the
interface, the portal invocation may be an invocation at a real portal. To solve this problem, a domain
must be forbidden to obtain portals of the inlined type. Only then, inlining of (local) portal calls would
be possible.

Compact code. The translator for the Pentium processor tries to generate compact code by append-
ing exception handling code at the end of the method. While this does not reduce the total code size
it leads to better utilization of the instruction cache and the instruction pipeline. The underlying as-
sumption is that exception handling code is rarely executed. By moving it to the end of the method it
is not unnecessarily loaded into the instruction cache. The code that checks for the exception condi-
tion uses a conditional forward branch to the exception handler. The Pentium branch predictor as-
sumes that a forward branch is not taken and loads the pipeline with instructions from the normal
method.

6.3 Java-to-native control transfer

The JX system consists of a large and growing number of Java classes and a small and fixed
core of code that is compiled from C and assembler, called native code. Most of the time the system
executes Java code, but there are certain points where Java code invokes native code. At the following
points the control flows from Java code to C code:

• The Java code contains a complex operation, for example a checkcast instruction, that must
call a support function in the runtime system. These support functions are all contained in a
function table vmsupport. This function table is used by the linker to resolve a symbol to a
function address.

• The Java code contains a portal invocation. As far as the translator is concerned, a portal invo-
cation is an interface invocation. No special code is generated. The method table of the portal
object contains pointers to a short machine code sequence that was generated at portal creation
time and that performs an invocation of the send() function in the core. The send() function
blocks the current thread and activates the service thread (see Chapter 5).

• The Java code contains a fast portal invocation of a DomainZero service. This again is either
compiled as an interface invocation or special code is generated. The method table contains
pointers to the C functions. The C function that implements the service is executed in the same
thread.

At the following points control flows from C to Java code:

• A service is invoked by receive().

• A new string is created by the newString() function and the String constructor is invoked.

There are no user-defined native methods. Native methods implicitly separate the system into two do-
mains - a Java domain and a native domain. This roughly corresponds to the separation into a user
domain and a system domain in operating systems. This two-level architecture conflicts with the
multi-domain Java operating system we envisioned. Furthermore, it complicates the implementation
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of the garbage collector, that has to look for references held by the native code. A native method
threatens the stability of the whole system.

7 Summary

This chapter described the mechanisms that are used to manage code. All code is organized in com-
ponents. The problems of component sharing, component dependability, and component evolution
have been discussed. The most important points to remember are:

• Components can transparently be shared between domains.

• Domains can use different versions of the same component or completely different compo-
nents that implement the same functionality.

• When components are not shared between domains portal communication becomes more ex-
pensive because objects must be marshalled.

• The domain-specific translation of components to native code allows a number of optimiza-
tions that are not possible if the code is shared.

• Although there are situations where components must directly interact with the C code of the
kernel without using portals, the transition points between a component and the microkernel
can be exactly enumerated.
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CHAPTER 7 Processor Scheduling

There are two important primary resources in a computational system: memory and processor.
Without one of these resources no computation is possible. This chapter describes the processor
scheduling framework of JX and discusses issues that are related to processor scheduling.

The system can be configured to use several scheduler configurations (see Figure 7.1):
0 (a) There is a global scheduler built into the kernel that schedules all threads.

(b) The global scheduler schedules domains instead of threads. The global scheduler decides what
domain to run next, schedules the domain-local scheduler, and the domain-local scheduler de-
cides what thread to run next.

(c) The domain-local schedulers can be written in Java and run in a normal domain outside Do-
mainZero. This allows to use user supplied schedulers that can be loaded at runtime.

(d) Even the global scheduler can run outside the microkernel. All scheduling decisions lead to
the invocation of a scheduler implementation which is written in Java. In this configuration
there is one (Java) scheduler that schedules all threads of all domains.

(e) The global Java scheduler does not schedule threads, as in the previous configuration, but do-
mains. This is similar to configuration (c) with the global scheduler outside the kernel.

1 Microkernel scheduling support

The microkernel contains low-level support functions to save and restore the CPU state and to
detect a multiprocessor hardware (called “low-level CPU management” in Figure 3.2 on page 19).
There is a defined interface between the scheduler and other parts of the microkernel. This interface

Figure 7.1: Scheduler configurations
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includes a definition of all states of a thread (see Figure 7.2). After a thread is initialized it is put in
the runnable state. It can leave this state by explicitly calling a block() method at a DomainZero portal.
It also leaves this state during a portal communication (see Figure 5.11 on page 49). There is a special
kind of threads, called one-shot threads, that run until completion without being interrupted. Their
thread control block and stack is reused between runs. Currently the garbage collector and interrupt
threads are realized as one-shot threads.

Figure 7.2: Thread states

This figure shows the states of a thread. The rectangular box contains the states that are specific to
the portal invocation mechanism and not shown in this figure.
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Figure 7.3: Interface between the VM and the global scheduler

void Sched_preempted();
The time slice of the currently running thread is over. The global scheduler must select and switch to
the next thread. This function is called in the timer interrupt context with interrupts disabled.

void Sched_created(ThreadDesc * thread, int param);
A new thread has been created. The parameter param tells the scheduler whether the thread should be
scheduled or not. The scheduler is expected to schedule this thread according to the scheduling strategy.

void Sched_destroyed(ThreadDesc * thread);
A thread was destroyed and must be removed from the scheduling data structures. The passed thread
control block is valid until the function returns.

void Sched_destroyed_current(DomainDesc * currentDomain);
The currently running thread was destroyed. The current TCB is not available. A new thread must be
scheduled.

void Sched_yield();
The currently running thread yields the processor. If no other thread is runnable this function returns
and the current thread continues to run.

void Sched_unblock(ThreadDesc * thread);
The passed thread becomes runnable and should be scheduled according to the scheduling strategy.

void Sched_domainEnter(DomainDesc * domain);
The domain enters the scheduler. This function is called when a new domain is created.

void Sched_domainLeave(DomainDesc * domain);
The domain leaves the scheduler. This function is called when the domain terminates or is suspended.
The DCB and related data structures, such as TCBs, are valid until this function returns.

void Sched_global_gc_rootSet(DomainDesc * domain, HandleReference_t handler);
The domain is garbage collected and the scheduler must invoke the handler function with all references
it holds to objects that are located on the domain’s heap.

void Sched_global_gc_tcb(DomainDesc * domain, ThreadDesc *thread, HandleReference_t hand);
The domain is garbage collected and the scheduler must invoke the handler function with all scheduler
maintained references that are contained in the passed thread control block.

void Sched_block_portal_sender();
A thread invokes a portal method but the service domain is not ready to accept the service invocation.
The usual cause is that there is no available receiver thread. The portal mechanism already appended
the thread to the wait queue of the service. The scheduler should set this thread’s state to
PORTAL_WAIT_FOR_RCV and switch to the next runnable thread.

void Sched_portal_waitfor_sender();
The receiver thread is available and there are no pending requests. The scheduler should set this thread’s
state to PORTAL_WAIT_FOR_SND and switch to the next runnable thread.

void Sched_portal_handoff_to_receiver(ThreadDesc *receiver);
The service thread calls this function to handoff the timeslot to the thread receiver.

void Sched_portal_handoff_to_sender(ThreadDesc *sender, int isRunnable) ;
This function is called by a portal receiver that wishes to handoff the timeslot to the thread sender. The
flag isRunnable states whether the current thread is runnable (RUNNABLE) or must wait for the next
sender. (PORTAL_WAIT_FOR_SND).
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2 Scheduler confi gurations

This section describes problems that are specific to the different scheduler configurations.

2.1 Global kernel sc heduler

In this configuration all threads of all domains are scheduled by a single scheduler. Many of
the functions of Figure 7.3 may have a very simple and short implementation. The most import ex-
amples are the Sched_portal_* functions. These functions can be inlined and therefore this configu-
ration results in a kernel with the minimal possible scheduling related overhead.

2.2 Global kernel sc heduler s and domain-local kernel sc heduler s

The interface between the global scheduler and the local schedulers (Figure 7.4) is similar to the in-
terface between the VM and the global scheduler (Figure 7.3) because most scheduling decisions are
off-loaded to the local schedulers. The interface of a local scheduler has five groups of methods: in-
formation methods, activation methods, querying methods, garbage collection methods, and initial-
ization methods.

Figure 7.4: Interface between global scheduler and domain-local scheduler

Information methods:
void preempted(DomainDesc * domain, ThreadDesc * thread);
void created(DomainDesc * domain, ThreadDesc * thread);
void destroyed(DomainDesc * domain, ThreadDesc * thread);
void blocked(DomainDesc * domain, ThreadDesc * thread);
void unblocked(DomainDesc * domain, ThreadDesc * thread);
void yielded(DomainDesc * domain, ThreadDesc * thread);
void blockedInPortal(DomainDesc * domain, ThreadDesc * thread);
Activation methods:
void activated(DomainDesc * domain);
void switchTo(DomainDesc * domain, struct ThreadDesc *thread);
void interrupted(DomainDesc * domain, ThreadDesc * thread);
Querying methods:
boolean isRunnable(DomainDesc * domain);
boolean portalCalled(DomainDesc * domain, ThreadDesc * thread);
Garbage collection methods:
void walkDomainSpecials(DomainDesc * domain, HandleReference_t hndl);
void walkThreadSpecials(DomainDesc * domain, ThreadDesc *thread, HandleReference_t hndl);
Initialization methods:
void init(DomainDesc *domain, CallbackFunction becomesRunnable);
void initTCB(DomainDesc * domain, ThreadDesc *thread);
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Information methods are used to inform the scheduler about a state change related to its do-
main. The scheduler is informed whenever one of its threads is preempted or interrupted, created or
destroyed, blocked or unblocked, or yielded the processor. A dedicated method informs the scheduler
that a thread was blocked waiting for a portal invocation to complete.

Activation methods request the scheduler to activate one of its threads. The switchTo() method
has an additional thread parameter that gives a hint to the scheduler that scheduling this specific
thread may help another domain to progress. The local scheduler is free to ignore this hint. Especially
schedulers that guarantee a strict round-robin scheduling must ignore this hint if the domain was pre-
empted or interrupted. The switchTo() method is used to implement handoff during a portal call.
Figure 7.5 shows the interaction between the interrupt subsystem, the global scheduler, and the local
scheduler when a timer interrupt signals the end of the time slice. First the global scheduler is in-
formed. If the global scheduler implements the two-level scheduling that is described in this section
it informs the preempted domain about the preemption and selects and activates the next domain. If
a local scheduler needs smaller time-slices than the global scheduler, the local scheduler must be in-
terrupted without being preempted. For this purpose, the local scheduler has a method interrupted()
which is called before the time-slice is fully consumed. This method operates similar to the method
activated().

Querying methods are used by the global scheduler to obtain information about the state of a
specific domain. The isRunnable() method tests whether the domain can be activated and the portal-
Called() method tells the local scheduler that the thread invoked a portal and asks whether the remain-
ing time of the time slice should be donated to the called domain.

Figure 7.5: Example interaction between global scheduler and local scheduler

A timer interrupt leads to the invocation of the global scheduler’s Sched_preempted function (see
Figure 7.3). If the global scheduler uses domain-local schedulers (configurations (b,c,e) in
Figure 7.1) it first invokes the preempted() method of the currently running domain, selects a new
runnable domain and activates this domain by invoking the activate() method of its local scheduler.
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Garbage collection methods are called during a garbage collection. The local scheduler can
store state in the domain control block (DomainDesc) and in the thread control block (ThreadDesc).
The contents of this data can only be interpreted by the respective local scheduler and may contain
object references. When the walkDomainSpecials() method is called the local scheduler must enumer-
ate and update its roots by invoking the passed handler function with all object references that it stored
in the domain control block. The walkThreadSpecials() method is used to enumerate and update the
references that are stored in the thread control block of the passed thread.

Initialization methods are called when a new domain is created and the scheduler must initial-
ize data structures in the domain control block and when a new thread is created and the scheduler
must initialize its part of the thread control block. The DCB initialization method is passed a callback
function that can be invoked to inform the global scheduler when the domain becomes runnable.

The information and activiation methods are similar to scheduler activations [174] in a UNIX-
like system, which notify the user-level scheduler about events inside the kernel, such as I/O opera-
tions. There are very few scheduling related operations inside the JX kernel. Scheduling is affected
when a portal method is invoked. First, the scheduler of the calling domain is informed, that a thread
started a portal call. The scheduler can now delay the portal call, if there is any other runnable thread
in this domain. But it can as well handoff the processor to the service domain. The scheduler of the
service domain is notified of the incoming portal call and can either activate the service thread or let
another thread of the domain run. Not being forced to schedule the service thread immediately is es-
sential for the implementation of a non-preemptive domain-local scheduler.

2.3 Global kernel scheduler and domain-local Java schedulers

While the separation in global and local kernel schedulers improves the structure of the kernel
moving the local scheduler up to the Java level allows to dynamically replace schedulers and allows
to use user supplied schedulers. There are two important differences between local kernel schedulers
and local Java schedulers: Java schedulers are supplied in type-safe bytecode and they are not trusted.
This means, that the global scheduler can not assume, that an invocation of the local scheduler returns
after a certain time. During the execution of the information methods interrupts are disabled. An up-
per bound for the execution time of these methods must be verified during the verification phase.

The difference to the interaction illustrated in Figure 7.5 are additional thread switches. The
global scheduler invokes a scheduler thread of domain D1 to execute the method preempted()1. The
preempted() method is executed with interrupts disabled. This avoids race conditions and the need to
program the preempted method to be reentrant. But it requires that an upper bound of its execution
time is verified similar to interrupt handlers (see Chapter 9, Section 4). When the preempted() method
returns, the system switches back to the thread of the global scheduler. The global scheduler then de-
cides, which domain to run next (in the example D2 is selected) and activates the domain-local sched-
uler using the method activated(). For each CPU that can be used by a domain the local scheduler of
the domain has a CPU portal. This portal can be used to activate another thread by calling the method
switchTo(). The switchTo() method can only be called by a thread that runs on the CPU which is rep-
resented by the CPU portal. The global scheduler does not need to wait for the method activated() to

1. This thread is a one-shot thread (see Section 1).
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finish. Thus, an upper time bound for method activated() is not necessary. The activated() method
makes the scheduling decision and it can be arbitrarily complex.

3 Interaction between domains and the scheduler

The functional code of a domain should not depend on the scheduler configuration. This code inter-
acts with the scheduler by using a fast portal that is provided by DomainZero: the ThreadManager
portal. The ThreadManager is used to block or unblock threads, or to yield the processor. The
CPUState portal is used to represent a thread1. These portal interfaces are described in Figure 7.6.

Figure 7.6: ThreadManager and CPUState interface

ThreadManager can be used to yield the processor, block the current thread, unblock another thread,
get a reference to the current thread, and create a new thread. The ThreadEntry interface is equivalent
to the JDK’s Runnable interface.

To avoid races leading to lost wakeups between the invocation of block() and another thread’s invo-
cation of unblock(), the ThreadManager provides additional methods to block only if no other thread
unblocked the current thread. Each invocation of unblock sets a flag unblocked in the thread control
block. The blockIfNotUnblocked() method blocks only if this flag is not set. The CPUState portal is
not only to represent threads when interacting with the ThreadManager. It can also be used to check
whether a thread is a service thread. It furthermore has two functions to create a linked list of
CPUState objects. While it isof course possible to manage CPUState objects using a normal con-
tainer, such as Vector, these two methods are much faster. As CPUState is a fast portal the compiler
can inline these two methods which results in a few machine instructions to manipulate the next field
in the CPUState portal.

public interface ThreadManager extends Portal {
void yield();
void block();
void blockIfNotUnblocked();
void clearUnblockFlag();
boolean unblock(CPUState state);
CPUState getCPUState();
CPUState createCPUState(ThreadEntry entry);

}
public interface CPUState extends Portal {

boolean isServiceThread();
CPUState getNext();
CPUState setNext(CPUState next);

}

1. To avoid confusion with the class java.lang.Thread that is part of the (untrusted) JDK we did not use the name
Thread.
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4 Concurrency control

To allow to control the concurrency between threads and domains in the presence of interrupts and
preemptive scheduling the system must provide locking and synchronization primitives. There are
three distinct areas were concurrency control is necessary: within the microkernel, within a domain,
and between domains.

4.1 Kernel-level locking

There are very few data structures that must be protected by locks inside the microkernel.
Some of them are accessed by only one domain and can be locked by a domain-specific lock. Others,
for example, the domain control blocks, need a global lock. Because the access to this data is very
short, an implementation that disables interrupts on a uniprocessor and uses spinlocks on a multipro-
cessor is sufficient and is currently used.

4.2 Domain-level locking

Domains are responsible for synchronizing access to objects by their own threads. Because
there are no objects shared between domains there is no need for inter-domain locking of objects. Java
provides two facilities for thread synchronization: mutex locks and condition variables. When trans-
lating a component to native code, an access to such a construct is redirected to a user-supplied syn-
chronization class. How this class is implemented can be decided by the user. It can provide no lock-
ing at all or it can implement mutexes and condition variables by communicating with the (domain-
local) scheduler. Every object can be used as a monitor (mutex lock), but very few actually are. To
avoid allocating a monitor data structure for every object, traditional JVMs either use a hashtable to
go from the object reference to the monitor or use an additional pointer in the object header. The hash-
table variant is slow and is rarely used in today’s JVMs. The additional pointer requires that the object
layout must be changed and the object header be accessible to the locking system. Because the user
can provide an own implementation, these two implementations, or a completely application-specific
one, can be used.

Java allows to apply locking to a class. Although classes can be shared between domains they
are represented by distinct class objects and the classes can be independently locked. This design
avoids that one domain starves another domain by holding the lock of a shared class or that the lock
is used as a covert communication channel.

Another very cheap way of guaranteeing safety in the presence of multiple threads on a uni-
processor is to avoid arbitrary thread switching.

4.3 Inter-domain locking

Memory objects (see Chapter 8, Section 3) allow sharing of data between domains. When two
domains want to synchronize they can use a portal call. Several capability-based systems contain
primitives to lock an object to perform a transaction that involves a series of method invocations. Such
a mechanism introduces the possibility of deadlock and denial of service. A malicious domain could
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obtain such a lock but never release it. For these reasons JX does not provide blocking inter-domain
locks.

Atomic code. The JX kernel contains a mechanism to avoid locking at all on a uniprocessor. The
atomic code is placed in a dedicated memory area. When the low-level part of the interrupt system
detects that an interrupt occurred inside this range the interrupted thread is advanced to the end of the
atomic procedure. This technique is fast in the common case but incurs the overhead of an additional
range check of the instruction pointer in the interrupt handler. It increases interrupt latency when the
interrupt occurred inside the atomic procedure, because the procedure must first be finished. But the
most severe downside of this technique is, that it inhibits inlining of memory accesses. Similar tech-
niques are described in [19], [134], [128], [159]. We implemented atomic code and evaluated its per-
formance (see Figure 12.5 in Chapter 12). We measured no significant difference between disabling
interrupts and using atomic code. As the atomic code implementation adds an considerable complex-
ity to the kernel we will avoid its use.

5 Multiprocessor support

The system already contains basic multiprocessor support. CPUs are managed by a CPU-spe-
cific global scheduler. Portal calls between threads that run on different CPUs are only allowed, when
the domain has the associated CPU portal. In a multiprocessor system the portal call mechanism
could be extended to allow the service create one thread per available CPU.

Figure 7.7 displays an example scheduler configuration for an SMP system. Each CPU has its
own global scheduler. Each domain has one domain-local scheduler per available CPU. A domain
may not be allowed to use all CPUs. To use a CPU, the domain must obtain a CPU portal for the spe-
cific CPU. Restricting domains to run a specific CPUs conflicts with the handoff scheduling strategy
that can be used during a portal call. When the client thread runs on a CPU that is not available for
the server domain, handoff scheduling can not be used.

6 Performance evaluation

We are interested in the effect of the scheduler on the performance of portal invocation.
Table 5.1 of Chapter 5 stated 750 cycles for a portal invocation. This was measured using a global
kernel scheduler, which is configuration (a) in Figure 7.1. The extra communication between the glo-
bal kernel scheduler and the local Java-schedulers in configurations (c) and (e) is not for free. The
time of a portal call increases from 750 cycles to 920-960 cycles if Java schedulers are used and either
the calling domain or the called domain is informed about the portal call (see Section 2.3). If both
involved domain schedulers are informed about the portal call the required time increases to 1180 cy-
cles. If the schedulers are not informed, a portal invocation does not involve scheduling overhead, be-
cause of the use of handoff scheduling. When using handoff scheduling the scheduler configuration
does not influence the cost of a portal invocation.
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7 Summary

This chapter described the mechanisms of the JX system that are related to processor sched-
uling. It described the possible scheduler configurations and the interface between the microkernel
and the scheduler. A design goal was to allow each domain to control scheduling and use domain spe-
cific scheduling strategies. Three of the scheduler configurations allow to use domain-specific sched-
ulers. In these configurations the scheduler is split into a global and a domain-local scheduler. The
global scheduler schedules domains and the local scheduler schedules the threads of a domain. The
global, as well as the domain-local scheduler can be deployed in the type-safe instruction set. If the
domain-local scheduler is not trusted, an additional thread switch to the thread of the local scheduler
is required. This scheme is similar to scheduling in UNIX with user-level threads: the kernel sched-
ules processes and each process may use an arbitrary user-level threads library to schedule its threads.
An important design goal of the local scheduler interface was the ability to implement different pre-
emptive and non-preemptive scheduling strategies. Using a non-preemptive scheduler in a domain
avoids locking overhead on a uniprocessor. Although the program is structured to use multiple threads
these threads are switched only when they explicitly block or yield the processor. The two-level
scheduler configurations proved useful when porting the system to a multiprocessor. The difference
to the uniprocessor is that there is a global scheduler per CPU and domains may contain more than
one local scheduler. We finally analyzed the impact of scheduler configurations on the cost of a portal
invocation.

Figure 7.7: Multiprocessor scheduling in JX

On an SMP system each CPU runs its own global scheduler. A domain that is allowed to run on the
CPU has a local scheduler that is connected to the global scheduler of the CPU. If a domain runs on
more than one CPU it has more than one local scheduler. Whether the domain-local scheduler uses a
single runqueue or separate runqueues for each CPU depends on the implementation of the local
schedulers. This figure uses scheduler configuration (c) of Figure 7.1.
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CHAPTER 8 Memory Management

Besides the CPU memory is the other fundamental primary resource. This chapter describes the
memory managment architecture of JX. The first part of the chapter explains the problems of the glo-
bal memory management, the second part explains the memory object abstraction.

1 Global and domain-local memory management

Memory protection in JX is based on the use of a type-safe instruction set. No memory management
hardware (MMU) is necessary. The whole system, including all applications, runs in one physical ad-
dress space. This makes the system ideally suited for small devices that lack an MMU. But it also
leads to several problems. In a traditional system fragmentation is not an issue for the user-level mem-
ory allocator, because memory that is allocated but not actively used, is paged to disk. In JX unused
memory is wasted main memory. So we face a similar problem as kernel memory allocators in UNIX,
where kernel memory usually also is not paged and therefore a scarce resource. In UNIX a kernel
memory allocator is used for vnodes, proc structures, and other small objects. In contrast to this the
JX kernel does not create many small objects. It allocates memory for a domain’s heap and the small
objects live in the heap. The heap is managed by a garbage collector. In other words, the JX memory
management has two levels, a global management, which must cope with large objects and avoid
fragmentation, and a domain-local garbage-collected memory.

Global memory management.The global memory is managed by using a bitmap allocator [187].
This allocator was easy to implement, it automatically joins free areas, and it has a very low memory
footprint. On the other hand there is nothing in the system’s design or implementation that prevents
us to use another allocator.

Domain-local memory management.A domain has two memory areas: an area where objects may
be moved by the garbage collector and an area where they are fixed. In the future, a single area may
suffice, but then all data structures that are used by a domain must be movable. Currently, the fixed
area contains the code and class information. Moving these objects requires an extension of the sys-
tem: all pointers to these objects must be known to the GC and updated; for example, when moving
a code component the return addresses on all stack frames must be adjusted.

Stack overflow detection and null pointer check.A system design without MMU means that sev-
eral of their responsibilities (besides protection) must be implemented in software. One example is
the stack overflow detection, another one the null pointer detection.
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• Stack overflow detection is implemented in JX by inserting a stack size check at the beginning
of each method. This is feasible, because the required size of a stack frame is known before
the method is executed. The size check has a reserve, in case the Java method must trap to a
runtime function in DomainZero, such as checkcast. A stack size check must be performed
whenever a method is entered. To store its local and temporary variables the method needs a
stack frame of a known size. The check code must test whether the stack has enough space for
the frame and otherwise throw an exception or enlarge the stack. Enlarging the stack is only
possible with a more sophisticated stack management that currently is not implemented. The
check code must be fast because it is executed very often. We implemented two versions of
the check. Version 1 (STACK0) aligns all stacks at an address that is a multiple of the stack
size, which must be a multiple of 2. The check code adds the frame size to the stack pointer
and sets the lower bits of the result to zero. If the result is larger than the original stack pointer
the frame would overflow the stack and an exception is thrown. Version 2 (STACK1) uses the
current thread pointer to access the stack boundary that is stored in the TCB. It compares the
stack pointer plus the frame size to the stack boundary and throws an exception if it is greater.

• The null pointer check currently is implemented using the debug system of the Pentium pro-
cessor. It can be programmed to raise an exception when data or code at address zero is ac-
cessed. On architectures that do not provide such a feature, the compiler inserts a null-pointer
check before a reference is used.

2 Heap

Objects in Java and other type-safe runtime systems, such as Inferno and ML, are stored on a
garbage collected heap [100]. The garbage collector usually is able to move the objects to compact
the heap. Moving low-level data structures, such as thread control blocks and stacks, was a special
challenge that we had to cope with.

Several different garbage collection algorithms can be used. No single GC algorithm will fit all ap-
plications. The Inferno VM, for example, uses reference counting1 for predictable response times. A
reference counting GC has disadvantages, such as high runtime overhead, bad multiprocessor scal-
ability, and the need for an additional cycle collecting mechanism, that make it unsuitable for many
applications. Therefore we decided not to use a single GC but to define an interface between the GC
and the rest of the runtime system to allow different GCs to be used. Currently four collectors are im-
plemented: a copying collector with fixed heap size (COPY), a copying collector with dynamically
changing heap size (CHUNKED), and a compacting collector (COMPACTING).

COPY. This collector is an exact, copying, non-generational GC. An exact GC always knows wheth-
er a word is a reference or a data value2. A copying collector starts with a root set of object references,
copies the object graph that is spawned by these references to a new heap and deallocates the old heap.

1. And an additional mechanism to periodically collect cycles.
2. This is in contrast to consevative GCs that do not have this information and must assume that a word is either a

reference or a data value. They can be used for unsafe languages, such as C and C++. The shortcoming of these
collectors is the inability to move objects, because they can not update references to objects.
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The JX implementation of this algorithm does not need any additional data structures and is not re-
cursive (see Algorithm 8.1).

Two so called semi-spaces are used as a heap. Objects are allocated in one semi-space. When
this semi-space runs full the garbage collector copies all live objects into the other semi-space, which
then is also used to allocate objects.

This collector has some interesting properties:

• After a GC run the heap is in compact form. There is no need to search for free space during
an allocation. Objects are always allocated at the top of the heap by simply advancing a point-
er, which is a very fast operation.

• Deallocation is done by discarding the original semi-space. Therefore the time of one GC is
independent from the number of dead objects, it is proportional to the number of live objects.

• Because objects are moved, pointers to objects must be updated. It is necessary to be able to
locate all pointers to objects. This requires special attention within the microkernel (see
Section 2.2).

CHUNKED. The heap consists of small linked chunks instead of a large block. This allows the heap
to grow and shrink according to the memory needs of the domain. A group of domains can use a cer-
tain amount of memory cooperatively. A limit can be specified for the sum of the heap sizes of such
a group. If this limit is reached and a domain needs to allocate additional memory a garbage collection
is started in this domain and if the collection does not releases the necessary amount of memory the
domain is blocked, waiting for the other domains in the group to release memory.

Figure 8.1: Copying garbage collection

• Initial setup:

• There are two semi-spaces S1 and S2

• S1 contains the original objects; S2 is empty

• There is a root set of references consisting of all stacks, all static variables, and all ob-
ject references that are stored by the microkernel

• Algorithm:

• Shallow copy all objects that are directly referenced by the root set to semi-space S2

• When copying an object (old object) mark the object in semi-space S1 as cop-
ied and write a forwarding pointer to the object of semi-space S2 into the old
object

• Scan all objects of semi-space S2

• If the object contains an object reference and the object has already been cop-
ied, replace the original object reference by the value of the forwarding pointer

• If the object contains an object reference and the object has not been copied,
copy the object and create a forwarding pointer
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COMPACTING. The compacting collector is also an exact collector that moves objects. But in con-
trast to a copying GC it does not use two semispaces and does not change the order of the objects.
The collector operates in four phases. In the first it marks all reachable (live) objects, in the second
phase it calculates the new address of all live objects. In the third phase it corrects all references to
live objects, and in the final phase it copies the contents of the object to the new location. The second
phase uses two pointers into the heap: top and current. Top marks the end of processed live objects,
current marks the start of unprocessed objects (the current position of the heap scan). Initially top and
current are set to the start of the heap. If the object at the current address is marked it is moved to the
top address and the top address is set to the end of the moved object. If it is not marked it is not moved.
The current pointer is then set to the next object. At the end of this phase the current pointer points to
the original end of the heap and the top pointer to the new end of the heap.

2.1 GC interface

GC runs of JX domains are completely independent from each other. The independence allows
for different GC implementations that even use different objects layouts. Some GCs need additional
information per object, for example a mark bit or a generation number, some GCs will reorder the
fields of an object to better use CPU caches, some GCs will even compress objects or store a group
of objects, such as an array of booleans, in a space efficient manner. For this to work the garbage col-
lector implementation must be hidden behind an implementation independent interface. The interface
is realized as a domain-specific function table (see Figure 8.2).

2.2 Moving special objects

TCB. The GC must know all references to thread control blocks (TCB) and update them. Threads
are linked to threads in other domains. During a portal call, for example, the sender thread is appended
to a wait queue in the service control block. When the TCB is moved also the external references to
it must be updated. For this purpose the TCB has a link to the SCB it waits for.

Figure 8.2: Garbage collector interface

ObjectHandle allocDataInDomain(struct DomainDesc_s * domain, int objsize, int flags);
This function is called to allocate a new object on the domains heap.

void done(struct DomainDesc_s * domain);
This function is called when the domain terminates. The garbage collector should release all resources,
especially the memory allocated for the heap.

void gc(struct DomainDesc_s * domain)
A garbage collection should be performed.

boolean(*isInHeap) (struct DomainDesc_s * domain, ObjectDesc * obj)
The garbage collector tests whether the given object pointer is inside its heap.

void (*walkHeap) (struct DomainDesc_s * domain,  HandleObject_t handleObject)
The garbage collector applies the handler function to all objects on its heap. This function can be used
by the garbage collector independent code to operate on all objects on the heap without knowing the
organization of the heap.
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A TCB object cannot simply be copied to another domain. When a TCB object crosses a do-
main border (for example from domain D1 to domain D2 in Figure 8.4) a proxy for the TCB is created
on the target heap. The proxy, which has the type ForeignCPUState, references the domain of the real
TCB (domain D1) by using the domain pointer / domain ID mechanism (see Section 4 of Chapter 4).
To reference the TCB it is not possible to simple use a pointer to the TCB object, because this object
could be moved during a GC in domain A. Therefore the proxy uses the unique thread ID to reference
the TCB. Because it is very expensive to find the TCB given the thread ID we use the following op-
timization. The proxy additionally contains a direct pointer to the TCB and the number of the GC
epoch of domain A. The GC epoch of a domain is a strictly monotonic increasing number. It is incre-
mented when a GC is performed in the domain. It is guaranteed that if the GC epoch number has not
changed objects are not moved.

Every pointer to a TCB must be known to the garbage collector. The GC must be able to find
and update these pointers when moving the TCB. For scalability reasons these pointers must be found
without scanning the heap of other domains. An example for such a pointer is the link between a ser-
vice thread and its client, which is created during a portal invocation. To return the result of a portal
call the service thread needs a reference to the client thread. There are two ways to implement such
a reference.

• The server’s TCB contains the thread ID of the client thread. On return from a portal call the
corresponding client TCB must be found. As this may involve a linear search over all threads
of the client domain the mapping from thread ID to TCB could be very slow. Therefore an op-
timization must be used. Together with the thread ID a direct TCB pointer, a GC epoch num-
ber, and a pointer to the client’s DCB are stored in the server’s TCB. The direct TCB pointer
can be used as long as the GC epoch number is identical to the client domain’s GC epoch. The
current GC epoch is stored in the client’s DCB. If the epoch numbers differ a GC in the client
domain could have moved the client TCB. In this case the thread ID is used to find the TCB
and the TCB pointer and GC epoch number can be updated.

• The reference to the client TCB is stored in the server’s TCB as a direct pointer called
mostRecentlyCalledBy (see Figure 8.3). This pointer must be updated when the client TCB is
moved during a garbage collection in the client domain or when the client thread or the client
domain is terminated. To detect whether a TCB is referenced via a mostRecentlyCalledBy
pointer the client TCB has a pointer to the server’s TCB (blockedInServiceThread). This pointer
must be updated similar to the mostRecentlyCalledBy pointer.

The current implementation uses the second alternative, because it uses fewer space in the TCB and
is faster in the common case that no GC occurred during a portal invocation.

A similar problem is caused by fast portals that represent a thread of another domain. These
portals, called ForeignCPUState, also need a reference to the TCB of a thread in another domain. The
second alternative can not be used because potentially there are many ForeignCPUState portals refer-
encing the same TCB. Therefore ForeignCPUState portals are implemented using the first alternative
(see Figure 8.4).

Stack. A previous implementation of the stack overflow check required that stacks are aligned at a
multiple of their size (see Section 1). This alignment requirement prohibited allocating them on the
heap because of heap fragmentation. The current implementation (called STACK1 in Section 1) does
not need aligned stacks and allocates all stacks on the heap. When the stacks are moved the frame
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Figure 8.3: Management of Thread Control Blocks during a portal communication

During a portal communication the TCBs of the client and the server thread are connected in both
directions. The connection from the server TCB to the client TCB (mostRecentlyCalledBy) is re-
quired for delivering the results of the invocation. The connection from client to server TCB (blocke-
dInServiceThread) is required to update the mostRecentlyCalledBy link during a garbage collec-
tion.

Figure 8.4: Relation between TCBs, inter-domain TCB references, and stacks

Thread Control Blocks and stacks live on the heap of a domain. A stack consists of linked stack
frames. Another domain can hold a reference to a thread control block by using ForeignCPUState
portal. Because TCBs as well as stacks can be moved during a garbage collection, the ForeignC-
PUState portal contains the thread ID of the foreign TCB, the GC epoch and a direct pointer to the
TCB.
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pointers (which link the stack frames), the CPU context in the TCB (stack pointer and frame pointer
registers), and the stack pointers in the TCB must be corrected. A complication occurs when the col-
lector thread moves its own stack. It must detect this and switch to the new stack before releasing the
old heap. As the stack was copied in the shallow copy phase (see Figure 8.1) it must copy the stack
again to reflect the actual execution state. The current implementation switches to the new stack im-
mediately after correcting the frame pointers of this stack and runs the rest of the collection on the
new stack.

SCB. Service Control Blocks (SCBs) and Service Pools are also allocated on the heap. They contain
references to TCBs which must be updated.

Domain. Domain Control Blocks could be allocated on the heap of DomainZero. To allow direct
pointers to DCBs we used a dedicated memory area for DCBs and domain portals that contain a DCB
pointer and a domain ID. When the ID in the DCB equals the ID in the domain portal the DCB pointer
is valid otherwise the DCB has been reused.

2.3 Garbage collection and interrupt handling

All interrupt handlers are written in Java. All of the current GC implementations operate non-
incremental, i.e., no mutator thread1 is allowed to run during a collection because the heap is not con-
sistent during this time. Therefore all interrupts that are serviced by the domain must be blocked. On
a PC architecture the programmable interrupt controller (PIC) is used to disable dedicated interrupts.
A blocking in software by remembering the interrupt (set a flag) and returning from the core IRQ han-
dler is not possible with level-triggered interrupts that must be acknowledged at the interrupting de-
vice to be deactivated.

To avoid that a garbage collection becomes necessary during interrupt handling the heap con-
tains a reserve that is only available for object allocation in interrupt handler threads. As first-level
interrupt handler should be very short and should not allocate much memory this reserve should be
sufficient. If it is not, an exception is thrown.

2.4 Garbage collecting and timeslicing

Scheduling threads of one domain preemptively means that a thread may be at an arbitrary in-
struction when another thread requires a collection. A technique that is also used in JX is to advance
all threads that are located in Java code to a safe point [3]. A safe point is a point where the execution
state of the thread is known: the types of the saved registers and the types of all stack positions are
known. It is difficult to advance a thread that currently executes a core function, because to obtain a
stack map, which is necessary for a exact collector, the C compiler must be modified to generate such
maps. Therefore C code must either disable interrupts or register references.

A collection may also be necessary in kernel code when the kernel allocates objects. The code
must be carefully written to check whether a GC occurred and reload variables (see Figure 8.5).

1. All threads, besides the GC thread, that run in the domain and modify the heap are called mutator threads.
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2.5 Garbage collection of portals and memory objects

Portals and memory objects are shared between domains. Both refer to a central data structure. Por-
tals have a reference to a service control block (SCB) in another domain and memory objects have a
reference to a memory control block (MCB) in DomainZero. Reference counters are used to reclaim
the SCB and MCB. When a domain terminates or portals or memory objects become garbage the re-
spective reference counter must be decremented during a finalization cycle. How this is actually re-
alized depends on the installed garbage collector. The copying GC moves live objects to a second
heap and sets a flag in the original object’s header to indicate that the object was copied. At the end
of the GC cycle all objects that have not set this flag are dead. During the following finalization phase
the heap is scanned using the walkHeap() function of Figure 8.2 and the reference counters of all dead
portals and memory objects are decremented. When the domain is in the process of being terminated
all objects are considered dead.

2.6 Future work

Similar to scheduling garbage collection should be removed from the microkernel. This is much more
difficult, because it must be guaranteed that the untrusted GC preserves the type of objects while
copying them. Although there are recent advances [183] several open problems have to be solved be-
fore the technology can be used for a real system.

Most commercial JVMs use generational garbage collection. Generational GC assumes that most ob-
jects die young and if an object survives a GC it lives very long. The GC algorithm tries to separate
young and old objects in two heaps and garbage collect the heap of the young objects more often than
the heap of the old objects. The heap of the young objects often is called incubator or nanny. All ob-
jects are allocated in the nanny. When the nanny is garbage collected all live objects are copied to the

Figure 8.5: GC in kernel functions

Kernel code must be programmed very carefully to not hold object references across function calls.
They should assume that a garbage collection can invalidate the reference and should reload all ref-
erences after a function call. An exception to this rule are functions that are specified not to cause a
garbage collection.
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old object’ s heap. Because old objects are not traversed GC time is reduced. To avoid that old objects
contain references to new objects write barriers can be used.

2.7 Summary

This chapter discussed issues that are related to the management of main memory in the JX system.
The memory hierarchy was described. This hierarchy consists of a global memory management at the
lowest level and on top of this a domain-local memory management and a heap management. The
heap memory is managed by a garbage collector, which can be selected on a per-domain basis.

3 Memory Objects

Efficiently managing buffers is one oft the challenging tasks of an operating system. This sec-
tion describes the memory management facilities of the JX operating system. In a “pure” JVM there
are only objects and arrays. A JVM that must serve as a foundation for an efficient operating system
must provide a richer interface for buffer management. For this purpose JX provides memory objects.
They have four non-orthogonal properties: sharing, revocation, splitting, and mapping. Memory ob-
jects can be shared between domains. There is a revoke() method that atomically returns a new mem-
ory object representing the same range of memory and revokes access to the old one. A memory ob-
ject can be split in two memory objects that together represent the original memory range. Access to
the original object is thereby revoked. And a memory object can be mapped to a class structure and
accessed like an object.

3.1 Lifecycle of memory objects

3.1.1 Creation

Memory objects are created by the microkernel as fast portals. The MemoryManager portal allows to
allocate a memory object of a specified size, a ReadOnlyMemory object with a specified size, or a
DeviceMemory object at a specified address with a specified size.

3.1.2 Destruction

An explicit deallocation was not an option, because this would contradict the whole philosophy of the
JX system. We need an automatic mechanism - a garbage collector for memory objects. Memory ob-
jects are shared between domains and the memory GC is not allowed to stop all domains and should
not posses any global knowledge. This makes the memory GC similar to a distributed GC. One of the
simplest distributed GC is reference counting. Reference counting can be used, because there are no
cycles in memory references (a memory object only contains a reference to its parent memory object).
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3.2 Implementation

This section describes one possible implementation of memory objects. As the data structures used
to maintain memory objects are only accessed by the memory object implementation different imple-
mentations are possible. We experimented with implementations that improve efficiency by providing
only a subset of the four features sharing, revocation, splitting, and mapping. The results of these ex-
periments are presented in the performance evaluation section at the end of this chapter.

Sharing. Because memory objects can be shared between domains a global data structure (Memory
Control Block MCB) is required to maintain the state of the memory object (see Figure 8.6). This
shared data structure is referenced by memory portals that are located on the heaps of different do-
mains. This state or meta information of the memory object consists of a flag used for revocation and
a reference count used to garbage collect memory regions.

Revocation. If a memory object supports revocation the revocation check and memory access must
be performed in an atomic operation. Systems that do not perform these operations atomically are

Figure 8.6: Data structures for the management of memory objects

Domains can access "plain" memory by using a memory portal. The memory portal is a fast portal
that contains a pointer to a memory control block (MCB), size information, and a pointer to the mem-
ory area. This information is stored in the "additional data" part of the fast portal (see Figure 5.12 of
Chapter 5). MCBs are maintained in a doubly-linked list. Each MCB is responsible for an area of
memory that does not overlap with the area of any other MCB.
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said to have the time-of-check-to-time-of-use (TOCTTOU) flaw. An example of this kind of flaw is
the STOP-PROCESS-ERROR of Multics described in [23]. Operations of memory objects are short
(with the exception of memory copy) and do not block. To realize atomicity efficiently (this means
without using mutual exclusion locks) on a uniprocessor interrupts can be disabled or atomic code
(see Section 4.3 of Chapter 7) can be used. On a multiprocessor a spinlock is used. The spinlock is
implemented using an atomic bus transaction to read and write a data word. Several CPU instructions
are available for this purpose, such as test-and-set or compare-and-swap (CAS). When using CAS the
revocation flag and the lock flag of the spinlock can be arranged in the same word and checked with
a single CAS instruction.

Splitting. Often it is desirable to pass only a subrange of a certain memory to another domain. Each
memory type supports the creation of subranges. Splitting and revocation are not orthogonal. A nat-
ural semantics for revocation says that the contents of the memory can only be changed by the revoker
after a revocation. If a memory is splitted there are still references to the unsplitted memory. A split
must therefore revoke access to the original memory.

Mapping. A memory object is a data container without data structure. Many memory objects contain
data that is structured. For example, a memory object holding a disk block of inodes has the structure
of a field of inodes. A memory object that holds a network packet can be structured in a header and
a payload. To allow structured access to a memory object JX supports the abstraction of mapping an
object to a memory object. The memory object contains the state of the object. An access of a field
of the object accesses the underlying memory object. The object is an "instance" of a class that is
marked using the marker interface MappedObject. The bytecode verifier ensures that no instances of
such a class can be created by using the regular object creation mechanism (the new operation). To
specify the byte order that should be used when mapping a sequence of bytes to an integer or short
data type, the mapping class uses a subtype of MappedObject: either MappedLittleEndian or Mapped-
BigEndian. The bytecode-to-nativecode translator is then able to generate the necessary machine code
instructions to access the memory in the correct byte order.

Figure 8.7: Mapping a memory range to a class

(a) The mapping function describes how a field access is translated into a memory access.

(b) A mapped memory is represented by a fast portal. The portal object contains a pointer to the begin
of the memory area, a reference to the memory control block (MCB), and a reference to a parent map-
ping if this object is part of a larger aggregation (otherwise the parent link is null).
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The mapping function currently only supports primitive integer types (byte, short, char, int,
long). The usefulness of the mapping mechanism would be improved considerably when aggregated
data types are supported, i.e., an object that contains not only primitive fields but also other objects.
The way Java handles the aggregation—also called parts/whole—relation makes this very difficult.
The whole object contains not the data of the part object but only a reference to it. This reference has
no pointer to its (logically) enclosing object and can be used as an independent reference. This prob-
lem can be solved by introducing hierarchical mappings: each mapped object can be part of a larger
aggregation and the portal object contains a reference to the enclosing mapped object.

3.3 Problems

Efficiency. As already mentioned in Section 3.2 not all features of a memory object are needed by all
applications. Several applications do not pass memory objects to other domains but require the revo-
cation feature within their own domain. We implemented a memory object that creates the central
data structure only when the memory object crosses a domain boundary. The revocation flag is part
of the heap-managed memory proxy until a global MCB object is created.

Global resources.Memory objects require a central data structure to allow garbage collection and
revocation of shared memory. This contradicts our design principle of not allowing a domain to allo-
cate global resources. We alleviate this problem by using per-domain quotas that limit the number of
MCB objects and the amount of memory a domain is allowed to allocate.

Hardware references.Memory objects are also used in device drivers. A device driver may use the
memory for DMA transfers to and from a device. This means that the hardware has an implicit refer-
ence to the memory object and the memory should not be garbage collected, even if there are no other
references to it. There are two solutions for this problem. The programmer of the device drivers en-
sures that the memory object stays alive by making it reachable from the root set of live references.
This will usually be the case because the memory object that is involved in the DMA transfer will be
part of a data structure to manage the currently executing device operation. A more robust solution is
to support the programmer in keeping the memory object alive. An implicit hardware reference can
only be created by asking the memory object for the start of its physical memory area. This start ad-
dress is then written in a device register or in a DMA table. The system can support the programmer
by incrementing the reference count in the MCB object whenever the physical start address of the
memory is queried. This requires that the programmer invokes a method to decrement the reference
count once the memory is no longer used by the hardware.

3.4 Buffer management

Memory objects are used as buffers, for example in the network stack. Network packet pro-
cessing requires an efficient buffer management. Allocating a buffer and passing a buffer to another
domain must be fast operations. Some kind of flow control is needed to avoid that a domain runs out
of buffers. A domain that wants to receive a packet passes a buffer to the network domain. In exchange
it gets a (different) buffer that contains the received data. The send operation returns an empty buffer
in exchange for the buffer that contains the data. The principle of this operation is illustrated in
Figure 8.8.
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Figure 8.8: Principle of buffer management

(a) This figure illustrates the principle of buffer management if the network protocol stack is distrib-
uted across multiple domains. Domain D1 is the application domain. Domain D2 contains the appli-
cation, domain D5 the lowest layer of the network stack. During the send operation a memory object
is passed from D1 to D2 to D3 where it is enqueued in a processing queue. The service thread of D3
dequeues a memory object from the free queue and passes it as return value to domain D2, which
passes it to D1. Another thread (worker thread) asynchronously dequeues the memory object from
the processing queue and passes it on to D4, which processes it and passes it to D5. The service thread
of D5 makes the memory available for the DMA hardware and inserts it in a processing queue. The
device asserts an interrupt when it completes the DMA transfer and the memory object can be moved
from the processing queue to the free queue.

(b) The same as (a) but all components run in a single domain. The operation is identical, only there
are no service threads.
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4 Performance evaluation

This section evaluates the performance of the global memory manager, memory objects, and stack
size checks.

4.1 Global memory management

The bitmap-based global memory manager has a low memory footprint. Using 1024-byte blocks and
managing about 128MBytes or 116977 blocks, the overhead is only 14622 bytes or 15 blocks or 0.01
percent.

4.2 Stack size check

We used a microbenchmark to measure the overhead of the stack size check. A method is
called in a loop of 100,000 iterations. There is no measurable difference between the two check vari-
ants in this microbenchmark.

4.3 Memory objects

Table 8.2 shows the performance of the memory operations create, revoke, split.

Tab. 8.1 Virtual method invocation with different stack size checks

Operation Time (ns)

no check 22

check STACK0 40

check STACK1 40

Tab. 8.2 Performance of memory operations

Operation Time
(ns)

Create Memory 2,496

Create DeviceMemory 750

Revoke Memory 900

Split Memory 1,780

set32, 1 KB block 18,400
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Figure 8.9 displays the time in nanoseconds between event log points in the memory alloca-
tion code.

set32 50

get32 45

Create mapping 570

Figure 8.9: Time between events during the creation of a memory object.

Time is given in nanoseconds with standard deviation. The number in parenthesis is the number of
transitions between two events. The time between IN and MALLOC is spent allocating the memory
from the global memory management. The time between MALLOC and MEMSET is spent filling
the memory range with zero. The time between PROXYIN and MCBIN is spent creating the proxy
object (memory portal). The time between MCBIN and OUT is spent creating the MCB.

Tab. 8.2 Performance of memory operations

Operation Time
(ns)

PROXYIN

MCBIN

464 +/- 81 (2005)

OUT

578 +/- 54 (1004)

IN

MALLOC

552 +/- 66 (1004)

MEMSET

542 +/- 217 (1004)

220 +/- 44 (1004)
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4.3.1 Delayed MCB creation

When a memory object is used only within one domain (no sharing feature) no central data structures
must be created for this memory object. Table 8.3 shows the effect of creating MCBs lazily. The saved
time of about 500 nanoseconds is consistent with the event trace of Figure 8.9.

4.3.2 MappedMemory

Figure 8.10 shows an example of the use of MappedMemory. Figure 8.11 shows an equivalent C pro-
gram. The C program is not compiled with an optimization option. By inspecting the assembler code
we recognized that when using the “-O2” optimization option the gcc compiler moves data accesses
out of the loop. The mapped access and get/set test was compiled with inlined memory access. The
results of the benchmark are presented in Table 8.4

The table shows the improvement of mapping compared to the set/get interface. This improve-
ment is due to removed range checks. It also shows how the get/set interface and the mapped interface
compare to a C program running on Linux. While access to a mapped object is still slower than access
to a C struct the difference is rather small and is due to the additional indirection of MappedMemory
compared to a C struct (see Section 4.3.2). We also measured the time required to create a mapping.
This time is also important because mapping is performed on the performance critical path, for ex-
ample, when receiving or sending network packets. The time to create 1000 mappings was 552 mi-
croseconds (or 552 nanoseconds per mapping). This means that creating a mapping is slightly slower

Tab. 8.3 Memory creation time with and without the optimization delayed MCB creation

Operation Time (ns)

w/o delayed MCB creation 2,496

with delayed MCB creation 1,904

Tab. 8.4 Memory access time of mapped memory vs. get/set

This table shows the performance of different memory access mechanisms. The column titled "get-
set/mapped" contains the ratio between the access time when using the get-set interface and the access
time when using mapped memory. The last two columns compare these interfaces with time of the
Linux benchmark.

operation get-set
interface

(µs)

mapped
(µs)

get-set/
mapped

C prog.
on Linux

(µs)

get-set/
C-Linux

mapped/
C-Linux

4,000,000 write 73474 61010 1.20 42212 1.74 1.45

4,000,000 read 48000 32687 1.47 24664 1.95 1.33

1 write 0.018 0.015 1.20 0.010 1.74 1.45

1 read 0.012 0.008 1.47 0.006 1.95 1.33
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than creating an object (see Chapter 3, Section 4). This is reasonable because a mapping is represent-
ed by a proxy object that is created during the mapping process. These numbers show that mapping
pays off only when the data is accessed very often. A mapped read saves 6 nanoseconds, a mapped
write saves 8 nanoseconds. The time to map an object is equivalent to 92 read accesses or 69 write
accesses. A network packet header is usually not accessed that often, therefore mapping will not im-
prove performance but lead to more readable programs. Only an order of magnitude performance im-
provement of object allocation will make mapping practical.

5 Summary

This chapter described the memory management of the JX system. Similar to two-level sched-
uling memory management is separated into a global management and a domain-local management.
The global management allocates the available main memory to domains. It uses a bitmap allocator
with low memory footprint. The domain-local management uses almost all its memory for a garbage
collected heap. All data is allocated on this heap1. This includes thread control blocks and stacks. A
domain can select from a number of garbage collectors to manage this heap. A defined interface be-

Figure 8.10: Measured code sequence for JX MappedMemory access

class MyMap implements MappedLittleEndianObject {
    int a; char b; short c; int d;
}

Memory mem = memoryManager.alloc(12);
VMClass cl = componentManager.getClass("test/memobj/MyMap");
MyMap m = (MyMap) mem.map(cl);
// -- START TIME --
for(int i=0; i<ntries; i++) {

m.a = 42; m.b = 43; m.c = 44; m.d = 45;
}
// -- END TIME --

Figure 8.11: Measured code sequence for C struct access

struct MyMap {
    signed long a; unsigned short b; signed short c; signed long d;
};

char *mem = malloc(12);
struct MyMap *m = (struct MyMap*) mem;
// -- START TIME --
for(i=0;i<n;i++) {

m->a = 42; m->b = 43; m->c = 44; m->d = 45;
}
// -- END TIME --

1. As already mentioned the current prototype uses a so-called fixed memory area that is used to store data structures
that are not yet prepared to be moved by a garbage collector. This includes the domain-local part of a component.
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tween the kernel and the garbage collectors allows to use different collectors. To cope with large
amounts of memory and to share memory between domains memory objects have been introduced.
They allow sharing, revocation, splitting, and mapping. The performance of several operations of
memory objects and the performance impact of delayed memory control block creation was mea-
sured.



Chapter 9: Device Drivers 101

CHAPTER 9 Device Drivers

The purpose of a device driver is to hide the details of a specific hardware and present this hardware
with an interface that can easily be used by other parts of the oparating system. In an object-oriented
system such an interface is an object and in the specific case of JX it is a service.

Due to the enormous amount of new hardware that appeared in the last years, operating system
code is dominated by device drivers. The overall goal of JX is to minimize the static and trusted part
of the system. An investigation of the Linux kernel has shown that most bugs are found in device driv-
ers [40]. Because device drivers will profit most from being written in a type-safe language, all JX
device drivers are written in Java. An alternative to writing device drivers at the Java level would be
resuing existing drivers that are written in C and available for other open source operating systems,
such as Linux and FreeBSD. While in the short-run resuing existing drivers seems attractive we sus-
pect it to be a source of instability and performance problems in the long run. A C driver can not be
integrated into the system as seamlessly as a Java driver. It will always be a contaminant.

This chapter starts by reviewing the device driver architecture of UNIX and Windows2000,
describes our device driver framework and the problems we encountered keeping the device drivers
outside the trusted part of the system.

1 Device-driver architecture of traditional systems

We first outline the device driver architecture of two traditional OS architectures - Linux, as an exam-
ple for UNIX-like systems, and Microsoft Windows 2000. From an high-level perspective device
drivers in Linux and Windows are very similar. Devices are represented in a global, hierarchical name
space. Linux, as most other UNIX clones, uses a device inode created by the mknod() system call in
the virtual file system. Windows has a namespace that includes the file system as well as directories
outside the file system that contain entries for devices (\Dosdevices and \device). A device entry is
created by using the CreateFile() API call. In both systems it is possible to load a driver either at boot
time or when the system is already running. While device management looks similar on the surface
the details of the driver architectures differ considerably.

Linux. The driver is split into a top half and a bottom half. The top half is the first-level handler and
runs with the actual interrupt blocked or all interrupts blocked1. The top half can schedule work to
run in a bottom-half handler. The top and bottom halves are not executed in a process context. It is
not allowed to block and can only perform atomic memory allocations. Bottom half functions are in-
voked in the scheduler and on return from a system call if they are marked by they top half. Because

1. Note that the meaning of top-half and bottom-half is the opposite of their meaning in BSD UNIX [125], where
the bottom-half is the first-level handler.
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the number of bottom-half handlers is limited to 32 the kernel contains an additional mechanism for
delayed execution: task queues. A task queue is a list of function pointers. A first-level interrupt han-
dler can add an entry to this list. A bottom-half handler executes the functions contained in this list.
Interrupt handlers synchronize by using interrupt priority levels (IPLs). Code that is executed under
a specific IPL can only be preempted by an interrupt of higher priority.

Windows 2000. Windows 2000/XP/ME contains a driver model, called the Windows Driver Model
(WDM) [195] [163] that is a superset of the Windows NT driver model. An I/O manager controls de-
vice drivers. Applications or kernel components communicate with the I/O manager to request I/O.
The I/O manager communicates with drivers by using I/O Request Packets (IRPs). Drivers are ar-
ranged in a stack. The high-level drivers are the device drivers, the low-level drivers are the bus driv-
ers. The stack contains at least two drivers, the so called function driver, and one bus driver. The I/O
manager passes IRPs down the stack until the request is finalized. Interrupts are assigned priorities
by using interrupt request levels (IRQLs), the equivalent of UNIX’s interrupt priority levels. Inter-
rupts are handled in an interrupt service routine (ISR). Complex work is not done in the ISR, instead
a deferred procedure call (DPC) is used. A DPC is very similar to a bottom-half handler in Linux.
DPCs run at DPC IRQL, which is lower than the IRQL of ISRs and allows low interrupt response
time. DPC IRQL is higher than the IRQL of any thread which leads to high worst- case scheduling
latencies [15].

2 JavaOS Driver Architecture

JavaOS [154], Sun’s Java-based operating system, uses three levels of interrupt handlers. The
first-level handler executes immediately, the second-level and third-level handler execute asynchro-
nously similar to bottom-halves or DPCs. Although device drivers in JavaOS are written in Java, first-
level and second-level interrupt handlers are not. Only third-level handlers are written in Java and ex-
ecute in a regular Java thread. This requires that the native microkernel contains a native handler for
each supported device. The reason for this design is the single-heap architecture of JavaOS which au-
tomatically leads to a single resource management domain. When using a mark & sweep garbage col-
lector in such a design, garbage collection pauses are considerably and would lead to data losses when
using devices with small buffers.

3 JX Driver Architecture

As the UNIX/Linux and Windows 2000 driver architectures are similar from a high-level perspective,
the JX driver architecture is similar to them. This is not surprising, because it is enforced by the hard-
ware architecture. And again the details are fairly different because of the completely different oper-
ating system architecture.

Device drivers can also be components that do not use the hardware at all, but emulate the
functionality of the device. These drivers can be treated like normal applications. This section de-
scribes the environment for a device driver that needs to directly interact with the hardware to control
a real device. These drivers have to handle interrupts, access device registers, access physical memory
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at a specific location, and control DMA transfers. An example structure of such a driver is displayed
in Figure 9.1.

3.1 Interrupt handling

Interrupts are handled in dedicated interrupt handler threads. These one-shot threads (see Chapter 7,
Section 1) are created by the system when an interrupt handler is registered. Using the IRQManager
service of DomainZero (see Figure 9.2), device drivers can register an object that contains a handleIn-
terrupt() method. On a multiprocessor the installHandler() installs the handler for the CPU that is exe-
cuting the installation method. An interrupt is handled by invoking this handleInterrupt() method. The
method is executed in a dedicated thread while interrupts on the interrupted CPU are disabled. This
would be called a first-level interrupt handler in a conventional operating system. A handleInterrupt()
method usually acknowledges the interrupt at the device and unblocks a thread that handles the inter-
rupt asynchronously. This thread is similar to a bottom-half handler in Linux or a DPC in Windows
2000. In contrast to these systems the thread is scheduled by the regular thread scheduler and has not
automatically a priority that is higher than any other non-interrupt handler thread. Such a design is
necessary to run tasks with real-time requirements on JX. In such a system user threads performing
time critical tasks must have precedence over device handler threads. Although JX was designed with
an eye towards real-time capabilities it is not yet possible to run real-time tasks out-of-the box. A real-
time scheduler is missing as well as semaphores that support a protocol to cope with priority inver-
sion.

Interrupt priorities. There is currently no need for interrupt priority levels as first-level interrupt
handlers are very short. Making them preemptable only seems to introduce complicated synchroni-

Figure 9.1: Example memory layout and structure of a JX device driver

The device driver uses a DeviceMemory portal to access the memory-mapped device registers and
device memory. It uses a Memory portal to access main memory and an AtomicVariable (see
Section 4) to synchronize its interrupt thread with other threads running in the domain.

Heap

Device Driver Domain

Threads

IRQ
Thread

jx.zero.Memory

jx.zero.DeviceMemory

jx.zero.AtomicVariable

Heap

Memory

Registers,

On-device

memory

DRAM



104

zation problems (code that runs at different levels can not share data) and adds another “scheduling
policy” that must be maintained and understood by the driver developer. Deciding which second-level
handler thread to run next is a regular scheduling problem and not hard-wired into the device-driver
architecture. Preemptable first-level handlers may be necessary if the device is very slow to access or
requires complicated computations before interrupts can be acknowledged.

3.2 Register access

Drivers use DeviceMemory to access the memory-mapped registers of a device and the mem-
ory-mapped on-device memory. On some architectures there are special instructions to access the I/
O bus; for example, the in and out processor instructions of the x86. These instructions are available
via the fast portal jx.zero.Ports. As other fast portals, these invocations can be inlined by the translator
(see Figure 6.6 of Chapter 6).

3.3 Timer

Almost all device drivers need a time source to timeout an unsuccessful operation or to schedule work
that must be done at a specific time. This timeing service is provided by a portal of type jx.timer.Tim-
erManager. A device driver expects to find such a TimerManager service in the name service.
Figure 9.3 lists the TimerManager interface. It allows to install a handler that is executed once or pe-
riodically or unblock a thread once or periodically. A TimerManager implementation typically uses a
linked list of handler objects and a specific thread the removes elements from this list and invokes the
handler method timer(). To allow the client of the TimerManager to run in a different domain the Tim-
erHandler interface is a portal. If the TimerManager runs in a different domain as its client, the invoca-
tion of the handler method is performed as a portal call otherwise as a regular method invocation. In
both cases the timer manager thread is blocked until the handler method returns. As this allows a cli-
ent to block the TimerManager forever by using a handler that does not return (runaway handler) we
must remove the handler part of the TimerManager interface and only provide the thread unblocking
functionality. The handler functionality must be implemented in a component that is loaded into the
client domain. This component implements the linked list of handler objects and uses a thread that is

Figure 9.2: InterruptManager and InterruptHandler interfaces

The InterruptManager is used to install and uninstall interrupt handlers. These handlers must imple-
ment the interface InterruptHandler and whenever the interrupt with the specified number is raised
the handleInterrupt() method is executed in a dedicated interrupt thread.

package jx.zero;

public interface InterruptManager extends Portal {
void installHandler(int irq, InterruptHandler handler);
void uninstallHandler(int irq, InterruptHandler handler);

}
public interface InterruptHandler {

void handleInterrupt();
}
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unblocked by the TimerManager. A runaway handler does only affect the time service of its own do-
main. Other clients of the TimerManager are unaffected. Such an implementation requires a reference
to a thread of another domain. The implementation of such references is explained in Chapter 8,
Section 2.2.

3.4 Garbage collection

Because all device drivers are written in Java and run in a normal JX domain they use garbage col-
lected memory. The garbage collection algorithms currently used in the JX prototype do not allow
threads to run concurrently with the garbage collector. If an interrupt occurs during garbage collection
of the domain that contains the interrupt handler, interrupt handling is deferred until garbage collec-
tion completes. As this increases interrupt response time it must be coped with if the system should
support real-time tasks. There are at least two solutions: the device driver domain could use an incre-
mental GC or does not allocate dynamic memory at all. An incremental GC [12] can run concurrently
with mutator threads but mutator threads must be suspended if they allocate memory faster than the
GC thread can collect. For hard real-time processing it seems more attractive not to allocate any mem-
ory after the domain has initialized its data structures. As object allocation is a very common opera-
tion in a Java program this seems to be a difficult endeavor but one that can be accomplished very
reliably, because it can be detected automatically whether a certain method performs an object allo-
cation before running the method. Thus it is possible to separate methods into allocating methods and
non-allocating methods. To be certain that after a defined point in time—called time X—only non-
allocating methods are executed, the bytecode verifier must check that starting with a set of initial
methods, for example all handleInterrupt() methods, only non-allocating methods are invoked. This is
possible by using the control-flow analyses of JX’s extended bytecode verifier. This control-flow
analyses is used to compute the worst-case execution time of interrupt handlers based on an execution
time definition for every bytecode instruction. By setting the “execution time” of an instruction to 1
if the instruction allocates memory and 0 if it does not, we can guarantee that a method does not al-

Figure 9.3: TimerManager interface

The TimerManager is used to schedule an action to be performed at a later time. It can be used to
invoke a method at a handler object or to unblock a thread at the specified time.

public interface TimerManager extends Portal {
    Timer addMillisTimer(int expires, TimerHandler handler, Object argument);
    Timer addMillisIntervalTimer(int expires, int interval, TimerHandler h, Object a);

boolean deleteTimer(TimerHandler t);
    int getTimeInMillis();
    int getTimeBaseInMicros();
    int getCurrentTime();
    int getCurrentTimePlusMillis(int milliSeconds);
    void unblockInMillis(CPUState thread, int timeFromNow);
    void unblockInMillisInterval(CPUState thread, int expires, int interval);
}
public interface TimerHandler extends Portal {
    public void timer(Object arg);
}
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locate memory if its “execution time” is 0. Not being able to allocate objects restricts the program-
ming in the following ways:

• When a thread is created a new thread control block and a new stack must be allocated on the
heap. Therefore the program can not create new threads after time X. If the program needs
multiple threads it must create them before time X, block them, and unblock them after time
X. The method that is used to continue the execution of this thread must be included in the set
of initial methods.

• A portal invocation copies parameters and return values between domains and needs to allo-
cate these objects on the heap. After time X methods are not allowed to invoke methods at por-
tal interfaces if the parameter or return values are object types. Even with this restriction a dy-
namic allocation may be required if the portal invocation throws an exception. But this is a
special case of the next problem.

• Exceptions can be thrown at nearly every position of a Java program. Throwing an exception
does not mean that any dynamic object allocation must be performed. An exception can be
thrown using a preallocated object. But as such an object is unable to capture the actual state
of the execution (the stack trace) it is of limited use to debug a program. It can, however, be
used to transfer control to the exception handler, which is sufficient in most cases. A special
kind of exceptions are the exceptions that are thrown by the runtime system. These exceptions
include NullPointerException and ArrayIndexOutOfBoundsException, but also the exceptions that
are thrown during a portal call when the (other) domain is terminated or the service disabled.
To avoid dynamically allocating these objects the JX kernel can be configured to preallocate
them.

Although these restrictions make programming more difficult it is possible to write useful programs
if their task is not too complex. A complex program, such as a window manager, should be run in a
non-real-time domain and communicate with the real-time domain using fast portals, such as Memory
and AtomicVariable, or simple user-defined portals.

4 Robustness

Device drivers in JX are programmed in Java and are installed as service components in a do-
main. JX aims at only trusting the hardware manufacturer (and not the driver provider) in assuming
that the device behaves exactly according to the device specification. When special functionality of
the hardware allows bypassing the protection mechanisms of JX, the code for controlling this func-
tionality must also be trusted. This code can not be part of the JX core, because it is device dependent.
One example for such code is the busmaster DMA initialization, because a device can be programmed
to transfer data to arbitrary main memory locations. Generally speaking there are two main problems:
access to memory by the device and blocking interrupts for an indefinite period of time.

Memory access. Most drivers for high-throughput devices will use busmaster DMA to transfer data.
These drivers, or at least the part that accesses the DMA hardware, must be trusted. To reduce the
amount of critical code, the driver is split into a (simple) trusted part and a (complex) untrusted part
(see Figure 9.5). The IDE controller and network card basically use a list of physical memory ad-
dresses for busmaster DMA. The code that builds and installs these tables is trusted. We also devel-
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oped a driver for a frame grabber card based on the Bt848 chip [88]. This chip can execute a program
in a special instruction set (RISC code). This program writes captured scanlines into arbitrary mem-
ory regions. The memory addresses are part of the RISC program. To allow an untrusted component
to download RISC code a verifier for this instruction set would be necessary. For these reasons we
decided to make the RISC generator a trusted component.

Interrupts. To guarantee that the handler can not block the system forever, the verifier checks all
classes that implement the InterruptHandler interface. It guarantees that the handleInterrupt method
does not exceed a certain time limit. To avoid undecidable problems, only a simple code structure is
allowed (linear code, loops with constant bound and no write access to the loop variable inside the
loop). A handleInterrupt method usually acknowledges the interrupt at the device and unblocks a
thread that handles the interrupt asynchronously.

Synchronization. JX does not allow device drivers to disable interrupts outside the interrupt handler.
Drivers usually disable interrupts as a cheap way to avoid race conditions with the interrupt handler.
Code that runs with interrupts disabled in a UNIX kernel is not allowed to block, as this would result
in a deadlock. Using locks also is not an option, because the interrupt handler - running with interrupts
disabled - should not block. We use the abstraction of an AtomicVariable (Figure 9.4) to solve these
problems. An AtomicVariable contains a value, that can be changed and accessed using set and get
methods. Furthermore, it provides a method to atomically compare its value with a parameter and
block if the values are equal. Another method atomically sets the value and unblocks a thread. To
guarantee atomicity the implementation of AtomicVariable currently disables interrupts on a unipro-
cessor and uses spinlocks on a multiprocessor. Using AtomicVariables we implemented, for example,
a producer/consumer list for the network protocol stack.

5 Device driver framework

The device driver framework is not part of the JX core architecture. It is one example for the
device management in an operating system that is build on top of JX.

Figure 9.4: AtomicVariable interface

An AtomicVariable contains one Object reference. The value of this reference can be accessed using
the set() and get() methods. While these methods simply write or read the value, the method atomic-
UpdateUnblock() sets the value and unblocks a thread atomically with respect to the methods block-
IfEqual() and blockIfNotEqual().

package jx.zero;

public interface AtomicVariable extends Portal {
    void set(Object value);
    Object get();
    void atomicUpdateUnblock(Object value, CPUState state);
    void blockIfEqual(Object testValue);
    void blockIfNotEqual(Object testValue);
}
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5.1 Device identification

A device driver must be able to detect a supported device. Every device driver implements an inter-
face jx.devices.DeviceFinder that contains a single method find(). This method returns an array of sup-
ported devices. The interface jx.devices.Device (see Figure 9.6) is the supertype of all devices. It con-
tains methods open() and close() to activate and deactivate the device. The
getSupportedConfigurations() method returns a device-specific array of supported configurations. A
fixed configuration must be passed to the open() method when activating the device.

Figure 9.5: Split device driver

To reduce the amount of trusted code the device drivers can be split in two halves. a trusted part and
an untrusted part. The trusted part accesses critical components, such as the DMA engine, certain reg-
isters, and initializes the device. The untrusted part contains the code to manage the device, such as
scheduling I/O requests. Both parts can be run in the same (b) or in different domains (a). If they run
in the same domain the untrusted part can attempt to circumvent the integrity of the trusted part by
exhausting the domain’s resources. The trusted part must be programmed to cope with such a situa-
tion. It should, for example, assume that every instruction can be its last one.

Figure 9.6: Device and DeviceFinder interface

package jx.devices;

public interface Device {
DeviceConfigurationTemplate[] getSupportedConfigurations ();
void open(DeviceConfiguration conf);
void close();

}

public interface DeviceFinder {
Device[] find(String[] args);

}

Trusted Driver

Interface I1

Untrusted Driver

Interface I1

(DMA, Register s, Initialization, ...)
Trusted Driver

Untrusted Driver

(DMA, Register s, Initialization, ...)

Interface I1

Domain D 1 Domain D 1

Domain D 2

(a) multi-domain configuration (b) single-domain configuration
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5.2 Example classes of device drivers

Devices are categorized into different classes, such as network devices, disk devices, and framebuffer
devices. There is an interface that must be implemented by a device driver. The communication be-
tween the “application” (which may be a file system or a network protocol) and the device driver takes
place via this interface. The interface can of course be implemented by a class that (i) emulates a de-
vice or a class that (ii) intercepts requests to a real device to provide additional functionality. An ex-
ample for the first category is a disk driver that sends “disk blocks” over the network instead of using
a local disk. Examples for the second category are a network driver that logs all packets or filters
packets, or a disk driver that only provides read-only access to a disk by throwing an exception in the
method(s) that write to the disk.

5.2.1 The network driver

The network device interface is listed in Figure 9.7. The method setReceiveMode() configures the de-
vice to either receive packets that are addressed to the device (individual), all packets on a broadcast
medium (promiscuous), or multicast packets. The transmit() method sends the contents of the memory
object. The registerNonBlockingConsumer() method is used to install a packet receiver.

5.2.2 The disk driver

A disk driver provides the functionality of persistently storing data and is accessed by using the in-
terface jx.bio.BlockIO (see Figure 9.8). The method getSectorSize() returns the size of a sector in bytes;
getCapacity() returns the number of sectors of this device. The methods readSectors() and writeSec-
tors() perform the actual I/O operation. These methods operate in a synchronous mode, i.e. even if the
device could write the data asynchronously using DMA operations the writeSectors() method blocks
until all data is written to the device.

Figure 9.7: Network device interface

package jx.devices.net;

public interface NetworkDevice extends Device {
static final int RECEIVE_MODE_INDIVIDUAL = 1;
static final int RECEIVE_MODE_PROMISCOUS = 2;
static final int RECEIVE_MODE_MULTICAST  = 3;

void setReceiveMode(int mode);
Memory transmit(Memory buf);
boolean registerNonBlockingConsumer(NonBlockingMemoryConsumer consumer);
byte[] getMACAddress();
int getMTU();

}

public interface NonBlockingMemoryConsumer {
    Memory processMemory(Memory data, int offset, int size);
}
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5.2.3 The framebuffer driver

A frame buffer device driver implements the interface shown in Figure 9.9. The methods open(),
close(), and getSupportedConfigurations() are inherited from the Device interface. The framebuffer in-
terface allows to use devices that need a trigger to make the update visible to the user. An example
for such a device is a remote display that needs to know when the current contents of the (virtual)
display must be transferred to the host that provides the physical display.

6 Performance evaluation

One of the most important performance characteristics related to device drivers are interrupt
latency and interrupt response time. Interrupt latency is defined as the time between the device asserts
the interrupt and the CPU is ready to deliver it (time A in Figure 9.7). This gap appears because the
currently executed instruction can not immediately preempted. Some CPUs contain instructions that
need long time to complete. Interrupt response time is defined as the time between the creation of the
interrupt by the device and the time the interrupt handler thread starts running (time (A+B+C) in

Figure 9.8: BlockIO device interface

package jx.devices.storage;

public interface BlockIO extends Device {
int getSectorSize();
int getCapacity();
void readSectors(int startSector, int numberOfSectors, Memory buf);
void writeSectors(int startSector, int numberOfSectors, Memory buf);

}

Figure 9.9: Framebuffer device interface

package jx.devices.fb;

public interface FramebufferDevice extends Device {
int getWidth();
int getHeight();
int setMode (int width, int height, ColorSpace colorSpace);
void startFrameBufferUpdate();
void endFrameBufferUpdate();
void startUpdate();
void endUpdate();
DeviceMemory getFrameBuffer();
int getFrameBufferOffset();
int getBytesPerLine();
ColorSpace getColorSpace();
int drawLine(PixelRect draw, PixelRect clip, PixelColor color, DrawingMode mode);
int fillRect(PixelRect rect[], int count, PixelColor color, DrawingMode mode);
int bitBlt(PixelRect oldPos[], PixelRect newPos[], int count);

}
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Figure 9.10). Devices with small buffers, such as the serial line device of a PC, do not tolerate large
delays between the time they raise an interrupt and get service. Otherwise they loose data.

The interrupt response time is determined by the system architecture, i.e. by the maximal du-
ration the system runs with interrupts disabled. As the OS is written at the Java level and is not al-
lowed to disable interrupts interesting operations are kernel operations that disable interrupts. One of
these operations is the portal invocation.

We use the following experiments to measure interrupt response time. We use the programma-
ble interval timer (PIT) as the interrupt source and setup the PIT in one-shot mode and program the
timer to fire in 1 millisecond. At the beginning of the interrupt handler we record the time by gener-
ating an event (timerIRQ). Then we re-arm the timer and generate another event (initTimer).
Figure 9.11 shows the event timing diagram once without additional load (a) and with a concurrently
running endless loop that performs portal invocations (b). The transition between timerIRQ and init-
Timer gives the time required to re-arm the PIT. Although re-arming the PIT requires only two outb

Figure 9.10: Interrupt latency in JX

The time periods in the diagram have the following meaning: A is the interrupt latency, A+B+C is the
interrupt response time, in the interval B interrupts are disabled due to other system activity (for ex-
ample other device drivers) and in the interval C+D interrupts are disabled due to the currently exe-
cuting device driver. The length of interval E, the latency of the second-level handler, is solely deter-
mined by the scheduler.

Figure 9.11: Measured interrupt response time

The time is given in cycles (1 cycle = 2 ns) and is corrected by the time required to log an event from
the Java-level interrupt handler (96 cycles). The time is given as mean with standard deviation. The
number of transitions is denoted in parenthesis.
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instructions it is a very slow operation (1.92 µs). The transition between initTimer and timerIRQ is
the time between leaving the interrupt handler and entering it again. Without additional load this time
is 998.4 µs. Although we programmed the PIT to fire in 1000 µs it either is not very accurate or starts
to count within the 1.92 µs re-arming period1. If we assume the latter case the response time of the
unloaded system is between 320 ns and 0 ns. In the loaded system the time between initTimer and
timerIRQ is 998.8 µs. As this is an increase of 400 ns compared to the unloaded case we conclude
that the mean response time is between 720 ns and 0 ns. This increase is caused by the atomic code
sequences during a portal call.These sequences are marked with (begin atomic ... end atomic) in the
flow diagram of the portal invocation mechanism in Figure 5.9 and Figure 5.10 of Chapter 5.

7 Lessons learned

We learned several lessons from the implementation of the IDE, the NIC, and Bt848 drivers:

• The code that uses the DMA engine depends on the code that initializes the device. As the ini-
tialization code makes up a large part of the driver the amount of code that can be removed
from the trusted is rather small.

• We learned that device drivers profit very much from object orientation and the abstraction that
is possible with interfaces. Even the implementation of a device driver can be structured in an
object-oriented way. Due to the limited number of device drivers we have no practical experi-
ences of code reuse between different drivers but we expect that the object-oriented structure
will promote the reuse of driver parts.

• The device driver framework contains many classes in many components. To limit the amount
of trusted code the trusted low-level part of the driver must not depend on the device driver
framework.

8 Summary

We demonstrated that it is possible to write device drivers completely in a type-safe high-level lan-
guage. Parts of the driver must be trusted, because they access the hardware in a way that is unprac-
tical to make secure. Problematic operations include the setup of DMA data structures and interrupt
acknowledgement. Furthermore, because for economic and performance reasons the hardware usu-
ally performs few validity and safety checks and trusts the driver to access the device according to the
device specification. It is necessary to include a thin layer between the hardware and the untrusted
part of the driver. This layer mediates access and performs the necessary checks.

All microkernel-based systems, where drivers are moved into untrusted address spaces run
into the same problems, but they have much weaker means to cope with these problems. Using an
MMU does not help, because busmaster DMA accesses physical RAM without consulting page ta-

1. After we discovered this problem we learned about a more reliable technique of measuring interrupt response
time. The performance counter registers of the Pentium III can be used to count events and raise an interrupt when
the counter overflows. As event source the CPU cycle can be used. Compared to the PIT an access to the perfor-
mance counters is fast.
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bles. In JX these problems are addressed by using type safety, special checks of the verifier, and split
drivers.
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CHAPTER 10 Security Architecture

Security is an important requirement for a multi-user timesharing system. It is even more important
if the system is able to execute mobile untrusted code. This chapter describes the security architecture
of the JX system. It analyses the security implications of the system design and compares it with re-
lated architectures.

1 Security problems in traditional systems

1.1 Operating systems

There are two categories of errors that cause the easy vulnerability of current systems. The first
are implementation errors, such as buffer overflows, dangling pointers, and memory leaks, which are
caused by the prevalent use of unsafe languages in current systems. This becomes dangerous when
an OS relies on a large number of trusted programs. From the top ten CERT notes (as of January 2002)
with highest vulnerability potential six are buffer overflows [28], [29], [30], [31], [32], [33], two re-
late to errors checking user supplied strings that contain commands thus allowing the user to run ar-
bitrary commands with root privilege [34], [35], one executes commands in emails [36], and one is
an integer overflow [37]. The six buffer overflow vulnerabilities could have been avoided by using
techniques described by Cowan et al. [43]. However, not all overflow attacks can be detected and the
authors recommend the use of a type-safe language.

The second category of errors—the architectural errors— is more difficult to tackle. The three
CERT notes related to the execution of commands in strings and emails are critical because the vul-
nerable systems violate the principle of least-privilege [152]. Thus, in current mainstream systems it
is not the question whether the proper security policy is used, but whether security can be enforced
at all [120]. Violations of the principle of least-privilege, an uncontrolled cumulation of functionality,
many implementation errors, complex system architectures, and poorly understood interrelations be-
tween system components make current systems very vulnerable. This is a problem that affects all
applications, because applications are built on top of an operating system and can be only as secure
as its trusted programs and the underlying kernel.

Microkernels are well suited as the foundation of a secure system. On the other hand we be-
lieve that the security of a microkernel architecture will only improve over a monolithic architecture
if a type-safe language is used for the trusted servers. Java allows developing applications using a
modern object-oriented style, emphasizing abstraction and reusability. On the other hand many secu-
rity problems have been detected in Java systems in the past.
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1.2 Java Security

Java security is based on the concept of a sandbox, which relies on the type-safety of the exe-
cuted code. Untrusted but verified code can run in the sandbox and can not leave the sandbox to do
any harm. Every sandbox must have a kind of exit or hole, otherwise the code running in the sandbox
can not communicate results or interact with the environment in a suitable way. These holes must be
clearly defined and thoroughly controlled. The holes of the Java sandbox are the native methods. To
control these holes, the Java runtime first controls which classes are allowed to load a library that con-
tains native code. These classes must be trusted to guard access to their native methods. The native
methods of these classes should be non-public and the public non-native methods are expected to in-
voke the SecurityManager before invoking a native method. The SecurityManager inspects the run-
time call stack and checks whether the caller of the trusted method is trusted.

Java version 1 distinguishes between trusted system classes, which were loaded using the JVM
internal class loading mechanism, and untrusted classes, which were loaded using a class loader ex-
ternal to the JVM. Implementations of the SecurityManager can check whether the classes on the call
stack—the callers of the method—are trusted or untrusted classes. When the caller was a system class
the operation usually is allowed otherwise the SecurityManager decides, depending on the kind of
operation and its parameters, whether the untrusted class is allowed to invoke the operation1.

Java version 2 also relies on stack inspection but can define more flexible security policies by
describing the permissions of classes of a certain origin in external files.

To sum up, Java security relies on the following requirements:
0 (1) Code is kept in a sandbox by using an intermediate instruction set. Programs are verified to be

type-safe.

(2) The package-specific and/or class-specific access modifiers must be used to restrict access to
the holes of this sandbox: the native methods of trusted classes. As long as the demarcation
line between Java code and native code is not crossed, the Java code can do no harm.

(3) The publicly accessible methods of the trusted classes must invoke the SecurityManager to
check whether an operation that would leave the sandbox is allowed.

The SecurityManager is similar to a reference monitor, but has a severe shortcoming: it is not
automatically invoked. A trusted class must explicitly invoke the SecurityManager to protect itself.
The mere number of native methods makes it difficult to assure this. We counted 1312 native methods
in Sun’s JRE 1.3.1_02 for Linux, which are 2.9 percent of all methods. From these native methods 34
percent are public and even as much as 16 percent are public static methods in a public class. This
means that the method can be invoked directly from everywhere without the SecurityManager having
a chance to intercept the call. Two of these methods are java.lang.System.currentTimeMillis() and ja-
va.lang.Thread.sleep() which provides an interesting opportunity to create a covert timing channel. The
fact that covert channels are not exploited can be attributed to the existence of many overt channels.
Public, non-final, static variables in public system classes are only one example (we counted 31 of
these fields in Sun’s JRE).

1. The real implementation uses the abstraction of classloader-depth, which is the number of stack frames between
the current stack frame and the first stack frame connected to a class that was loaded using a classloader.
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A further problem is that the stack inspection mechanism only is concerned with access con-
trol. It completely ignores the availability aspect of security. This lack was addressed in JRes [45].
By rewriting bytecodes, JRes creates a layer on top of the JVM. In our opinion, this is the wrong layer
for resource control, because resources that are only visible inside the JVM can only be accounted
inside the JVM. Examples are CPU time and memory used for the garbage collector (GC) or just-in-
time compiler or memory used for stack frames. Furthermore, rewriting bytecodes is a performance
overhead in itself and it creates slower programs. Often, Java is perceived as inherently insecure due
to the complexity of its class libraries and runtime system. JX avoids this problem by not trusting the
JDK class library.

2 Requirements f or a security ar chitecture

In this section we review requirements for a security architecture.

2.1 Saltzer & Sc hroeder

Saltzer and Schroeder [152] collected a comprehensive list of requirements for a secure system:

Economy of mechanism. The security mechanisms must be simple and small to be subject to veri-
fication.

Fail-safe defaults. Access should be rejected if not explicitly granted.

Complete mediation. All accesses must be checked.

Open design. The system design must be published.

Separation of privilege. Do not concentrate all privileges at one principal.

Least privilege. A system component should be granted the minimal privileges necessary to fulfil its
task.

Least common mechanism. No unnecessary sharing between system components should be al-
lowed.

Psychological acceptability. When the security system communicates with the human user it must
respect the mental model of the user and must not annoy the user with too many questions.

2.2 Confinement

A lot of work on security has been conducted in the context of military security. Although
there are more recent standards [192] the Orange Book [49] contains abstract principles for the design
of secure systems. Systems are classified according to the security they are able to enforce. Require-
ments for higher levels include secrecy and modularity:

Secrecy. Systems rated B1 must support sensitivity labeling of all objects and clearance labeling of
all subjects. Systems that aim at a B2 or higher rating must analyze covert channels.
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Modularity. The trusted computing base must be as small as possible, because it must be verified to
obtain high assurance. It must not only be small in size, but the whole system architecture must be
simple and clean.

2.3 Integrity

While most of the work done in the context of military security focused on secrecy, the secu-
rity model developed by Clark & Wilson [41] assumes that in commercial systems integrity of data
is equally or more important than secrecy. This model allows data access and modification only via
transformation procedures and requires an integrity monitoring using integrity verification proce-
dures.

2.4 Separation of policy and enforcement

Separation of policy from mechanism is a software engineering principle that leads to a mod-
ular system structure with evolvable and replaceable policies. Several security architectures follow
this principle. The DTOS system [130] and its successor Flask [165] concentrated on policy flexibil-
ity in a microkernel-based OS. In some systems, security decisions are spread over the whole system,
which makes it difficult to understand what kind of security policy the system as a whole actually en-
forces [112]. Centralizing the policy facilitates adaptations to new security requirements and enhanc-
es manageability. The policy can be changed without changes to the fundamental security and system
architecture and without changes to the object servers. Furthermore, a central security manager is a
requirement for the enforcement of complex security policies that are more than access decisions. The
policy could, for example, state that all email must be encrypted, an alert must be activated for three
unsuccessful login attempts, or that users of a certain clearance must store all their data in encrypted
form. These policies can only be enforced by a security manager that has complete control over the
system.

2.5 Suitable programming language

The importance of the programming language for a secure system was recognized in early sys-
tems, such as KSOS [66]. A study of the Secure Computing Corporation evaluates five microkernel-
based operating systems with respect to security [155]. This study contains a list ([155] pp. 24) of
properties of a programming language that affect assurability of code. To improve assurability a pro-
gramming language should allow a high abstraction level, support strong data typing, modularization,
and prohibit pointer manipulation.

2.6 Performance

Although current advances in processor performance will keep a moderate performance deg-
radation below the perceptional threshold of a typical user, a slowdown of central mechanisms may
have a dramatic effect for the performance of the whole system.
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3 Capabilities

Conceptually a capability is a reference to an object together with a list of allowed operation.
The capability concept was introduced by Dennis and Van Horn in the 1960s [48]. Capability based
protection experienced a renewed attention in the research community with the introduction of the
Java language in 1995.

Several operating systems are based on capabilities and use three different implementation
techniques: partitioned memory, tagged memory [62], and password capabilities. Early capability
systems used a tagged memory architecture (Burroughs 5000 [140], Symbolics Lisp Machine [131]),
or partitioned memory in data-containing and capability-containing segments (KeyKOS [68] and
EROS [157]). All these implementations relied on specific hardware features. To become hardware-
independent, password capabilities [6] have been invented and are used in several systems (Mungi
[89], Opal [39], Amoeba [175]). In Amoeba, for example, capabilities are 128bit values consisting of
a port number to identify the server and an object id to identify the object, an 48 bit random number
and 8 bit access rights. The access right bits are used to encode which operation of the object can be
invoked, which means that there is a maximum of 8 different classes of operations per server. The
check field contains the result of a one-way function that uses the access bits as one of its input pa-
rameters. There is no definite agreement on how secure password capabilities really are. There is a
non-zero chance that passwords can be guessed. Security relies on the strength of the cryptographic
function. Password capabilities can be transferred over an external channel, for example, on a desktop
system the user reads the capability in one window and types it in another window. Furthermore, us-
ing cryptographic methods adds an overhead when using password capabilities.

Type-safe instruction sets, such as the Java intermediate bytecode, are a fourth way of imple-
menting capabilities. The main advantages of this technique are that it is hardware-independent, ca-
pability verification is performed at load time, access rights are encoded in the capability type and not
stored as a bitmap in the capability, and capabilities can not be transferred over uncontrolled channels.

4 JX as a capability system

Portals are capabilities [48]. A domain can only access other domains when it possesses a por-
tal to a service of the other domain. The operations that can be performed with the portal are listed in
the interface.

Although the capability concept is very flexible and solves many security problems, such as
the confused deputy [82], in a very natural way, it has well known limitations. The major concern is
that a capability can be used to obtain other capabilities, which makes it difficult, if not impossible,
to enforce the *-property [24]. To decide whether a given system is able to enforce the *-property,
Kain and Landwehr [101] developed a taxonomy for capability systems. The Kain&Landwehr paper
assumes a segmented memory architecture, where capabilities are used to control access to segments
of memory. We try to translate their questions and answers to an architecture where capabilities con-
trol access to services and unforgeable capabilities are realized by type safety.
What happens

(1) ... when a portal is created?
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(2a) ... to an executing portal invocation when the security attributes of the service are modi-
fied?

(2b) ... to a portal when the security attributes of the service are modified?

(3) ... when a portal is copied?

(4) ... when a method at a portal is called?

(5) ... when a service is invoked via a portal?

For the JX system as described up to now the questions can be answered as follows (the letters
in parenthesis denote the answer in the Kain&Landwehr taxonomy):

(1) In JX a capability (portal) can only be created by the microkernel. It is created when an
object that is marked to act as a service is passed to another domain. Although there are no explicit
checks when a capability is created or when an object is accessed, the type safety of the system dis-
allows access to arbitrary objects and the creation of arbitrary capabilities. (b)

(2a) The only change of security attributes is service deactivation and in such a case the service
execution is aborted with an exception. (no answer fits)

(2b) When the service is deactivated, an access via a portal will throw an exception. (no answer
fits)

(3) A portal is passed without modification between domains. (a)

(4) No access checks are performed. (a)

(5) A portal can be revoked (by deactivating the service). When the portal is used to access the
service, it is checked whether the service is still available. (b)

JX as described up to now can be classified as b??aab. Such a system can not enforce the *-
property; thus an additional mechanism is needed: a reference monitor that is able to check all portal
invocations and the transfer of portals between domains.

5 The reference monitor

A reference monitor must be tamper-proof, mediate all accesses, and be small enough to be
verified. A reference monitor for JX must at least control incoming and outgoing portal calls. There
are two alternatives for the implementation of such a reference monitor:

Proxy. Initially a domain has access only to the naming portal that is passed during domain creation.
To obtain other portals the name service is used. The parent domain can implement this name service
to not return the registered portal but a proxy portal which implements the same interface. This proxy
can then invoke a central reference monitor before invoking the original portal.

Microkernel. The portal invocation mechanism inside the microkernel invokes a reference monitor
on each portal call and passes sender principal, receiver principal, and call parameters to the reference
monitor.

These two implementation alternatives have the following advantages and drawbacks. The
proxy solution needs no modification of the microkernel and thus avoids the danger of introducing
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new bugs. As long as no reference monitoring is needed, the proxy solution does not cause any addi-
tional cost. The microkernel solution must check in every portal invocation sequence whether a ref-
erence monitor is attached to the domain. Because the domain control block, which contains this in-
formation, is already in the cache during the portal invocation, this check is nearly for free. On the
other hand, the proxy solution requires the name service to create a proxy for each registered portal.
During a method invocation at such a portal the whole parameter graph must be traversed and when
a portal is found it must be replaced by a proxy portal.

We rejected the proxy approach, because it requires a rather complex implementation and it is
difficult to assure that each portal is “encapsulated” in a proxy portal.

We modified the microkernel to invoke the reference monitor when a portal call invokes a ser-
vice of the monitored domain (inbound) and when a service of another domain is invoked via a portal
(outbound). The internal activity of a domain is not controlled. The same reference monitor must con-
trol inbound and outbound calls of a domain, but different domains can use different monitors. A
monitor is attached to a domain when the domain is created. When a domain creates a new domain,
the reference monitor of the creating domain is asked to attach a reference monitor to the created do-
main. Usually, it will attach itself to the new domain but it can - depending on the security policy -
attach another reference monitor or no reference monitor at all.

It must be guaranteed, that while the access check is performed, the state to be checked can
only be modified by the reference monitor. When this state only includes the parameters of the call,
these parameters could be copied to a location that is only accessible by the reference monitor. When
the state includes other properties of the involved domains, the activity of these domains must be sus-
pended. For these reasons the access check is performed in a separate domain, not in the caller or
callee domain.

The list of parameters is accessed using an array of VMObject portals. VMObject is a portal
which allows access to an object of another domain. The reference monitor furthermore gets the Do-
main portal of the caller domain and the callee domain. To accelerate the operation of the reference
monitor, the Domain portal is a portal which can be inlined by the translator. On an x86 it takes only
two machine instructions to get the domain ID given the Domain portal.

The main problem is to obtain a consistent view of the system during the check. One way is
to freeze the whole system by disabling interrupts during the check. This would work only on a uni-
processor, would interfere with scheduling, and allow a denial-of-service attack. Therefore, our cur-
rent implementation copies all parameters from the client domain to the server domain up to a certain
per-call quota. These objects are not immediately available to the server domain, but are first checked
by the security manager. When the security manager approves the call the normal portal invocation
sequence proceeds.

The addition of the reference monitor places JX in another class in the Kain&Landwehr tax-
onomy. The actual classification depends on the implementation of the security manager.

5.1 Making an access decision

Spencer et al. [165] argue that basing an access decision only on the intercepted IPC between
servers forces the security server to duplicate part of the object server’s state or functionality. We
found two examples of this problem. In UNIX-like systems access to files in a file system is checked
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when the file is opened. The security manager must analyze the file name to make the access decision,
which is difficult without knowing details of the file system implementation and without information
that is only accessible to the file system implementation. The problem is even more obvious in a da-
tabase system that is accessed using SQL statements. To make an access decision the reference mon-
itor must parse the SQL statement. This is inefficient and duplicates functionality of the database
server.

There are three solutions for these problems:
0 (1) The reference monitor lets the server proceed and only checks the returned portal (the file por-

tal).

(2) The server explicitly communicates with the security manager when an access decision is
needed.

(3) Design a different interface that simplifies the access decision.

Approach (1) may be too late, especially in cases where the call modified the state of the serv-
er.

Approach (2) is the most flexible solution. It is used in Flask with the intention of separating
security policy and enforcement mechanism [165]. The main problem of this solution is, that it pol-
lutes the server implementation with calls to the security manager. The Flask security architecture
was implemented in SELinux [121]. In SELinux, the list of permissions for file and directory objects
have a nearly one-to-one correspondence to an interface one would use for these objects. This makes
approach (3) the most promising approach. Our two example problems would be solved by parsing
the path in the client domain. In an analogous manner the SQL parser is located in the client domain
and a parsed representation is passed to the server domain and intercepted by the security manager.
This has the additional advantage of moving code to an untrusted client, eliminating the need to verify
this code. Section 14 gives further details about the design of the file server interface.

5.2 Controlling portal propagation

In [111] Lampson envisioned a system in which the client can determine all communication channels
that are available to the server before talking to the server. We can do this by enumerating all portals
that are owned by a domain. As we can not enforce a domain to be memoryless [111], we must also
control the future communication behavior of a domain to guarantee the confinement of information
passed to the domain.

Several alternative implementations can be used to enumerate the portals of a domain:
0 (1) A simple approach is to scan the complete heap of the domain for portal objects. Besides the

expensive scanning operation, the security manager can not be sure, that the domain will not
obtain portals in the future.

(2) An outbound intercepter can be installed to observe all outgoing communication of the do-
main. Thus a domain is allowed to posses a critical portal but the reference monitor can reject
it’s use. The performance disadvantage is that the complete communication must be checked,
even if the security policy allows unrestricted communication with a subset of all domains.
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(3) The security manager checks all portals transferred to a domain. This can be achieved by in-
stalling an inbound interceptor which inspects all data given to a domain and traverses the pa-
rameter object graph to find portals. This could be an expensive operation if a parameter object
is the root of a large object graph. During copying of the parameters to the destination domain,
the microkernel already traverses the whole object graph. Therefore it is easy to find portals
during this copying operation. The kernel can then inform the security manager, that there is
a portal passed to the domain (method createPortal()). The return value of createPortal() de-
cides whether the portal can be created or not. The security manager must also be informed if
the garbage collector destroys a portal (destroyPortal()). This way reference monitor can keep
track of what portals a domain actually possesses.

Confinement can now be guaranteed with two mechanisms that can be used separately or in
combination: (i) the control of portal communication and (ii) the control of portal propagation.

Figure 10.1 shows the complete reference monitor interface. Figure 10.2 shows the informa-
tion that is available to the reference monitor.

Figure 10.1: Reference monitor interface

public interface DomainBorder {
boolean outBound(InterceptInfo info);
boolean inBound(InterceptInfo info);
boolean createPortal(PortalInfo info);
void destroyPortal(PortalInfo info);

}

Figure 10.2: Information interfaces

public interface InterceptInfo extends Portal {
    Domain getSourceDomain();
    Domain getTargetDomain();
    VMMethod getMethod();
    VMObject getServiceObject();
    VMObject[] getParameters();
}

public interface PortalInfo extends Portal {
    Domain getTargetDomain();
    int getServiceID();
}
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6 Principals

A security policy uses the concept of a principal [48] to name the subject that is responsible
for an operation. The principal concept is not known to the JX microkernel. It is an abstraction that
is implemented by the security system outside the microkernel, while the microkernel only operates
with domains. Mapping a domain ID to a principal is the responsibility of the security manager. We
implemented a security manager which uses a hash table to map the domain ID to the principal object.
We first considered an implementation where the microkernel supports the attachment of a principal
object to a domain. The biggest problem of such a support would be the placement of the principal
object. Should the object live in the domain it is attached to or in the security manager domain? Both
approaches have severe problems. As the security manager must access the object it should be placed
in the security manager’s heap. But this creates domain interdependencies and the independence of
heap management and garbage collection, which is an important property of the JX architecture,
would be lost. Thus, a numerical principal ID seemed to be the only solution. But having a principal
ID has no advantages over having a domain ID, so finally we concluded that the microkernel should
not care about principals at all.

The security manager maps the unique domain ID to a principal object. Once the principal is
known, the security manager can use several policies for the access decision, for example based on a
simple identity or based on roles [64].

To service a portal call the server thread may itself invoke portals into other domains. To avoid
several problems (trojan horse, confused deputy [82]) the server may want to downgrade the rights
of these invocations to the rights of the original client. The most elegant solution of these problems
is a pure capability architecture. In the JX architecture this would mean that the server uses only por-
tals that were obtained from that particular client. This requirement is difficult to assure in a multi-
threaded server domain that processes requests from different clients at the same time. Because the
server threads use the same heap, a portal may leak from one server thread to another. A better solu-
tion is to allow the reference monitor to downgrade the rights of a call. To allow the reference monitor
to enforce downgrading rights to the rights of the invoker, each service thread (a thread that processes
a portal call) has the domain ID of the original client attached to it. This information is passed during
each portal invocation. The reference monitor has access to this information and can base the access
decision on the principal of the original domain, instead of the principal of the immediate client.

7 Revocation

7.1 Revocation of portals

When the security policy is changed, some capabilities must be revoked. In order to support revoca-
tion, each access to a capability must be checked. When the capability was revoked, the invocation
must be rejected. It is more complicated to cope with invocations that are executing when the capa-
bility is revoked. There are two ways to handle this problem:
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(i) the invocation is immediately terminated. This could leave server data structures in an in-
consistent state. Even when the invocation is terminated by throwing an exception in the server, all
code must be protected against inconsistencies by a catch/finally.construct.

(ii) the revocation request is blocked until the invocation returns. This could potentially lead
to a indefinite delay of the invocation and policy change. To avoid such a situation, the server should
check if the capability was revoked and then finish the call as fast as possible.

For performance reasons, no access control for each access to a memory object can be done,
although it would be possible that the microkernel calls the reference monitor during a fast portal
method invocation.

7.2 Revocation of fast portals and memory objects

As described in Chapter 5 there is a special kind of portals, called fast portals. Fast portals can
only be created by DomainZero. They are executed in the context of the caller. The semantics of a
fast portal is known to the system and it’s methods can be inlined by the translator. An example for a
fast portal is the Memory portal. We solved the confinement problems of capabilities by introducing
a reference monitor that is invoked when a portal is used. Although a reference monitor could be used
for fast portals, this is not practical for performance reasons. Therefore memory portals support revo-
cation. When the reference monitor detects that a portal is passed between two domains (createPor-
tal()) it could revoke the access right to the memory object for the source domain or reject passing of
the memory portal.

8 Structure of the Trusted Computing Base

Figure 10.3 shows the structure of the Trusted Computing Base (TCB). In the TCB we include
all system components that the user trusts to perform a certain operation correctly. The central part of
the system is the integrity kernel. Compromising the integrity kernel allows an intruder to crash the
whole system. Built on the integrity kernel is the security kernel. The security kernel represents the
minimal TCB. In a typical system configuration the TCB will include the window manager and the
file system. Users will trust the file system to store their data reliably. Compromising the security ker-
nel or the rest of the TCB leads to security breaches, such as disclosure of confidential data or unau-
thorized modification of data, but not to an immediate system crash. It may lead to a system crash
when a compromised security kernel allows access to the integrity kernel. This design is reminiscent
of the protection rings of Multics.

JX is a component-based system. All components specify which other components they de-
pend on. Unnecessary functionality can easily be removed with a few configuration changes. In a
server system the window manager may not be part of the TCB, while in a thin client system the file
system may not be needed. A user may even decide not to trust the file system and store the data in
an own data base.

It is important that there are no dependencies between the inner kernels and the outer ones.
The security manager, for example, must not store its configuration in the file system.
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Figure 10.3: Typical TCB structure
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9 Device drivers

There is little work in the security literature which describes how to cope with device drivers.
Most systems ignore the problem by placing complete trust in device drivers. We think that such an
approach is inappropriate. An investigation of a recent Linux kernel [40] identified device drivers as
that part of the kernel that contains most of the bugs. Drivers have an error rate that is seven times
higher than the error rate in the rest of the Linux kernel. This problem is multiplied by the fact that
device drivers are by far the largest part of the kernel (see Table 10.1). Microsoft has also recognized
this problem and bundles a “Driver Verifier” [129] with Windows 2000 which helps to find bugs in
device drivers. We think, that a better way is to design an interface that makes these bugs impossible
in the first place.

Many of the bugs that are investigated in [40] are not possible in JX, because of the use of a
type-safe language and several restrictions in the interface that is available to device drivers. This in-
terface does not allow to arbitrarily disable interrupts. Code that runs with interrupts disabled - the
interrupt handler - is checked by an verifier for a upper runtime bound. The busmaster DMA engine
of a device can be used to circumvent memory protection. In [75] we advocated to split drivers in an
untrusted and a trusted part (which, for example, contains the DMA initialization code). In practice
this proved more difficult than expected, because of the tight integration of the DMA engine in most
devices. Therefore, the current JX drivers are not split and several device drivers must be part of the
integrity kernel (see Figure 10.3).

Besides being a source of instability, drivers can leak information. The communication be-
tween domains is controlled by the reference monitor, but the communication between a device driver
and the hardware, using DMA or registers, can not be controlled (see Figure 10.4). Device drivers are
able to (persistently) store information at a device or read information from a device.

Figure 10.4: Device driver information flow
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In an MLS system data that comes from a multi-level device must be labeled as early as pos-
sible. Components that work with multi-level data must be verified, components that only operate at
a single level not. Using different domains for device drivers for networks of different classification
(e.g., intranet/internet or secure/unclassified) makes it possible to label information as early as possi-
ble. Furthermore labeling is done automatically by labeling the driver domain appropriately. If pos-
sible, network data should be labeled at the packet level, disk data at the block level. This may not be
possible when the system uses existing communication protocols, like TCP, to transfer multi-level da-
ta.

10 Tamper-resistant auditing

Auditing is a means of defense-in-depth. The system must assure that all security relevant
events are persistently stored on disk and cannot be modified. To be certain that the audit trail is
tamper-proof we use a separate disk and write this disk in an append only mode. We do not use a file
system at all but write the messages unbuffered to consecutive disk sectors. We do not use any buff-
ering and the audit call only returns when the block was written to disk. Writing at consecutive disk
sectors avoids long distance head movements and gives a rate of 630 audit messages per second. Writ-
ing one audit message needs 1582 µseconds1. Given that a file access which can be satisfied from the
buffer cache is in the tenth of µseconds auditing each file access adds considerable overhead. The size
of a typical audit message is between 35 and 40 bytes. The disk is used as a ring buffer: when the last
sector is reached we wrap to the first one and overwrite old logs. This avoids a problem often encoun-
tered when logging to a file system: when the file system is full logs get lost. Usually, the most recent
logs are the most valuable. With the above mentioned message rate of 630 messages/second and a
message size of 40 bytes we have a time window of 110 hours using a 10 GB disk. Under normal
operation the time window is much larger, because the message rate is well below its maximum.

11 Trusted path

According to the Orange Book [49] a trusted path is the path from the user to the TCB. De-
pending on the user interface the TCB must include the window manager or the console driver.

Recent literature generalizes the notion of a trusted path to any communication mechanism
within the system. To trust a communication path it is essential to identify the communication partner
and provide a communication channel that can not be overheard or modified. Portal communication
is such a mechanism.

Usually, the reference monitor limits communication according to a certain security policy.
This mechanism works automatically and is transparent to domains. But it is even possible for a do-
main to explicitly consider portal communication as being performed on a trusted path, because the
target domain of a portal can be obtained and this identity can not be spoofed.

1. If the disk is used for other purposes than writing the audit log this time will increase due to higher seek times
and rotational latencies.
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12 JDK - System classes and protection domains

Other Java operating systems, such as KaffeOS and the J-Kernel include a large part of the
JDK in the TCB. In order to avoid the security problems of a complex TCB, each JX protection do-
main gets its own set of untrusted system classes. These may or may not conform to the one of the
standards that is set by Sun’s JDK (JDK1.1, J2EE, J2SE, J2ME). No sandboxing needs to take place
at this level, as sandboxing is done by encapsulating domains. Therefore no SecurityManager is need-
ed. The minimal requirements for JDK classes are codified in the jdk0 component (see Chapter 6,
Section 5). Important classes of the JDK are handled as follows:.

• The static variables in, out, and err in the System class define the standard input, output, and
error streams. These streams can be redirected, e.g. to a network connection, by setting the val-
ue of these variables appropriately. But notice that because they are final, they can only be set
once. We do not require that these variables exist. We do not even assume the existence of the
System class.

• The classes RandomAccessFile, File, FileInputStream, and FileOutputStream in the java.io pack-
age define, how the file system is accessed. By replacing them a domain can utilize a different
file system. When this file system is implemented in another domain, the file classes use por-
tals to access the file system domain. These classes are implemented in a library component.

• The classes Thread and ThreadGroup are the interface to the thread implementation in the lower
level execution environment.

• The String class must be present and contain a constructor which can be passed a character ar-
ray. This is called by DomainZero when loading the domain into memory and creating con-
stant strings. Notice, that we do not require, that String objects be immutable. If a domain
chooses to implement mutable Strings it is free to do so, but most existing code assumes im-
mutable Strings and will not function properly. The security of our system is not based on the
immutability of strings.

• The Object class must exist and must be the only class without a superclass. No further require-
ments exist for this class.

Most domains will use the same system classes, that provide an API that is compatible to the
Sun implementation. The compiled native code of these classes is not duplicated in each domain but
provided by the compiler domain that compiled these domains. The code need not even be present in
main memory but can be loaded on demand when the method is called. For this purpose, the entry in
the vtable points to the loader program instead of the real method.

The JDK is not part of the TCB. However, there are some classes, whose definition is very
tightly integrated with the JVM specification [119][77].

Although these classes (except Object) are implemented outside the runtime system, the runt-
ime system must know about their existence or even know part of their internal structure (fields and
methods). These structural requirements are checked by the verifier.

The class Object is the base class of all classes and interfaces. It contains methods to use the
object as a condition variable, etc. In JX Object is implemented by the runtime system. The class
String is used for strings. Because String is used inside the runtime system, it is required that the
String class does exist in a domain and that the first field is a character array. The runtime system
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needs to throw several exceptions, such as ArrayIndexOutOfBoundsException, NullpointerException,
OutOfMemoryError, StackOverflowError. It is required that these classes and their superclasses Runt-
imeException, Exception and Throwable exist in a domain. There are no structural requirements
for these classes. Arrays are type compatible to the interfaces Cloneable and Serializable. These
interfaces also must exist in a domain.

Classes are represented by the portal jx.zero.VMClass. But because Object contains a method
getClass(), it is required that java.lang.Class exists and contains a constructor which has one param-
eter of type VMClass.

13 Maintaining security in a dynamic system

An operating system is a highly dynamic system. New users log in, services are started and
terminate, rights of users are changing, etc. To maintain security in such a system, the initial system
state must be secure and each state transition must transfer the system into a secure state.

There are two issues to be considered here: the system issue and the security policy issue.

The system issue is concerned with secure boot process (for example by booting from a
tamper-proof device like a CD-ROM), the initial domain correctly starts the security services and at-
taches them to the created domains. Each domain is started with no rights (only the naming portals
and no trusted code) and is associated to a principal. When a domain obtains new portals or commu-
nicates using existing portals the security system is involved.

The policy issue is concerned with secure changes of the access rights, additions of principals,
etc. How this is done depends on the used security policy. Example of how to securely maintain right
changes are described in [176][69].

14 Securing servers

We use the file system server to illustrate how our security architecture works in a real system.
As we discussed in Section 5.1 we use the server interface to make access decisions. For this to work
servers must export securable interfaces. A securable interface must use simple parameters and pro-
vide fine-grained simple operations.

Many servers have a built-in notion of permissions, for example the user/group/other permis-
sions in a UNIX file system. We will call them native permissions. These permissions can be supple-
mented or replaced by a set of foreign permissions. These permissions could, for example, be access
control lists. Because foreign permissions are not supported by the server, there must be a way to store
them. The SELinux system [121] uses a file hierarchy in the normal file system to store foreign per-
missions.
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14.1 Securing the file ser ver

There is some scepticism whether a capability-based system can be compatible to the JDK
(see the discussion of capabilities in [182]). We proved that this is possible by implementing a com-
ponent that implements the java.io.* classes in terms of our capability-based filesystem interface
(Figure 10.5). Code that uses the java.io classes can run unmodified on top of our implementation of
java.io. But the advantages of a capability-based system are lost: files must be referenced by name
and problems similar to the Confused Deputy [82] are possible. An application can avoid the prob-
lems by using the (not JDK-compatible) capability-based file system interface.

In an MLS system in which the file system is part of the TCB, the file system must be verified
to work correctly - which may be a difficult task as file systems employ non-trivial algorithms. We
used a configuration which eliminates the need for file system verification. Our system creates differ-
ent instances of the file system for the different security levels, each file server being able to use a
disjunct range of sectors of the disk. Assuring correct MLS operation can now be reduced to the prob-
lem of verifying that the disk driver works correctly; that is, it really writes the block to the correct
position on the disk. The file system may run outside the TCB with a security label that is equivalent
to the data it stores.

Figure 10.5: Filesystem layers
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14.2 Securing the database server

In contrast to the file system, a database system usually is not part of a traditional operating
system. It must implement and enforce its own security policy. In a microkernel system, database se-
curity is not that different from file system security. The database must export an interface that allows
to derive access decisions. An interface that accepts SQL statements does not have this property.

Certain policies that emphasize data integrity, such as Clark-Wilson, require that the data is
not directly exposed to users (as would be the case in a FS), but only available via trusted processes
or functions. A data base is better suited for this task than a file system.

For a relational database it seems very natural to formulate the security policy itself in the re-
lational model [144]. It must be stored in the database and the security manager must access the da-
tabase.

15 Evaluation

This section discusses how the described architecture meets the requirements stated in
Section 2.

Economy of mechanism. The microkernel is small and as simple as possible. The concept of stack
inspection is no longer needed. Even untrusted code can obtain a capability to do useful work in a
restricted way. JX relies on the type safety of the Java Bytecode language. If a flaw in the type system
is found the whole system is compromised. We assume that Java is type-safe. There is a lot of ongoing
and finished work on formally proving the type safety of Java. Using a simpler intermediate language
could make this proof easier and also reduce the size and complexity of the bytecode-to-nativecode
translator [132].

JX security does not rely on specific features of the Java language, like access modifiers for
fields and methods, thus eliminating a possible class of attacks [151].

Fail-safe defaults. Basing access decisions on fail-safe defaults is mainly the responsibility of the se-
curity manager (which is not part of the basic architecture). As an example, we implemented a secu-
rity manager that allows communication between dedicated principals and automatically rejects all
other communication attempts.

Complete mediation. All accesses to a portal can be checked by the reference monitor.

Open design. The design and even the implementation of JX is completely open.

Separation of privilege. The microkernel-based architecture supports a system design where privi-
leges are not centralized in one component but distributed through the system in separate domains.
Domains do not trust each other; therefore breaking into one domain has a strictly limited effect for
the overall system security.

Least privilege. A domain starts with the privilege to lookup portals. What portals can be obtained
by a domain is limited by the name service and also by the reference monitor that is consulted when
a portal comes into a domain or is passed to another domain. If the file system is compromised file
data can be modified and disclosed, but a database or file system that run in another domain can still
be trusted - as long as it does not trust the compromised file system domain.
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Least common mechanism. JX allows controlled sharing between applications (domains) using
portals. Domains do not share resources that are implemented by the microkernel. All resources, like
files, sockets, and database tables, are implemented by domains and shared using portals. Domains
have separate heaps and independent garbage collection.

Psychological acceptability. Whether the user accepts a security policy depends on the formulation
and implementation of the policy and on the user interface. This is outside the scope of this thesis.

Secrecy. Portals are the main mechanism to restrict data flow. The reference monitor is able to en-
force a wide range of access control policies, including MLS.

But data can also flow on covert channels, either on storage channels or on timing channels
[124], [103].

Storage Channels. A file system potentially contains many covert storage channels, such as
file names, access permissions, and the amount of free disk space. To avoid these channels we use
different file systems for different security domains or security clearances. They all access the BlockIO
interface, which is implemented in the TCB and uses a fixed partitioning of the block device.
This architecture is an example of polyinstantiation, which is often used to remove covert channels.
There is an obvious storage channel when using portal calls between domains of different clearances.
Even if only portals and no data parameters flow upward, the dynamic type of the portal parameters
can be used as a covert channel.

Timing channels. These channels are more difficult to avoid. In the example above, the two file
systems could use the shared block I/O as a timing channel by moving the disk arm and measuring
the difference in disk access time thus timing disk arm movements [141]. The bandwidth of such a
channel can be reduced by doing random disk accesses. Timing channels could be reduced further by
making it more difficult for the domain to measure real time at a high resolution.

JX is good in coping with the timing channel problem, because there already is “noise” on
most channels. The use of an intermediate instruction set makes it difficult to exploit cache effects or
to time instructions. Automatic memory allocation and garbage collection eliminate memory as co-
vert channel. There is only a minimal shared state in the microkernel. To reduce the bandwidth of
channels that exploit scheduling latencies, a randomized scheduling strategy can be used in the global
scheduler.

Modularity. One requirement for a security architecture is a small and modular TCB. Table 10.1
gives an estimate of the complexity of several systems by counting lines of code (kLOC = 1000 lines
of code). When comparing the numbers one should keep in mind that different programming languag-
es are used: the Translator and Verifier of JX are written in Java, the kernel of JX and all other systems
are written in C and assembler. A number of programming errors that are possible in C and assembler
are not possible in Java, such as memory management and pointer manipulation errors.Therefore we
assume that Java programs contain fewer bugs per LOC.

All systems have between 30 and 120 kLOC. The largest part of the Linux source code are
device drivers. But only few drivers are normally linked to the kernel statically or as a module. The
Linux number only contains the absolutely necessary part of the sources. The number would be high-
er in one of the standard distributions where the kernel contains additional file systems, network pro-
tocols, or other services.
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An interesting observation is that the memory management (mm) part of the Linux kernel is
larger than our bytecode verifier, which shows that so called hardware-based protection needs as
much software as software-based protection.

Using a Java processor the translator can be eliminated from the TCB. This would reduce the
size of the integrity kernel to 37 kLOC.

Integrity. The methods of a portal can be regarded as transformation procedures. Access to a domain
and to the data that is represented by a domain is only possible using portals. Moving the data from
one consistent state to the next and monitoring the integrity of the data is the responsibility of the do-
main

Separation of policy and enforcement. The security policy is not part of the servers. Even the en-
forcement is separated from the functional part of the servers.

Programming language. Many security flaws are due to language defiances, like buffer overflows,
that simply cannot happen in a language like Java. We tried to keep the non-Java portion of the system
as small as possible. As can be seen in Table 10.1 the microkernel, which is the only part of the system
that is written in an unsafe language, is rather small (25 kLOC) compared to the other parts of the
TCB.

Performance. We present a performance evaluation of the JX system in Chapter 12. Section 3.5 of
Chapter 12 contains measurements of the impact of the described reference monitor mechanism on
application performance.

System Parts kLOC total
kLOC

SecureJava [52] Paramecium Kernel
Java Nucleus

11
22

33

Linux 2.4.2 kernel
mm
ipc
arch/i386/kernel
arch/i386/mm
fs
fs/ext2
net/ipv4

13
15
3

25
1

23
5

34

119

Linux 2.4.2 drivers 1711

Linux 1.0 & drivers 105

LOCK [162] TCB 87 87

KeyKOS [146] Kernel
Domain code

25
25

50

JX integrity kernel
(no drivers)

Microkernel
Translator
Verifier

25
40
12

77

Tab. 10.1  Operating system code sizes
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16 Summary

We described the security architecture of JX, which can be seen as a hybrid of language-based
protection and operating system protection. It reconciles the performance and integrity of a type-safe
protection mechanism with the strong isolation and complete mediation of operating systems. JX
avoids typical Java security problems, such as native methods, execution of code of different trust-
worthiness in the same thread, and a huge trusted class library. The JX TCB consists of three rings:
the integrity kernel guarantees essential system properties, like type-safety and domain isolation; the
security kernel enforces a certain security policy; the outer ring of the TCB contains all services that
the user trusts.

JX provides a number of security mechanisms of different invasiveness. The capability mech-
anism is inherent in the architecture and guarantees a minimal level of security. On a per-domain basis
this mechanism can be supplemented by a monitor that controls propagation of capabilities between
domains and, if necessary, a reference monitor that mediates access to these capabilities.

We described the system modifications that were necessary to support confinement. The mea-
sured performance overhead of the reference monitor indicates that this mechanism should not be
used if not needed. We believe that for most commercial systems the pure capability system, with
proper interface design (e.g., a read-only interface), supplemented by the capability propagation mon-
itor will provide sufficient security and guarantee confinement at a low cost.
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CHAPTER 11 Related Work

This chapter compares the JX architecture to other projects that extend Java with capabilities that are
important for operating systems, such as isolation of protection domains, inter-domain communica-
tion, sharing between domains, resource accounting and user-defined resource management, reus-
ability, scalability, and security. Our evaluation of the related systems is guided by a number of ques-
tions:

Isolation. How are protection domains implemented? How well can domains be isolated from each
other? Can domains be completely confined? Can domains be terminated independently from each
other? Can domains use different JDK implementations?

Communication. Is fast inter-domain communication possible? Does communication creates inter-
dependencies between protection domains?

Sharing. Is code and/or data sharing possible? How transparent can code be shared? How are special
cases, such as static fields or synchronized methods, treated?

Resource accounting. How exact is resource accounting and how well does the system cope with
specific problems? When accounting CPU time a specific problem is the considerations of garbage
collection time and time spent in interrupt handlers. When accounting memory specific problems are
the account for stack and thread control block usage.

User-defined resource management.Is it possible to use different garbage collectors in different
domains and are the GC runs independent from each other. Does the system provide any support for
the implementation of independent garbage collection? Is it possible to use different schedulers for
different protection domains?

Reusability. How does the addition of protection domains affect reusability?

Scalability. How expensive are protection domains. Is it possible to efficiently create small as well
as large domains?

Security. How secure is the system with respect to the criteria presented in Chapter 10? What secu-
rity mechanisms are provided by the system?

The following projects either attempt to provide an operating system structure or attempt to improve
one of the aspects in our list (the projects are listed in no particular order):

Conversant [16] by The Open Group Research Institute was one of the first attempts to enhance Java
with separate protection domains and resource accounting. Whenever a new name space is created by
using a new class loader a new heap is created and used by the code that is loaded by the class loader.
System classes are loaded by the internal class loader and shared between protection domains. Inter-
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heapreferencescanbecreatedby passingreferencesthroughstaticvariablesof sharedsystemclass-
es. A runtime check (write barrier) is used to detect attempts to create inter-heap references.

KaffeOS [10] by theUniversityof Utah is anextensionof theKaffe JVM to supporta processab-
straction.Thedesignis similarto Conversant.Heapsareseparatedandawrite barrieris usedto detect
attemptsto createinter-heapreferences.Thereis noIPCprimitive,but sharedheapsareusedfor com-
munication.The systemprovidesa processabstractionthat is similar to UNIX, with kernel-mode
code and user-mode code.

JRes [45] by theCornellUniversityis apureJavasystemthatusesbytecoderewriting in classloaders
to supportresourceaccounting.Beforeeachobjectallocationinstructionandin eachfinalizera call
to the resource management system is inserted.

J-Kernel [87], [86] by theCornellUniversitywasdevelopedby thesameresearchteamthatdevel-
opedJRes.It supportsa taskstructureandcapability-like inter-taskreferenceson top of anunmodi-
fied JVM. TheJ-Kernelis layeredon top of RMI andextendsRMI by a capabilitymechanism.Ca-
pabilitiesarerealizedby generatingproxy classes“on-the-fly” andusinga referenceto an instance
of such a proxy class instead of the original reference.

Luna [85], [86] by theCornellUniversity is a follow-on projectto theJ-Kernel.It extendstheJava
typesystemandintroducesanew typefor remotepointers.Remotepointersarereferencesto objects
of adifferenttask.Remotepointersallow fine-grainedsharingbetweentasksandthey canberevoked
either explicitly or when the target task terminates.

Secure Java [52] by theVrije UniversiteitAmsterdamandIBM T. J. WatsonResearchCenteris a
JVM that runs on top of the Paramecium [53] kernel.

Aurora [148], [139]by Oracleis thecentralcomponentof JServer, theJavaruntimeenvironmentthat
is embeddedin Oracle’sdatabase.Themaingoalof theAuroraJVM is scalability, i.e. thesupportof
many concurrent database sessions.

MVM [44] by SunMicrosystemsis an extensionof the HotSpotJVM that allows to run multiple
JVMs in a single process. When possible, data is shared between the JVMs.

Scalable JVM OS/390 [51] by IBM is aportof aJVM to theOS/390operatingsystem.As thisport
aimedatusingaJVM to runserverprograms,it focusedonreliability, availability, security, andscal-
ability. Theseconcernswereaddressedby usingfacilitiesof theunderlyingOS/390system:reliabil-
ity andavailability by usingperformancemonitoring,securityby usingthe principal-basedaccess
control of OS/390,andscalabilityby usingOS/390processesandsharedmemoryto storethe re-
solved system classes.

JavaSeal [27] by theUniversityof Genevaandits follow-onprojectJ-SEAL2[22], by theTechnische
Universität Wien is a pure Java implementation of resource accounting and management.

JavaOS [154] by SunMicrosystemsis a completeJava operatingsystem.Similar to the Pilot OS
[147] (seeSection2.5of Chapter2) JavaOSis asingle-usersystem.As JavaOSis theonly realJava-
based operating system besides JX, it is very related to the work described in this dissertation.

All systemsbesidesJavaOSareno realoperatingsystemsbut extensionsof Java runtimeen-
vironmentswith functionalitythatusuallyis associatedwith operatingssystems,suchastasktermi-
nation and resource control.
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1 Architectural aspects

1.1 Isolation

Systems that provide protection domains on top of an unmodified JVM use the name spaces that are
created by class loaders. Inside a JVM a class is uniquely identified by its class name and the class
loader that loaded the class. A class contains references to other classes in its constant pool. When
these class names are resolved by the JVM internal linker the class loader that loaded the class is re-
quested to load the new class. Using a new class loader to load a class creates a new, separate name
space because the new class can not use previously loaded classes. An exception are system classes
that are loaded by a JVM internal class loader and that are accessible in all name spaces.

An unmodified JVM uses a shared heap for all protection domains (name spaces). This leads to an
optimal memory utilization but allows for denial-of-service attacks. To make these attacks impossible
systems either keep the shared heap model and account object allocations (JRes) or use separate
heaps. Fragmentation can be reduced by using heap fragments (as illustrated by the third domain in
Figure 11.1). A shared heap model usually is combined with a shared thread model. The thread con-
tains frames of different protection domains (see Figure 11.2).

Heap. It is relatively easy to share data between protection domains in a Java system. A multi-tasking
system must prevent DoS attacks that simply fill the heap or lead to a fragmentation of the heap. Sys-
tems that use a single heap and that do not account allocations are subject to simple heap exhaustion
attacks. These systems include JavaOS, JKernel, Aurora.

Conversant and KaffeOS use separate heaps and write barriers to detect attempts to create inter-heap
references. This check slows down the putstatic, putfield, and aastore bytecode to about 50% of the
original speed in the Conversant system.

KaffeOS uses a separate heap per process and shared heaps for interprocess communication. Instanc-
es of system classes are allocated on a shared heap. System classes must be modified to protect (hide)

Figure 11.1: Shared heap vs. separate heaps

The different patterns represent objects of different protection domains. In a shared heap model ob-
jects of different domains are mixed which unnecessarily complicates resource accounting and rec-
lamation.

shared heap:

separate heaps:
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shared kernel locks (example is the Thread class). They must also be modified to multiplex state be-
tween processes (example is the static System.out variable that represents the standard output stream
and should be process local). KaffeOS allows sharing between processes and allows access to the
fields of shared objects. We think that this kind of sharing is fundamentally flawed because it can be
used to violates the contract of the abstract data type (ADT). To circumvent that a malicious process
violate the ADT contract by directly modifying the state of the object KaffeOS programs will end up
encapsulating this state and allowing access only through methods, which will be equivalent to the
JX sharing model.

The J-Kernel [86] uses the Java classloading mechanisms to add a task structure (termination,
revocation, resource accounting) to an unmodified JVM.

JSEAL uses the Java Resource Accounting Facility (JRAF) [3] that is implemented in pure
Java. Therefore, it can be used with standard JVMs. J RAF is based on bytecode rewriting techniques.
Memory allocation instructions are redirected to a controller object that denies object allocation if a
limit is exceeded.

The Aurora JVM uses different heaps for different object lifetimes. But different sessions are
not isolated; neither in their memory consumption nor in their CPU consumption. As a deadlock
therefore may affect all users of the database the system integrates a deadlock detection mechanism.

Code and static fields.It should be possible to share code between protection domains. In order to
preserve the illusion of independent virtual machines static variables should not be shared. KaffeOS
loads classes multiple times. This wastes memory and requires recompilation by the JIT compiler,
which increases application startup latency and wastes additional memory. The MWM supports code
sharing with domain-specific static fields.

1.2 Communication

There is no fast communication mechanisms for applications inside one MVM. Communica-
tion between processes in KaffeOS is done using a shared heap. Our goal was to avoid sharing be-
tween domains as much as possible and we, therefore, use RPC for inter-domain communication

Figure 11.2:Stacks with mixed frames

A shared heap model is usually combined with a shared thread model. A single thread executes code
that belongs to different protection domains and thus the thread contains frames that belong to differ-
ent domains. These frames contain references to objects of their domain. Although an inter-domain
invocation has nearly zero overhead, the shared stack makes clean and safe termination nearly im-
possible.

Stack

Heap
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1.3 Sharing

Allow field access to shared object may break the object abstraction.Allowing access via pub-
lic method requires synchronization. Allowing synchronization allows DoS attacks by acquiring but
never releasing the lock. Therefore all locks must be private as in the KaffeOS system classes.

In KaffeOS objects can be shared between protection domains. References to objects of do-
main A can be on the stack of a thread of domain B. It is therefore necessary to include the stacks of
all domains in the garbage collector’s root set of a domain. Although KaffeOS contains some clever
mechanisms that allow the GC to run concurrently with threads of foreign domains, all threads of the
system must be scanned. This is extremely unscalable and will render KaffeOS unusable when many
domains, i.e. many threads, are used. To make use of the shared heap the interface of standard classes,
such as java.util.Hashtable, must be changed.

Synchronization. Systems that share data between protection domains must provide a mechanism to
synchronize access to this data. This mechanism must be carefully designed to prevent denial-of-ser-
vice attacks. When using a simple mutual exclusion lock as synchronization primitive a malicious do-
main could hold the lock forever thereby blocking the progress of other domains. This is a problem
in systems that share classes and static fields. The static method java.lang.Math.random(), for exam-
ple, is synchronized, i.e. it uses a static lock. In KaffeOS the kernel code must not use a publicly ac-
cessible object (including class objects) for synchronization. Otherwise user code can block the ker-
nel forever. The proposed technique is to create an object that is only accessible within the trusted
kernel class.

1.4 Resour ce accounting

The pure Java systems (JRes, J-Kernel, JavaSeal) are not able to account for stack and thread control
block memory and for GC time. There are no means for resource control for applications inside one
MVM.

1.5 User-defined resour ce mana gement

There is no provision for user-defined resource management in any of the systems with the exception
of JX.

1.6 Scalability

To achieve scalability the Aurora VM reduces the minimum incremental per-user session footprint,
shares read-only data, such as Java bytecodes, and uses different garbage collection algorithms, de-
pending on the type of memory.

A regular JVM has a minimal footprint of about 2 to 3 MB data. Running 10,000 JVMs therefore con-
sumes between 20 and 30 GB memory for data. The Aurora VM reduces this amount to a minimum
of 40-60KB per session and 200 KB for medium sized program, such as an ORB [139]. This means
that 10,000 sessions fit into 2GB of memory and there is no need to use slow secondary storage.
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There are three different memory types with different lifetime durations: call, session, and glo-
bal. Call memory persists during a (possibly recursive) call into the database, session memory exists
for the duration of the session connected to the database, and global persists as long as the database
instance is running.Different garbage collectors are used for the different memory areas. The short-
living call area is collected by using generational scavenging, session memory is collected by using
a copying collector that compacts memory. The call duration memory contains the C stacks, the Java
stacks, the newspace and the oldspace [148]. To avoid timeslicing overhead threads are scheduled
non-preemptively.

While JX domains are a more general concept they provide the same advantages. Depending
on the purpose of the domain a specific garbage collection implementation can be selected. Read-only
state, such as compiled code, is shared between domains, which leads to a low per-domain memory
footprint and good scalability.

The MVM and IBM’s JVM port to OS/390 also allow sharing of class data to improve scal-
ability.

1.7 Security

Secure Java [52] aimed at reducing the TCB of a Java VM to its minimum. The bytecode ver-
ifier and just-in-time compiler are outside the TCB. The JIT can be inside the TCB to enable certain
optimizations. The garbage collector is inside the TCB, but because the JIT and verifier are not trusted
the integrity of the heap can not be guaranteed. We think that this is the main problem, because not
relying on the integrity of the heap complicates the GC implementation and complex implementa-
tions should be avoided in a secure system. Heap integrity is important when reasoning about security
of higher level applications. Systems that are layered on top of a JVM and/or require a large part of
the JDK library (all systems besides SecureJava and JX) have the problem of a very large TCB.

Containment of information is not a problem many system seems to care about. Especially the
systems that support shared heaps (Conversant, KaffeOS) may leak information through shared ob-
jects.

1.8 Reusability

One of the objectives of the JX project was an enhanced reusability of operating system components.
To enable the reuse of components between different configurations, either operating within the same
domain or across a domain boundary, inter-domain communication must be transparent for the func-
tional part of the component. Systems that require an explicit action to create an inter-domain com-
munication channel make reuse impossible. On the other hand, a domain or component must be able
to control the communication activity. A conceptual model for this kind of separation is a meta-level
structure, also called reflection. The JX portal interception architecture was influenced by the ideas
of the metaXa system [73], which was the first JVM supporting behavioral or computational reflec-
tion [123].

The management of capabilities in the J-Kernel is done explicitly. The capability system is not
orthogonal to application code which makes reuse in a different context (using a different security
policy) difficult. A capability is created by calling Capability.create() and passing a Remote object as
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parameter. The Capability.create() method dynamically creates a stub class that implements the Remote
interface. The created methods perform a revocation check, switch stack segments, and copy param-
eters. The returned capability object is an instance of the dynamically created class.

2 Summary

By evaluating related systems according to architectural aspects that are required to build a
general-purpose time-sharing operating system this chapter demonstrated that none of the related sys-
tems can be used to build such a system.

The projects can be classified according to their changes to the Java runtime environment.
There are projects that extend or modify the Java compiler instrument class files, projects that modify
the runtime system, and projects that modify the operating system. Depending on the amount of mod-
ification different levels of isolation, resource management flexibility, and resource control can be
achieved. Only a solution that integrates the operating system and the runtime system can achieve full
isolation, maximal flexibility, and exact resource control. JavaOS, as the only operating system be-
sides JX, is the only system that is able to completely control the resource consumption But as it miss-
es a protection domain concept it can not be classified as a multi-user or timesharing system.
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CHAPTER 12 Evaluation

This chapter evaluates whether the JX architecture is suitable as the foundation of general pur-
pose or dedicated operating systems. The first part of this chapter describes several typical operating
system services, such as a file system, a web server, a network file system, a window manager, and a
database system. The second part of the chapter compares the performance of JX with a traditional
UNIX system (Linux). We do not use synthetic benchmarks, such as JVM98 [198], but real operating
system components: a Linux-ext2-compatible file system, a network file server speaking the NFS
protocol, relational database system, and a web server. The final two sections analyze the file system
performance and the NFS performance in more detail.

1 Functional Evaluation

We present four examples to demonstrate the suitability of the JX architecture for the construc-
tion of general-purpose and dedicated operating systems. The examples are a file system, an NFS
server, a window manager and a database management system.

1.1 Filesystem

The file system consists of four service components with their respective interface compo-
nents: the device driver, the block buffer cache, the ext2 file system, and the file system user interface
(see Figure 12.1).

An application interacts with the file system by using the FSApplicationInterface component,
either directly or via the JDK_FS library component. When an application opens a file, a file object
is returned. The file object provides methods to access and modify the file.

The file system interface is a capability oriented abstraction layer for the file system. It access-
es the inode based information of the file system component. The file system component contains the
actual implementation of a specific file system. We currently use an Ext2 compatible system that was
ported from Linux [186]. The file system component uses the block buffer to get the raw data from a
storage device. The block buffer reads and writes sectors from the device driver. More precisely it
uses a reference to an object implementing the BlockIO interface. The BlockIO component that is
accessed by the block buffer component need not necessarily be a device driver for a local disk. It
may also transfer blocks over the network, or store the blocks in main memory.
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Usually, the file system is used by more than one application. Therefore a reasonable system
configuration is to use a file system domain that provides the file system as a service and is accessed
by other domains.

If the disk is shared between different file systems or applications that require access to raw
blocks the File System Domain can be split into two domains: one domain provides disk access and
contains the device driver: the other domain contains the file system implementation.

Files are represented by the portal interface FSObject and its sub-interfaces RegularFile, Rea-
dOnlyRegularFile and Directory. Depending on the file system other interfaces may be used, such as
Symlink. When opening a file, the application can specify, that read-only access is sufficient. Then a
ReadOnlyRegularFile object, that lacks the methods to modify the file, is passed to the application.
When the application wants to write data to a file, it can get a RegularFile object that contains modi-
fication operations. There is no way to change the type of a portal from ReadOnlyRegularFile to Reg-
ularFile, because dynamic type checks are performed by using the type of the portal object and not the
type of the service object. Even if the service object implements both types the type of the portal can
not be changed to the other type.

Opening a new file creates a new service in the file system domain. To make this practical ser-
vice creation must be a low overhead operation and consume few resources. Chapter 5 described how
shared thread pools reduce the resource requirements of a service. The file services share a thread
pool that usually contains only one thread. It contains more than one thread if the service thread
blocks and a new service thread is started (see Chapter 5, Section 6).

The number of files is limited by the number of services that can be created by a domain. Cur-
rently there is a static limit on the number of services because of the service table. Using a different
data structure to map service ID to service control block would remove this limit. The number of open
files would then only be limited by the available heap memory in the file server domain.

1.2 Network File System

The Network File System (NFS) protocol uses SUN RPC for communication. JX contains an
RPC layer and a stub code generator that creates RPC stub and skeleton class from Java interfaces.
The complete network stack, from the device driver up to the NFS server is deployed in the form of
type-safe JX components. The NFS server uses the file system that was described in Section 1.1. The
file system components, the network protocol processing components, the NFS server components,
and the device driver components can either be collocated in the same domain or run in different do-
mains.

1.3 Window manager

The JX window manager [138] uses the frame buffer component to access a frame buffer device and
provides windows as services. Each window has an event queue that is maintained by the window
manager.

When a domain is terminated all windows should be closed and the window manager releases all re-
sources associated with these windows. The automatic service lifecycle management mechanism,
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Figure 12.1: Components structure and simplified object graph of the file system

The left half of this figure shows the component structure of the file system and an application that
uses the file system. The right half of the figure shows a simplified object graph of the two domains.
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which was explained in Chapter 5, is used. Portals to a window can be passed to other domains.
Therefore the window remains open although it is not completely functional.

1.4 Database Management System

The JX database [47] uses the following abstractions: Database, Table, Index, and Key. These
abstractions are represented as portals. The database implementation is hidden behind these portals.
The implementation uses fairly standard database techniques, including B-Trees. The details of the
implementation are described in [47].

1.5 Webserver

As our JDK class library misses functionality that is required to run an off-the-shelf Java web server,
such as tomcat [197], we wrote a simple Java web server. The JX web server accepts a connection,
creates a either a new domain or a new thread and passes the portal that represents the TCP connection
and a portal to the file system to the new domain/thread.

The web server creates a new domain “Web worker” for each new HTTP connection. It passes
a java.net.Socket object and a jx.fs.FS portal object to the new domain. The java.net.Socket is imple-
mented by using a jx.net.TCPSocket portal which is passed to the new domain as part of the Socket
object graph. The “Web worker” domain parses the HTTP stream and eventually accesses the file sys-
tem to read the requested html file. The file is represented by a jx.fs.FileInode portal.

2 Performance evaluation

In this section we evaluate the performance of the JX system using selected components: the file sys-
tem, the NFS server, and the database management system.

2.1 Filesystem

To evaluate the performance of the JX file system we used the IOZone benchmark [200]. As
JX is a pure Java system, we can not use the original IOZone program, which is written in C. Thus
we ported IOZone to Java. The JX results were obtained using our Java version and the Linux results
were obtained using the original IOZone.

Figure 12.2 shows the results of running the IOZone reread benchmark on Linux.

Our Java port of the IOZone contains the write, rewrite, read, and reread parts of the original
benchmark. In the following discussion we only use the reread part of the benchmark. The read
benchmark measures the time to read a file by reading fixed-length records. The reread benchmark
measures the time for a second read pass. When the file is smaller than the buffer cache all data comes
from the cache. Once a disk access is involved, disk and PCI bus data transfer times dominate the
result and no conclusions about the performance of JX can be drawn. To avoid these effects we only
use the reread benchmark with a maximum file size of 512 KBytes, which means that the file com-
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Figure 12.2: IOZONE: JX vs. Linux

This figure shows the results of running the IOZone benchmark on Linux and on different JX config-
urations. Figures (a) and (b) display absolute throughput, while figures (c) and (d) compare the JX
throughput with the Linux throughput of figure (a).
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pletely fits into the buffer cache. The JX numbers are the mean of 50 runs of IOZone. The standard
deviation was less than 3%. For time measurements on JX we used the Pentium timestamp counter
which has a resolution of 2 ns on our system.

Figure 12.2 shows the results of running the IOZone benchmark on Linux (a) and JX (b).
Figure 12.2 (c) compares JX performance to the Linux performance. Most combinations of file size
and record size give a performance between 20% and 50% of the Linux performance. Linux is espe-
cially good at reading a file using a small record size. The performance of this JX configuration is
rather insensitive to the record size. Figure 12.2 (d) compares an optimized JX system to Linux. We
will explain the optimization options in detail in Section 3.

2.2 Network File System

To assess NFS performance we use a home brewed rate benchmark. The rate benchmark sends
getattr requests to the NFS server as fast as possible and measures the achievable request rate.

Another benchmark is the rate benchmark, which measures the achievable NFS request rate
by sending getattr requests to the NFS server. Figure 12.3 shows the domain structure of the NFS
server: all components are placed in one domain, which is a typical configuration for a dedicated NFS
server. Figure 12.3 shows the results of running the rate benchmark with a Linux NFS server (both
kernel and user-level NFS) and with a JX NFS server. There are drops in the JX request rate that occur
very periodically. These drops are caused by garbage collector runs. The GC is not interrupted, be-
cause it disables interrupts as a safety precaution in the current implementation. The pauses could be
avoided by using an incremental GC [12], which allows the GC thread to run concurrently with
threads that modify the heap.

Figure 12.3: NFS server configuration and request rate
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2.3 Database Management System

We compare the performance of a database running on top of JX with the performance of a
database running on top of Linux. The JX database was implemented as part of a semester thesis [47].
As Linux DB we use the freely available MySQL system. The MySQL distribution contains bench-
marks that we adapted for the JX database. When comparing the results one must consider the fol-
lowing functional differences between MySQL and the JX database:

• The JX database does not contain an SQL parser. SQL statements are translated manually to
an operator tree. MySQL performs this translation automatically which costs time especially
when using complex SQL statements. We therefore use only benchmarks with few operators
that cause many database operations.

• A MySQL client communicates with the database server by using TCP1 while the JX client
uses portals to communicate with the server. We therefore selected benchmarks that do not
transfer large amounts of data.

The following benchmarks are used. All benchmarks fit completely in main memory:

Insert. Insert 10000 rows in a table. Each row consists 4 integer columns. Create three indexes. No
query optimization is necessary because there is only one operator. Data must be transferred to the
server.

Select. Select operations are performed on the created table. Compared to the amount of computation
necessary to find the data only a simple query must be optimized by the MySQL query optimizer. No
data is transferred to the client.

Update. Update one column in each row. A simple query optimization and data transfer is necessary.

Figure 11.18 shows the results of running the benchmark. While there is no large difference
between the insert and select results, the update results differ significantly. Each update triggers the
regeneration of the index structures. When turning off index regeneration the update benchmark re-
quires only 0.05 seconds. An obvious optimization would be to generate indexes lazily, i.e., only
when they are needed.

2.4 Web server

To see how well the JX web server performs we wrote an equivalent web server in C and mea-
sured its performance on Linux (Table 12.1). The Linux web server accepts a connection, and either
forks a process that parses the http request, reads the requested file and sends a reply, or processes the
request without forking a new process. The Linux and JX/thread numbers are not much different. Cre-

1. Although client and server run on the same host using TCP sockets for communication creates protocol overhead.
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ating a new domain to processes each request is considerably more expensive, but allows to execute
arbitrary untrusted code to process the request.

3 Detailed perf ormance anal ysis of the fi le system

JX provides a wide range of flexible configuration options. Depending on the intended use of
the system several features can be disabled to enhance performance. Figure 12.5 shows the results of
running the IOZONE benchmark on JX with various configuration options. These results are dis-
cussed in further detail below. The legend for the figures indicates the specific configuration options

Figure 12.4: Database benchmark results

Tab. 12.1 Web server request rate

Benchmark http request rate
(req/sec)

(mean of four runs
each sending 1000

requests)

JX web server using threads 459

JX web server using domains 142

Linux web server using fork 381

Linux webserver without fork 445
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used in each case. The default configuration used in Figure 3 was MNNSCR, which means that the
configuration options used were multi-domain, no inlining, no inlined memory access, safety checks
enabled, memory revocation check by disabling interrupts, and a Java round-robin scheduler. The
modifications described in this section are pure configurations. Not a single line of code is modified.

3.1 Domain structure

How the system is structured into domains determines communication overheads and thus af-
fects performance. For maximal performance, components should be placed in the same domain. This
removes portal communication and parameter passing overhead, and allows further optimizations,
such as inlining. Figure 12.5 (a) shows the improvement of placing all components into a single do-
main. The performance improvement is especially visible when using small record sizes, because
then many invocations between the IOZone component and the file system component take place. The
larger improvement in the 4KB file size / 4KB record size can be explained by the fact that the over-
head of a portal call is relatively constant and the 4KB case is very fast, because it completely operates
in the L1 cache. So the portal call time makes up a considerable part of the total time. The contrary
is true for large file sizes: the absolute throughput is lower due to processor cache misses and the
saved time of the portal call is only a small fraction of the complete time. Within one file size the ef-
fect also becomes smaller with increasing record sizes. This can be explained by the decreasing num-
ber of performed portal calls.

3.2 Translator configuration

The translator performs several optimizations. This section investigates the performance im-
pact of each of these optimizations. The optimizations are inlining, inlining of fast portals, and elim-
ination of safety checks.

3.2.1 Inlining

One of the most important optimizations in an object-oriented system is inlining. We currently inline
only non-virtual methods (final, static, or private). We plan to inline also virtual methods that are not
overridden, but this would require a recompilation when, at a later time, a class that overrides the
method is loaded into the domain. Figure 12.5 (b) shows the effect of inlining.

3.2.2 Inlining of fast por tals

A fast portal interface that is known to the translator can also be inlined. To be able to inline
these methods that are written in C or assembler the translator must know their semantics. Since we
did not want to wire these semantics too deep into the translator, we developed a plugin architecture.
A translator plugin is responsible for translating the invocations of the methods of a specific fast por-
tal interface. It can either generate special code or fall back to the invocation of the DomainZero meth-
od. We did expect a considerable performance improvement but as can be seen in Figure 12.5 (c) the
difference is very small. We assume, that these are instruction cache effects: when a memory access
is inlined the code is larger than the code that is generated for a function call. This is due to range
checks and revocation checks that must be emitted in front of each memory access.
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Figure 12.5:IOZONE performance

(a) Domain structure:SNNSCR vs. MNNSCR

(b) Inlining: SINSCR vs. SNNSCR

(d) Safety checks:SIFNCR vs. SIFSCR
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3.2.3 Safety checks

Safety checks, such as stack size check and bounds checks for arrays and memory objects can be
omitted on a per-domain basis. Translating a domain without checks is equivalent to the traditional
OS approach of hoping that the kernel contains no bugs. The system is now as unsafe as a kernel that
is written in C. Figure 12.5 (d) shows that switching off safety checks can give a performance im-
provement of about 10 percent.

3.3 Memory revocation

Portals and memory objects are the only objects that can be shared between domains. They are
capabilities and an important functionality of capabilities is revocation. Portal revocation is imple-
mented by checking a flag before the portal method is invoked. This is an inexpensive operation com-
pared to the whole portal invocation. Revocation of memory objects is more critical because the op-
erations of memory objects - reading and writing the memory - are very fast and frequently used op-
erations. The situation is even more involved, because the check of the revocation flag and the
memory access have to be performed as an atomic operation. JX can be configured to use different
implementations of this revocation check:

• NoCheck: No check at all, which means revocation is not supported.

• CLI: Saves the interrupt-enable flag and disables interrupts before the memory access and re-
stores the interrupt-enable flag afterwards.

• SPIN: In addition to disabling interrupts a spinlock is used to make the operation atomic on a
multiprocessor.

• ATOMIC: The JX kernel contains a mechanism to avoid locking at all on a uniprocessor. The
atomic code is placed in a dedicated memory area. When the low-level part of the interrupt
system detects that an interrupt occurred inside this range the interrupted thread is advanced
to the end of the atomic procedure. This technique is fast in the common case but incurs the
overhead of an additional range check of the instruction pointer in the interrupt handler. It in-
creases interrupt latency when the interrupt occurred inside the atomic procedure, because the
procedure must first be finished. But the most severe downside of this technique is, that it in-
hibits inlining of memory accesses. Similar techniques are described in [19], [134], [128],
[159].

Figure 12.5 (g) shows the change in performance when no revocation checks are performed.
This configuration is slightly slower than a configuration that used the CLI method for revocation
check. We can only explain this by code cache effects.

Figure 12.6: IOZONE performance:Stack size check V2 vs. V1

0

9

filesize in KBytes
4 8 16 32 64 128 256 512

im
pr

ov
em

en
t 

in
 %



156

Using spinlocks adds an additional overhead (Figure 12.5 (h)). Despite some improvements
in a former version of JX using atomic code could not improve the IOZone performance of the mea-
sured system (Figure 12.5 (i)).

3.4 Cost of the open sc heduling frame work

Scheduling in JX can be accomplished with user-defined schedulers. The communication be-
tween the global scheduler and the domain schedulers is based on interfaces. Each domain scheduler
must implement a certain interface if it wants to be informed about special events. If a scheduler does
not need all the provided information, it does not implement the corresponding interface. This reduc-
es the number of events that must be delivered during a portal call from the microkernel to the Java
scheduler.

In the configurations presented up to now we used a simple round-robin scheduler (RR) in
each domain. The domain scheduler is informed about every event, regardless whether being inter-
ested in it or not. Figure 12.5 (f) shows the benefit of using a scheduler which implements only the
interfaces needed for the round-robin strategy (RR invisible portals) and is not informed when a
thread switch occurred due to a portal call.

As already mentioned, there is a scheduler built into the microkernel. This scheduler is imple-
mented in C and can not be exchanged at run time. Therefore this type of scheduling is mainly used
during development or performance analysis. The advantage of this scheduler is that there are no calls
to the Java level necessary. Figure 12.5 (e) shows that there is no relevant performance difference in
IOZone performance between the core scheduler and the Java scheduler with invisible portals.

3.5 Security

Depending on the configuration, using a reference monitor causes an additional overhead.
Figure 12.7 shows the overhead relative to the multidomain configuration that is created by using a
monitor that intercepts and allows all invocations.

We implemented a reference monitor which imitates the discretionary access policy of UNIX.
Each domain is owned by a principal. The credentials of a principal consist of user ID and a list of
group IDs. Each read and write access to the file portal is validated against the user credentials. Dur-
ing this check the security manager asks the file server for the file permissions. As can be seen in
Figure 12.8 this configuration is expensive. Using a pure capability architecture is much faster, be-
cause only portal creation must be checked but not portal access. This creates, however, the problem
of cached access decisions. When the security policy or the security attributes of an object are
changed, the portal (capability) still allows access.

3.6 Summar y: Fastest saf e configuration

After we explained all the optimizations we can now again compare the performance of JX
with the Linux performance. The most important optimizations are the use of a single domain, inlin-
ing, and the use of the core scheduler or the Java scheduler with invisible portals. We configured the
JX system to make revocation checks using CLI, use a single domain, use the kernel scheduler, en-
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abled inlining, and disabled inlining of memory methods. With this configuration we achieved a per-
formance between about 40% and 100% of Linux performance (Figure 12.2). By disabling safety
checks we were even able to achieve between 50% and 120% of Linux performance.

4 Detailed performance analysis of the NFS server

We now present a detailed analysis of the behavior and performance of the NFS server. We use visu-
alizations that we developed to understand the behavior of JX components without inspecting their
source code. We will explain how we obtained the data for the visualizations, describe how and in-
terpret them

4.1 Method timing

To write faster code, it is necessary for the programmer to identify the most time-consuming parts of
a program. These hot spots of execution often indicate poor code or bottlenecks. The hot spots are the
parts of the code that benefit most from optimizations. We instrumented the bytecode-to-nativecode
translator to insert code that measures the execution times of methods.

Hardware supported measuring. Method timing uses the time stamp counter register (TSC) of the
Pentium processor family. The TSC contains the elapsed clock ticks since system boot. To measure

Figure 12.7: multidomain with null monitor

This diagram shows the overhead of using a null reference monitor as described in Chapter 10..

Figure 12.8: multidomain with access check at every read/write

This diagram shows the overhead of using a reference monitor that performs security checks.
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the time consumed by a method, we save the TSC in the prolog of the method and subtract the TSC
in the epilog of the method. The result is accumulated for each pair of (caller, callee) method. The
sum is saved together with the number of invocations and the caller and callee address in a data struc-
ture per thread. Collecting the data separately per thread avoids locking overhead and allows to ana-
lyze the behavior of a dedicated thread.

Analyzing the results. To get a better overview of the executions paths we produce diagrams that
show the execution times.

A call graph display (Figure 12.9) is produced by using the dot program [193]. After having produced
several call graphs we concluded that this visualization is not well-suited to give a good picture of the
consumed time. This was the reason to develop another visualization (Figure 12.10) that shows a box
for each method, where the size of the box is proportional to the time consumed by this method.

Figure 12.9: Call graph
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4.2 Event tracing

User-generated events. JX allows Java components to log component-specific events. The Java code
can register an event name at the microkernel and gets an event number. This number is used for sub-
sequent logging. Time and event number are stored in main memory. The overhead of logging an
event is 45 CPU clock cycles.

Figure 12.11 shows the event trace that is produced when the system boots and acts as an NFS
server. The system first sends a bootp request and receives a reply packet (at about 48.75 sec.). Then
the client mounts the NFS file system, and starts to read the same file in an endless loop. This creates
RPC and NFS traffic starting at about 53.6 sec. 0.2 sec. later there starts a dense block of events. These
are the getattr requests that are sent by the client during the execution of the benchmark program. The
block of events is interrupted three times by the garbage collector, that in the current version of JX
disables all interrupts. This will be changed when the protocol between GC and intra-domain sched-
uler is finished.

To improve the NFS request rate, we have to look at the events in more detail, so we zoom into
the 3.4 millisecond interval starting at about 53.791 sec. There is an obvious pattern of consecutive
events (dotted line) that starts and ends with a 3C905interrupt event. A complete cycle needs about
905 µsec.

Method enter/exit events. For debugging purposes it is often interesting to know which methods are
executed in which order. Our translator can be configured to insert a prologue that logs TSC and meth-
od pointer. The same event-recording facilities as with user-generated events are used. Therefore the
diagram looks similar.

Scheduling events. To visualize the scheduling behavior of the system we use a thread activity dia-
gram. The kernel is instrumented to collect events during thread switching. The TSC and target thread
ID are logged. Figure 12.12 shows the thread activity during boot and the NFS test. The y-axis shows
either the thread name or the thread ID for unnamed threads. Some background information is nec-
essary to understand this diagram. “Idle” is the thread that runs when no other thread is runnable. The
“Main-Test” thread is the thread that starts the NFS server. “IRQThread8” is the first-level interrupt
handler for the RTC interrupt. It runs periodically and fires timers by unblocking other threads. As
“IRQThread8” is a first-level handler it runs with interrupts disabled and must complete in a bounded
time. Time-consuming tasks are delegated to the “TimerManager” thread. At about 53.79 sec. the sys-
tem starts to receive getattr NFS requests and the thread switches start to occur more frequently.
“IRQThread9” is the first level interrupt handler for the NIC (network interface card) interrupt. It ac-
knowledges the received packet with the NIC, places it in a queue, and unblocks the “Etherpacket-
Queue” thread that processes that queue.

4.3 Memory

Java’s automatic memory management is very convenient for the programmer. But during perfor-
mance debugging or in order to find memory leaks the programmer wants to know exactly when and
where objects are allocated and destroyed.

Object creation: time and code position. Figure 12.13 shows at which times and in which libraries,
classes, and methods objects are allocated. It is possible to identify several time periods with very spe-
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cific allocation behavior, which are in most cases separated by periods with no allocations. At the be-
ginning there is a large number of allocations within a short period of time but at many different code
positions. This pattern is caused by the static initializers, which run when a component is loaded. Un-
til about 44.0 sec. the system components are initialized with object allocations mostly in the JDK
library and in the ethernet device driver (net_3c905.jll). The next starts at about 45.3 sec. with many
allocations in the components that have a name starting with net. These components implement the
network protocols IP, UDP, BOOTP, and ARP. At about 48.7 sec. there are allocations in the network
stack and JDK which are caused the execution of the BOOTP protocol (see the corresponding time
in the event diagram of Figure 12.11). This is the point where the system learns its IP address. This
network activity is followed by an activity in the file system components. An inspection of the test
program’s source code reveals that the initialization code waits for the initialization of the network
protocols to complete before initializing the file system components and formatting the file system.
The next period of heavy allocations in nearly all components starts at about 53.6 sec. As can be seen
in the event diagram of Figure 12.11 the system starts to receive mount and getattr requests at this
time.

Object creation and destruction. Figure 12.14 shows the lifetime of objects. The y-axis shows the
instruction pointer, representing the position of the object allocation (equally distributed). The color
relates to the object type (class). At one allocation point always the same type of object is created. At
about 45.65 sec., 49.08 sec. and 53.86 sec. we can recognize a garbage collector run destroying many
objects.

Object aging. We developed several visualizations to capture whether objects are long- or short-liv-
ing and what kind of objects are more likely to have a long or short lifetime. Figure 12.15 shows the
age of objects and where they are allocated. The time is measured in allocated memory, that means
an object grows older when memory is allocated.The number of instances of a class with a certain
age is encoded in the size of the dot. The red line is the average number of instances with the specific
age.

Cache behavior. Figure 12.12displays the values of the Pentium III performance counters and the
thread activity diagram of Figure 12.12 in the background. During this test the performance counters
are configured to measure the number of lines evicted from the L2 cache (which should be equal to
the number of lines loaded into L2 and therefore the number of L2 misses) and the number of L2 re-
quests (which is equivalent to the number of L1 misses). Together with the thread activity diagram
the performance counter diagram tells us that there is lot of cache activity (many accesses and misses)
during the boot phase. Then the code has only few L1 misses. Most requests seem to be satisfied by
L1. There is a four seconds interval (between about 49.5s and 53.5s) and where the line is absolutely
horizontal. During this period the system is idle after the initialization of the NIC. The there are two
kinds of activity with different characteristics: the NFS server processing the getattr request and the
garbage collector. During GC there are more L2 misses than during request processing. This is a re-
sult of the copying GC algorithm that traverses all live objects and copies them to the second semis-
pace. As the GC touched all live objects the chances are good that objects that are needed during re-
quest processing are already in the L2 cache and therefore the removed-lines-curve flattens. Interest-
ingly the number-of-requests-curve has the opposite characteristics. During request processing there
are more L1 misses per unit of time than during GC. This can be explained by a better spatial locality
of the garbage collector. The GC inspects all reference fields of an object and the chances are good
that they are all in the same cache line.
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5 Summary

Very different applications demonstrated the feasibility of using type safety and the JX architecture
as the foundation of a general-purpose operating system. All applications benefit from the abstrac-
tions that are provided by JX, like portals and services and memory objects. The performance of the
applications is between 50% and 100% of similar applications running on Linux.

JX suffers a performance overhead because of the immaturity of the JX optimizer compared
to today’s C compilers and optimizers. We expect this problem to gradually disappear in future ver-
sions, because there are no optimization barriers in the JX architecture: components can be loaded
privately in a domain and the translator has global information about all components loaded in a do-
main; no stack inspection is used, i.e. methods can be inlined; a domain can use it’s own non-preemp-
tive scheduler and can be restricted to one processor, i.e. memory accesses can be liberally reordered,
as long as they only affect the own heap of a domain.

The analysis of the NFS server furthermore show that the NFS server creates a large number
of objects and most of them are very short living. The garbage collector runs that are required to col-
lect these objects introduce long pauses. One reason for the long execution time of the garbage col-
lector is its bad locality and high number of L2 cache misses.

.
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Figure 12.10: Method timing of RPC processing

This figure displays the time distribution of RPC protocol processing. The gray boxes represent the
time spent executing the method itself while the white boxes denote the time spent in invoked meth-
ods.
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Figure 12.14: Object lifetimes

This figure visualizes the lifetime of objects. There is a line for each object in the system. The line
starts when the object is created and end when it is garbage collected. The y-position of the line is the
code position of the allocation statement.
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CHAPTER 13 Conclusions

1 Contribution

This thesis describes a novel approach to build operating systems. The contribution consists of

• an analysis of operating system properties required by today’s and future applications

• an analysis of shortcomings and useful approaches of previous systems

• the design of an operating system that is build around a protection mechanism previously only
used for language runtimes

• the implementation of a prototype that demonstrates the feasibility of the design

• a detailed performance analysis of the prototype with respect to its functional properties and
performance

2 Meeting the objectives

The system meets the objectives stated in Chapter 1:

• Robustness,Security, Reliability . The amount of unsafe C and assembler code is reduced to
a minimum. The complete operating system, including the device drivers, is build from type-
safe code. This simplifies the system and makes it more robust and reliable. A security archi-
tecture was developed that allows the precise control of information and control flows within
the system.

• Configurability , Reusability. With the exception of the microkernel all code is organized in
components which can be collocated in a single protection domain or dislocated in separate
domains without touching the component code. This reusability across configurations enables
to adapt the system for its intended use, which may be, for example, an embedded system,
desktop workstation, or server.

• Extensibility, Fine-grained Protection. Operating system code and application code is sep-
arated in protection domains with strong isolation between the domains. A domain has a low
memory footprint which allows to extend the system by creating new domains.

• Performance. Performance is between 50% and 100% of monolithic UNIX performance for
computational-intensive operating system tasks. The difference is even smaller when I/O from
a real device is involved.
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• Uniformity. All virtual resources, such as files, sockets, windows, and database connections
are reduced to a single unifying abstraction: the portal.The portal is a lightweight capability-
like construct to access a service. This simple but powerful architecture allows the introduc-
tion of new virtual resources and facilitates the adaptation to a new environment, such as a dis-
tributed system.

• Productivity. The existence of the prototype demonstrates that using type safety and keeping
the architecture simple it is possible for a small group of people to build a fairly complete OS
in short period of time.

3 Design summary

The JX design was inspired by previous operating system architectures. It’s shared-nothing principle
is similar to the vertically structured architecture of the Nemesis OS [114]; orthogonality of protec-
tion and modularity was the main objective of Lipto [57]; application-level resource management was
emphasized in many projects, the most prominent being the Exokernel [61].

In the spirit of a microkernel the JX system has five central abstractions: domain, thread, com-
ponent, portal, and service. Additional abstractions are provided as portals to services of DomainZero
or fast portals. Examples for fast portals are memory objects and atomic variables. The JX system has
the following unique properties:

Type-safe protection. Protection is based on the type-safe instruction set. No protection hardware,
such as an MMU is necessary, which allows JX to create protection domains even on embedded de-
vices. Communication between domains is very efficient as there is no need to switch to another hard-
ware context.

Independent heaps. Each domain has its own heap that is completely independent from the heaps of
other domains. This is in contrast with namespace-based domains of traditional Java systems and al-
lows independent garbage collection runs, domain-specific garbage collection implementations, and
domain termination with immediate resource reclamation.

Multiple GC implementations. The performance of garbage collection largely depends on the char-
acteristic of the application. Each domain can be created with one of several GC implementations that
are provided by the kernel.

Independent scheduling. Threads of one domain can be scheduled independent of other domains. It
is possible to use domain-specific schedulers that are supplied in the type-safe instruction set.

Security and containment. Domains are isolated and can communicate only via dedicated channels
by using portals. JX security system can control the propagation of all portals as well as their use. The
security system that contains the security policy is separated from the domains and can be changed
without changing the application domains.

Automatic management of memory areas. JX provides a special abstraction, called memory por-
tals, to cope with large memory or special memory areas, such as memory-mapped device registers.
Memory portals can be shared between domains and are garbage collected.
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Transparent code sharing. Immutable state can be shared between domains. This includes com-
piled code and string constants. Mutable state, such as static variables, is created per domain which
make code sharing completely transparent.

Automatic service creation.A service is automatically created when a service object is passed to an-
other domain. The other domain receives a portal to the service.

Flexible configuration. The protection domain structure is independent of the component structure.
Components can be placed into the same or in separate domains without changing them.

Termination with immediate resource reclamation.Except device driver domains all domains can
be terminated and the resources that are allocated to the domain can be released immediately.

Robust device drivers.All device drivers are deployed in the type-safe instruction set and benefit
from the robustness that is provided by type safety. Robustness is further supported by special portal
interfaces that allow drivers to access device registers and interrupt handler threads to synchronize
with other threads without disabling interrupts.

Independent class libraries.Each domain can have its own implementation of class libraries. This
also applies to the classes of the Java Development Kit.

4 Future work

The JX architecture can be used as a platform to build

• general-purposesystemsthat allows a user to perform everyday tasks, such as editing texts
or working with spreadsheets. The window manager will probably be the central component
of such a system.

• dedicatedsystemsthat perform a very specific task, for example a file server appliance. They
could be build by reusing components from general-purpose systems and configuring them for
the specific task, for example by collocating them in a single domain

• embeddedsystemsthat need to run untrusted code but run on hardware that lacks protection
mechanisms. They can use the fine-grained protection provided by JX domains.

• distrib uted systemsthat go far beyond the concept of a single-system image that is the goal
of UNIX-based distributed systems. Moving actively executing domains through the network
could be used for load distribution or fault tolerance. We made the first steps to this goal by
implementing an active storage system [74] that allows to move a file system agent to the file
server host.

5 Final remarks

I hope that the JX system will increase the awareness of the operating systems community to the
many benefits of moving to a type-based approach of system building. By providing a running pro-
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totype and demonstrating its functionality and performance I should have eliminated any doubts
about the feasibility of such an endeavor.
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Kurzfassung

Die Architektur eines typsicheren Betriebssystems

Die Architektur herkömmlicherBetriebssystemebautauf adressbasiertemSpeicherschutzauf. Um
Flexibilität mit niedrigenKostenzu verbinden,ist die aktuelleBetriebssystemforschungdazuüber-
gegangen,andereSchutzmechanismenzuuntersuchen,unteranderemTypsicherheit.DieseDisserta-
tion beschreibteineBetriebssystemarchitektur, die denadressbasiertenSchutzvollständigdurchei-
nentypbasiertenSchutzersetzt.Der AustauscheinessozentralenBestandteilsdesBetriebssystems
führt zueinerneuartigenBetriebssystemarchitektur, welchesichdurchverbesserteRobustheit,Wie-
derverwendbarkeit, Konfigurierbarkeit, Skalierbarkeit und Sicherheit auszeichnet.

Die DissertationbeschreibtnichtnurdasDesigndiesesSystems,sondernauchdie Implementierung
einesPrototypsunddie PerformanzersterAnwendungen,wie Dateisystem,Webserver, Datenbank-
systemundNetzwerk-Dateiserver. DerJX genanntePrototypverwendetJavaBytecodealstypsiche-
renInstruktionssatz.JX ist in derLage,existierendeJava-ProgrammeohneÄnderungenauszuführen.

DasSystembasiertauf einemmodularenMikrokern.DieserMikrokern ist dereinzigeTeil desSy-
stems,der in einerunsicherenSprachegeschriebenist. LeichtgewichtigeSchutz-Domänenersetzen
dasschwergewichtigeProzesskonzeptherkömmlicherBetriebssysteme.Schutz,Ressourcenverwal-
tungundTerminierungsindandieseDomänengekoppelt.Der Programmcodeist in Komponenten
organisiert,welchein die Domänengeladenwerden.Der Portalmechanismus- ein schnellerInter-
Domän-Kommunikationsmechanismus- erlaubtesgegenseitigmisstrauendenDomänensicherzu
kooperieren.

Die Dissertationzeigt,dassesmöglichist, einuniversellesundeffizientesMehrbenutzer-Betriebssy-
stem auf Typsicherheit aufzubauen.



KAPITEL 1 Einleitung

DieseDissertationbeschreibtdieArchitektureinerneuenKlassevonBetriebssystemen:Systemedie
einentypsicherenBefehlssatzalseinzigenSchutzmechanismusverwenden.In einemtypsicherenBe-
fehlssatzwerdenBefehle(Operationen)auf typisierteOperandenangewendetwelcheauf typisierte
Datenentitätenverweisen.EsexistierenstrengeRegelndie beschreiben,welcheTypenvon Operan-
denaufwelcheTypenvonDatenentitätenverweisendürfenundwelcheOperationenaufdieOperan-
den angewendet werden dürfen.

Die VerwendungeinestypsicherenBefehlssatzesanstelledestraditionellenaddressbasiertenSchutz-
mechanismus’hateineReihevonVorteilen.Die RobustheitdesSystemsverbessertsich,davieleAr-
tenvonProgrammfehlernin einerfrühenEntwicklungsstufedurchVerwendungdesTypsystemsent-
decktwerdenkönnen.VerbesserteRobustheithateinenpositivenEffekt aufSicherheitundZuverläs-
sigkeit. Allerdings werde ich in dieser Dissertation zeigen, dass zusätzliche Mechanismen
erforderlichsind,um einensicherenSystemzustandzu erhalten.Ein typsichererBefehlssatzist ein
sehrfeingranularerSchutzmechanismus,welchereserlaubt,feingranulareSchutzdomänenzuerzeu-
genundeineinkrementelleErweiterbarkeit desSystemsermöglicht.Mein Systemdesignbeinhaltet
einenKommunikationsmechanismus,der hocheffizienteaberungeschützteKommunikationinner-
balbeinerSchutzdomäneundetwaslangsamereKommunikationüberSchutzgrenzenhinwegerlaubt.
DaderProgrammiererdieselbeAbstraktionfür Intra-Domän-undInter-Domän-Kommunikationver-
wendet,werdenProgrammmodulgrenzenunabhängigvon Schutzdomängrenzenund das System
kannentsprechendseinesgewünschtenEinsatzzweckskonfiguriertwerden.Die Konfigurationsmög-
lichkeit erstrecktsichzwischendenbeidenMöglichkeiten,für jedeKomponenteeineeigeneDomäne
zu verwendenundalle Komponentenin einerDomänezu platzieren.Systeme,die nur für einebe-
stimmteAufgabeeingesetztwerden,wie zum BeispieldedizierteDateiserver, profitierenvon den
Performanzvorteilendie entstehen,wennalle Komponentenin derselbenDomänelaufen.Systeme,
dienichtvertrauenswürdigeundpotentiellbösartigeProgrammeausführen,wie zumBeispielAgen-
tenplatformen,profitierenvon der Möglichkeit, feingranulareSchutzdomänenzu erzeugen.Solche
Systememüssenin derLagesein,nichtvertrauenswürdigeProgrammevollständigzu isolieren.Das
bedeutet,sowohl denZugriff auf Informationenalsauch denZugriff aufRessourceneinzuschränken.
Alle dergenanntenEigenschaftendesSystemsmüssenohneübermässigePerformanzeinbussenge-
genüber traditionellen Systemen realisiert werden.



KAPITEL 2 Zusammenfassung

1 Beitra g zur Wissensc haft

Die wissenschaftlicheLeistungdieserArbeit betehtdarin,eineneueArt undWeisederKonstruktion
von Betriebssystemen aufgezeigt zu haben. Der Beitrag zur Wissenschaft besteht konkret

• in derAnalysederEigenschaften,dieeinBetriebssystemaufweisenmuss,umheutigeundab-
sehbare Anforderungen zukünftiger Anwendungen erfüllen zu können,

• in derAnalysederUnzulänglichkeitenund in demAufzeigendernützlichenAnsätzebisher
bestehender Systeme,

• in derEntwicklungeinesDesigns,dessenKerndarinbesteht,einenbishernur für Laufzeitsy-
stemevon ProgrammiersprachenverwendetenSchutzmechanismusals zentralenSchutzme-
chanismus des Betriebssystems zu verwenden,

• in der prototypischenImplementierungdiesesDesignsund der detailiertenEvaluierungdes
Prototypen hinsichtlich dessen funktionalen und Performanzeigenschaften.

2 Erfüllung der Anf orderung en

Die beschriebene Architektur erfüllt die in Kapitel 1 aufgestellten Anforderungen:

• Robustheit, Sicherheit, Zuverlässigkeit. Der Anteil von unsicheremC- und Assembler-
Codekonnteminimalgehaltenwerden.DaskompletteBetriebssystem,einschliesslichderGe-
rätetreiber, wird in typsicheremCodeerstellt.DasvereinfachtdieSystemarchitekturundver-
bessertdieRobustheitunddieZuverlässigkeit desSystems.EineSicherheitsarchitekturwurde
entwickelt,dieeinegenaueSteuerungdesInformations-undKontrollflussesinnerhalbdesSy-
stems erlaubt.

• Konfigurierbark eit, Wiederverwendbarkeit. AusserdemMikrokernist derkompletteCo-
de, einschliesslichdesBetriebssystems,in Komponentenorganisiert.DieseKomponenten
könnenin einergemeinsamenoderin unterschiedlichenSchutzdomänenablaufen,ohneden
Komponentencodemodifizierenzu müssen.DieseWiederverwendbarkeit in verschiedenen
Konfigurationenerlaubtes,dasSystementsprechendseinesEinsatzzwecksanzupassen.Die-
serEinsatzzweckkanneineingebettetesSystem,einArbeitsplatzrechnerodereinServersein.

• Erweiterbark eit, feingranularer Schutz. BetriebssystemcodeundApplikationscodearbei-
tenin verschiedenen,strengvoneinanderisoliertenSchutzdomänen.DerGrundspeicherbedarf



einerSchutzdomäneist geringunderlaubtdie Erweiterbarkeit desSystemsdurchErzeugen
neuer Domänen.

• Performanz. Die PerformanzdesSystemsliegt für rechenintensive Betriebssystemaufgaben
zwischen50 und 100 ProzenteinestraditionellenUNIX Betriebssystems.Der Unterschied
wird noch geringer, wenn Ein-/Ausgabeoperationen von realer Hardware beteiligt sind.

• Uniformität . Alle virtuellen Ressourcen,wie zum BeispielDateien,Endpunktevon Netz-
werkverbindungen,FenstereinergraphischenBenutzeroberfläche,sowie Datenbankverbin-
dungenwerdenaufeineeinzigeAbstraktionreduziert:demPortal.DasPortalist einleichtge-
wichtiges,Capability-ähnlichesKonstrukt,um auf einenDienstzuzugreifen.Dieseeinfache
aberauchmächtigeArchitektur erlaubtdie Einführungneuervirtueller Ressourcenund er-
leichtertdamitdie AnpassunganneueUmgebungen,wie zumBeispielanein verteiltesSy-
stem.

• Produktivität . Die ExistenzdesPrototypsdemonstriert,dasses- durchdieVerwendungvon
Typsicherheitgepaartmit einfacherArchitektur- einerkleinenGruppevonPersonenin kurzer
Zeit möglich ist, ein nahezu vollständiges Betriebssystem zu entwickeln.

3 Zusammenfassung des Designs

Das DesigndesJX-Systemswurde durch vorangegangeneBetriebssystemarchitektureninspiriert.
SeinPrinzipdervollständigenTrennungist ähnlichdervertikalenStrukturierungdesNemesisBe-
triebssystems[114]. OrthogonalitätderAbstraktionen,SchutzundModularitätwar daswesentliche
Ziel desLipto-Systems[57]. Ressourcenverwaltungauf Anwendungsebenewurdein unterschiedli-
chen Projekten verfolgt. Das prominenteste dieser Projekte ist sicherlich der Exokernel [61].

Im SinneeinesMikrokernesbesitztdasJX-Systemfünf zentraleAbstraktionen:Domänen,Fäden,
Komponenten,PortaleundDienste.WeitereAbstraktionenwerdenalsPortalezu DienstenderDo-
mainZerooderalsschnellePortalebereitgestellt.Beispielefür schnellePortalesindSpeicherobjekte
und atomare Variablen. Das JX-System besitzt die folgenden einzigartigen Eigenschaften:

Typsicherer Schutz.Der Schutzbasiertauf der VerwendungeinestypsicherenInstruktionssatzes.
Schutzhardware,wie zumBeispieleineMMU, ist nichterforderlich.DieserlaubtesdemJX-System,
selbstauf eingebettetenSystemenSchutzdomänenzur Verfügungzu stellen.Die Kommunikation
zwischenSchutzdomänenist sehreffizient, da kein WechseleinesHardwarekontextes stattfinden
muss.

Unabhängige Halden.JedeDomänehat seineeigene,von anderenDomänenunabhängigeHalde.
Diesstehtim KontrastzuanderenSystemen,diedenNamensraum-Mechanismusverwenden,dervon
Java-Klassenladernerzeugtwird. Die unabhängigenHaldenermöglichenunabhängigeSpeicherbe-
reinigungzyklen,die ImplementierungdomänspezifischerSpeicherbereinigungund die Terminie-
rung einer Domäne mit sofortiger Ressourcenfreigabe.

Mehrfache Speicherbereinigungsimplementierungen.Die Performanzder Speicherbereinigung
hängtmassgeblichvonderCharakteristikdereinzelnenAnwendungab. JedeDomänekannmit einer
Speicherbereinigungsimplementierungverwendetwerden,dieauseinerdurchdenMikrokernbereit-
gestellten Menge von verschiedenen Implementierungen ausgewählt werden kann.



Unabhängige Fädenablaufplanung. FädeneinerDomänekönnenunabhängigvon anderenDomä-
nendisponiertwerden.Esist möglich,domänenspezifischeAblaufplanerzuverwenden,die in Form
des typsicheren Instruktionssatzes bereitgestellt werden.

Sicherheit und Informationsschutz.Domänensindisoliert undkönnennurüberdedizierteKanäle
unterVerwendungderPortalekommunizieren.DasSicherheitssystemvon JX kanndie Verbreitung
unddieNutzungderPortalekontrollieren.DasSicherheitssystem,welchesdieSicherheitspolitikent-
hält, ist von denDomänensepariertundkannausgewechseltwerden,ohnedie Anwendungs-Domä-
nen modifizieren zu müssen.

Automatisches Speichermanagement.JX stellt alsbesondereAbstraktionSpeicherportalebereit,
umgroßeSpeichereinheitenoderspezielleSpeicherbereiche(z.B.SpeicherabbildungenvonGeräte-
registern)verwendenzu können.Speicherportalekönnenvon Domänengemeinsamgenutztwerden
und werden automatisch durch einen Referenzzählmechanismus verwaltet.

Transparentes gemeinsames Nutzen von Programmcode.Nicht-modifizierbare Daten können
vonDomänengemeinsamgenutztwerden.DasschließtübersetztenProgrammcodeundZeichenket-
ten-Konstantenein.VeränderlicheDaten- zumBeispielstatischeVariablen- werdenfür jedeDomä-
neseparatangelegt.DiesmachtdasgemeinsameNutzenvonProgrammcodevollständigtransparent.

Automatische Erzeugung von Diensten. Ein Dienstwird automatischerzeugt,wenneinDienstob-
jekt in eineandereDomänebewegt werdensoll. Die DomäneerhältanstelledesDienstobjektesein
Portal zu dem neu erzeugten Dienst.

Flexible Konfiguration. SchutzdomängrenzensindunabhängigvonKomponentengrenzen.Kompo-
nentenkönnenin ein unddieselbeoderin verschiedeneDomänenplatziertwerden,ohnesie dafür
modifizieren zu müssen.

Terminierung mit sofortiger Ressourcenfreigabe.AußerGerätetreiber-DomänenkönnenalleDo-
mänenunverzüglichterminiertwerden.Ressourcen,die von diesenDomänenin Anspruchgenom-
men worden sind, können sofort freigegeben werden.

Robuste Gerätetreiber. Alle Gerätetreiberliegenin demtypsicherenInstruktionssatzvor undprofi-
tierenvonderRobustheit,diedurchdieTypsicherheitgegebenist.Robustheitist ebenfallsdurchspe-
zielle Portalschnittstellengarantiert,die denGerätetreibernerlauben,auf Geräteregisterundauf die
Fädenzur Handhabungvon Unterbrechungenzuzugreifen,um sichzu synchronisieren,ohneUnter-
brechungen abzuschalten.

Unabhängige Klassenbibliotheken.JedeDomänekann ihre eigeneImplementierungeiner Klas-
senbibliothek besitzen. Das gilt auch für die Klassen des Java Development Kit.

4 Zukünftig e Arbeiten

Die JX Architektur kann als eine Plattform genutzt werden, um

• Mehrzwecksystemezu bauen,die denBenutzerbei der täglichenArbeit unterstützen.Das
umfaßtbeispielsweisedasEditierenvonTextenoderdasArbeitenmit Tabellen.DerWindow-
Manager wird dabei die zentrale Komponente eines solchen System sein.



• dedizierte Systeme zu erstellen,die in derLagesind,Codewiederzu benutzenundfeingra-
nularen Schutz ohne Hardwareunterstützung bereitstellen.

• eingebettete Systeme welchenichtvertrauenswürdigeProgrammeauf Hardwarelaufenlas-
senmüssen,die keineSchutzmechanismenzur Verfügungstellt. DieseSystemekönnenden
feingranularen Schutz verwenden, der durch JX-Domänen zur Verfügung gestellt wird.

• verteilte Syteme zu entwickeln, die weit überdasKonzepteinesverteiltenSystemshinaus-
gehen,alsesderzeitigeUNIX-basierteverteilteSystemezumZiel haben.DasBewegeneiner
aktiven Domänedurchein Netzwerkkannbeispielsweisefür Lastverteilungoderzur Erhö-
hungderFehlertoleranzbenutztwerden.Wir habedieerstenSchrittein dieseRichtungunter-
nommen,indemwir einaktivesSpeichersystem[74] implementierthaben,dasseserlaubt,ei-
nen Dateisystemagenten zum Dateiserver zu bewegen.

5 Absc hließende Bemerkung en

Ich hoffe,dassdasJX SystemdieAufmerksamkeit derBetriebssystemgemeidevermehrtaufdievie-
len VorteiledertypbasiertenHerangehensweisebeimBauvon Betriebssystemenlenkt.Mit derVor-
stellungeineslauffähigenPrototypenundderDemonstrationdessenFunktionalitätundPerformanz
sollte jeder Zweifel an der Durchführbarkeit solch eines Unterfangens ausgeräumt sein.
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